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Abstract

We present a method for image interpolation which is able to create
high-quality, perceptually convincing transitions between recorded
images. By implementing concepts derived from human vision, the
problem of a physically correct image interpolation is relaxed to an
image interpolation that is perceived as physically correct by hu-
man observers. We find that it suffices to focus on exact edge corre-
spondences, homogeneous regions and coherent motion to compute
such solutions. In our user study we confirm the visual quality of
the proposed image interpolation approach. We show how each
aspect of our approach increases the perceived quality of the inter-
polation results, compare the results obtained by other methods and
investigate the achieved quality for different types of scenes.

CR Categories: I.3.3 [Computer Graphics]: Picture/Image
Generation—Viewing algorithms I.4.8 [Image Processing and
Computer Vision]: Scene Analysis—Motion, Tracking, Shading,
Time-varying Imagery

Keywords: perception, morphing, image interpolation

1 Introduction

Physically impossible and stunning effects such as frozen time view
interpolation and extreme slow motion can be created from regu-
larly recorded video sequences and images using image interpo-
lation. However, the problem of retrieving the true motion field
that is necessary to create the physically correct interpolated image
from images alone is often ill-posed due to the inherent ambiguities,
such as the aperture problem. Humans on the other hand are able
to easily navigate through complex, dynamic environments based
on what they see with their eyes. The brain constantly interprets
changing visual input in terms of plausible motion of the viewpoint
and/or of the observed scene. Interestingly, the brain apparently
does not rely on exactly solving the laws of physics for its judge-
ments. Cartoon animations, for example, frequently contain motion
which, while physically inaccurate, is perceptually quite plausible.

In this work, we introduce an image interpolation algorithm, which
is motivated by processes of the human visual system to understand

∗e-mail: stich@graphics.tu-bs.de
†e-mail: linz@graphics.tu-bs.de
‡e-mail: christian.wallraven@tuebingen.mpg.de
§e-mail: douglas.cunningham@gris.uni-tuebingen.de
¶e-mail: magnor@graphics.tu-bs.de

seen images. This approach to image interpolation makes it pos-
sible to solve a much better conditioned problem, image interpola-
tions that are perceived as physically correct by human observers,
and thus supersedes the problem of solving for the actual physically
correct interpolation. In our user study we confirm the perceptual
validity of each part of the proposed image interpolation algorithm.
We quantify changes in perceptual quality introduced by parameter
changes within our proposed approach, compare the results against
other approaches and investigate whether there is a perceptual dif-
ference between results on real-world and synthetic image material.

2 Related Work

The application of concepts from perception for computer graph-
ics is a steadily growing interdisciplinary research field [O’Sullivan
et al. 2004]. Recent topics include human perception of global il-
lumination effects [Myszkowski et al. 2001], the influence of shape
on material perception [Vangorp et al. 2007], and visual equiva-
lence of rendered images [Ramanarayanan et al. 2007].

Image morphing, the interpolation between images depicting differ-
ent objects from user-defined correspondences, is another concept
related to our method. Algorithms like [Beier and Neely 1992],
are often used in the movie industries to create visual effects as
for example smooth transitions between actor appearances during
performance. Other warping techniques have been discussed by
Wolberg [1998], including the popular thin-plate spline interpola-
tion which is based on point correspondences. A computationally
more complex method based on line features was recently proposed
by Schaefer et al. [2006]. In general, image morphing methods are
solely based on user specified features and are thus work intensive
when interpolating image sequences. Additionally, when motion
discontinuities need to be taken care of, an additional segmentation
of the image into the differently moving layers is necessary.

The optical flow refers to the flow field created by the spatiotempo-
ral trajectories of image patches during an image sequence, and was
first described by the psychologist James J. Gibson [1955]. Since
the pioneering work on local and global optical flow reconstruction
by Lucas and Kanade [1981] and Horn and Schunck [1981], respec-
tively, a multitude of computational approaches have been devised
and applied in a variety of fields [Barron et al. 1994; Baker and
Matthews 2004]. While the input to typical optical flow algorithms
is similar to the input to our proposed method, the approaches and
goals are fundamentally different. We find that a physically correct
motion field between images is not necessary to create perceptu-
ally convincing interpolation results but that the interpolation algo-
rithm must focus on the properties important to human perception.
Using our approach we additionally achieve a robust and perceptu-
ally correct handling of motion discontinuities which are even more
challenging to solve physically correctly.

Image-based rendering (IBR) methods achieve highly realistic ren-
dering results using a collection of timely synchronized calibrated
photographs. While some IBR methods rely solely on the num-
ber of images to minimize aliasing artifacts [Levoy and Hanrahan



Figure 1: Overview of perception-based image interpolation: first,
the images are preprocessed to find edges and homogeneous re-
gions. These are then used to determine a perceptually plausible
transformation. Finally, we use these transformations for interpo-
lation rendering of in-between images in real-time.

1996; Matusik and Pfister 2004], most IBR approaches make ad-
ditional use of epipolar constraints [McMillan and Bishop 1995;
Seitz and Dyer 1996; Matusik et al. 2000; Vedula et al. 2005], scene
depth [Chen and Williams 1993; Gortler et al. 1996; Isaksen et al.
2000; Buehler et al. 2001; Zitnick et al. 2004], or full 3D geome-
try information [Debevec et al. 1998; Wood et al. 2000; Carranza
et al. 2003; Snavely et al. 2006]. The quality of IBR techniques is
strongly dependent on accurate camera calibration, scene geome-
try, and/or time synchronized acquisition. These limitations make
data acquisition for IBR a time-consuming and delicate endeavour
which typically requires a controlled environment and expensive
equipment.

In the image processing and video coding field, the temporal inter-
polation of images is also of interest. Here the motion between
consecutive images is computed blockwise. From this informa-
tion, images can be predicted from the previous image such that
the residual difference to the original image can be efficiently com-
pressed (motion compensation) [Jain and Jain 1981; Tourapis et al.
2001; Fu et al. 2002]. In contrast to our goal, this motion esti-
mation is geared to achieving high compression ratios with as little
computational complexity as possible rather than to create plausible
inbetween images. The images obtained from motion compensa-
tion without additional correction using the residual image, which
is unknown in our scenario, often shows artifacts especially at block
boundaries.

3 Perceptual Image Interpolation

Interpolating between two images, e.g. from a recorded image se-
quence, is straightforward if the true motion field between the im-
ages is known. Computing the true motion field from the images
alone, however, is a formidable task that, in general, is hard to solve
due to inherent ambiguities. For example the aperture problem and
insufficient gradient strength can make it impossible to compute
the correct motion field using e.g. optical flow. However, we do
not need the true motion field if our goal is to generate perceptually
convincing image interpolations. Because perceptually plausible is
the same as physically correct to a human observer, we can rely on
the capabilities of the human visual system to understand the visual
input correctly in spite of all ambiguities. It becomes thus suffi-
cient to focus on the aspects that are important to human motion
perception to solve the interpolation problem.

3.1 Visual Motion Perception

Human vision is a very powerful system, adept at extracting mean-
ingful patterns so that we can understand, navigate through, and
interact with our surroundings rapidly and efficiently. The impor-
tance and complexity of this task is perhaps reflected by the fact

Figure 2: In this series, the original image is approximated by
its edge segments (edglets) using different thresholds on the edglet
strength τ . Non-edglet regions are filled in by isotropic diffusion.
Although the found edglets represent less than one percent of the
original image information, they convey enough information so that
the original image is very well reconstructed.

that approximately half of our brain is dedicated to processing vi-
sual input. While the human visual system as a whole is very
complex and has many not yet fully understood aspects, the earli-
est stages of vision, also called low- and intermediate-level vision,
are comparatively well understood, particularly motion perception.
Based on his work with flies and beetles, [Reichardt 1961] mathe-
matically and neurally described a local-correlator motion detector.
The detector, which explicitly relies on the fact that real-world ob-
jects tend to move rather smoothly, matches small image patches
across small spatial and temporal distances. Interestingly, low-level
motion processing in humans is also well described by this detec-
tor [Qian and Andersen 1997; Heeger et al. 1999]. Another find-
ing is that the human visual system seems to take advantage of the
fact that neighboring areas on an object tend to have the same mo-
tion. Local smoothness constraints help to compensate for noise
and aid in image segmentation. Additionally, the common motion
of neighboring patches and differently oriented edges are used to
help solve the aperture problem [Wallach 1935] . From these find-
ings on the human motion perception we conclude that to achieve
perceptually plausible image interpolation results, it is important to
transform corresponding edges exactly onto each other while trans-
forming homogeneous regions within the images coherently. Thus,
the critical aspects of an image sequence that will result in per-
ceptually plausible motion are edges, homogeneous regions, and
coherent motion.

3.2 Algorithm Overview

Based on the perceptual criteria outlined above, Figure 1 gives an
overview of our proposed interpolation approach. It is composed of
three separate parts. First, the images are preprocessed to find edges
and homogeneous regions. Second, using the previous findings a
transformation between the images that is based on an automatic
edge matching and the found regions is computed. The visual qual-
ity is further improved by optimizing the motion coherence while
correctly handling motion discontinuities. In general, this transfor-
mation estimation is iterated two to four times until it converges.
Third, we apply the computed transformations to render the inter-
polated, perceptually plausible in-between images. The rendering
is implemented on standard graphics hardware and runs at real-time
frame rates.



Figure 3: An image (upper left) and its decomposition into its ho-
mogeneous regions (upper right). Because the transformation esti-
mation is based on the matched edglets, only superpixels that con-
tain actual edglets (lower left) are of interest. We merge superpixels
with insufficient edglets with their neighbors (lower right).

3.3 Edges

Edges convey a great deal of information about the image in a very
compact way (cf Figure 2). Edges are also very important to the
human visual system as some cells are specially devoted to find-
ing them. Hildreth and Marr proposed an algorithm to find edges
that is motivated by the physiological model of these so called sim-
ple cells [Marr and Hildreth 1980]. Over the years, edge detection
has become a preprocessing step for a lot of algorithms and many
methods to find edges in images have been proposed, e.g. the well
known Canny operator[Canny 1986]. For our experiments we ap-
plied the Compass operator [Ruzon and Tomasi 1999] because it
directly makes use of color information and the found edges resem-
ble more closely the ones that a human observer would highlight.
Thresholding with the strength of the operator on the found edges τ

results in a set of edge pixels, called edglets, that we use to represent
the perceptually relevant edges in the image. As can be seen in Fig-
ure 2, the approximation of the image by only the color information
around the edglets quickly converges towards the original image in
the sense of perceived difference. We found that for natural images
with a resolution of 960 x 540, between 2000 to 20000 edglets, i.e.
between 1% to 4% of the pixels, are sufficient to represent the edges
that are critical for perceived motion.

3.4 Homogeneous Regions

Natural images can be seen as composites of connected homoge-
neous image regions. Indeed, the Gestalt psychologists demon-
strated the central role that grouping image elements plays in im-
age understanding [Wertheimer 1938]. Consistent with this obser-
vation, [Ren and Malik 2003] proposed that connected pixels with
similar properties can be grouped into superpixels. These can then
be used as the building blocks for a higher order decomposition.
[Felzenszwalb and Huttenlocher 2004] proposed a very interesting,
perceptually-based algorithm for segmenting images. The method
outlined in the following is based on this approach, and produces
high quality, perceptually meaningful superpixels for natural im-
ages. Our approach first combines the result of the edge detector
with the results of the standard superpixel decomposition, Figure 3.
Because our transformation estimation (cf. section 3.6) is based on
the matched edglets, only segments that contain actual edglets are
of interest. Thus, we merge superpixels with an insufficient number
of edglets (4 in our case) with their spatial neighbors. This results
in a partitioning of the image into perceptually meaningful homo-

Figure 4: The local building blocks of our global transformation
are translets. These are pairs of an image segment (blue) and the
subset of edglets that are within the spatial support of this segment
(red). For each translet a perspective transformation is estimated
from the matches of its edglets.

geneous regions. Note that because we only use this decomposition
as an initial partitioning of the image, the results must not neces-
sarily be exact in the sense that only meaningful parts of real world
objects should correspond to a single segment. The only require-
ment is that the combined spatial support of the non-overlapping
segments spans the whole image and that all motion discontinuity
borders in the correspondence field can be described as borders of
this decomposition.

3.5 Matching Edglets

After image preprocessing, we make use of the gained informa-
tion to compute a perceptually plausible per-pixel transformation
between the images. The driving forces for this global transfor-
mation are automatically computed matches between the edglets as
these are the most important image elements for human motion per-
ception. Additionally to the euclidean distance between the edglets
as a matching criterion we also make use of the local geometric
context implemented as a localized version of Shape Contexts [Be-
longie et al. 2001]. We can then efficiently compute the globally
optimal matching by finding the optimal solution to the equivalent
weighted bipartite graph assignment problem, using auction algo-
rithms [Bertsekas 1992].

While the automatic matching works sufficiently well for typical
image pairs, in cluttered scenes with large displacements too many
mismatches (outliers) can lead to locally wrong motion. In these
cases we allow user interaction to correct the results. Mismatched
parts can be selected in both images, e.g. containing 100 to 1000
edglets and the automatic matching is computed again only for this
subset of edglets. Due to this restriction of the space of possi-
ble matches the correct match is again found and used to correct
the overall solution. For cases where interpolation methods solely
based on an automatic matching algorithm produce insufficient in-
terpolation quality, the proposed user interaction significantly im-
proves the obtained results while keeping the necessary user time at
a minimum. In general the amount of user interaction is dependent
how ambigous the matching the images is (e.g. number of similar
structures as the leafs in the plant example) and also on image size.
In our examples it took between two to ten minutes to achieve the
desired results. Additionally, when interpolating a set of images,
e.g. from a video sequence, the results of the previous interpola-
tion can be extrapolated to get an improved starting solution for the
next automatic matching. Thus also the quality of the following
interpolation results is directly improved.



Figure 5: During optimization similar transformed neighboring
translets are merged into a single translet. After merging, the result-
ing translet consists of the combined spatial support of both initial
translets (light blue and dark blue) and their edglets (light red and
dark red).

3.6 Per-Pixel Motion Field

With the computed matches between edglets of the two images,
the first goal of perceptually plausible image interpolation, exact
edge transformation, is addressed. In this section we propose an
image transformation model that further improves the edge trans-
formations by filtering outliers and infers coherent motion for the
perceptually less important non-edglet pixels while correctly han-
dling motion discontinuities. By making use of homogeneous re-
gions (cf. section 3.4) we propose a global transformation that is
composed of local building blocks, called translets (cf. Figure 4).
These are pairs of a homogeneous image segment and the subset
of edglets that are located inside the spatial support of this seg-
ment. For each translet a perspective transformation is robustly es-
timated from the matches of its edglets using RANSAC outlier fil-
tering. In our experiments we observed that between 60% and 80%
of match inliers are sufficient to converge to a perceptual plausible
image interpolation solution. Although one of these simple trans-
formations can hardly represent the motion between images well
enough in general, the combination of hundreds of such local trans-
formations performs very well. More importantly this partitioning
of the motion field into local regions is a formidable solution to
preserving the motion discontinuities. As discussed in section 3.4
we can assume that the boundaries of the homogeneous regions do
not violate the boundaries of perceptable motion discontinuities.
Thus those are directly preserved without the need to rely on other
higher level information such as figure-ground segmentation or the
(pre)separation of the images into layers.

At this point in our transformation estimation, we partitioned the
image into homogeneous regions and estimated local transforma-
tions for each such region, generalizing the motion of the matched
edglets also to the non-edge pixels. However, this transformation
can still be noisy due small translets that do not have enough ed-
glets in their spatial support to compensate for outliers in the match.
Findings on the human visual system suggest a solution to this prob-
lem (cf. section 3.1). For natural scenes neighboring areas on an ob-
ject tend to have the same motion resulting in motion coherence be-
tween neighboring regions despite at motion discontinuities. Thus
we can improve the visual quality if we can improve the overall
coherence of the computed motion. In our approach this translates
to optimizing the local translets. Using a greedy approach, in each
iteration neighboring translets that improve the motion coherence
best are merged into one, as depicted in Figure 5. This is repeated
until a user-defined threshold is reached and no further improve-
ment can be achieved. Finally we apply an anisotropic diffusion
to the motion field, which further improves the coherence of the
motion on a per-pixel level while still preserving motion disconti-
nuities.

Figure 6: Left: Per-vertex mesh deformation is used to compute
the forward warping of the image, where each pixel corresponds to
a vertex in the mesh. The depicted mesh is at a coarser resolution
for visualization purposes. Right: The connectedness of each pixel
that is used during blending to solve for missing regions.

4 Interpolation Rendering

Rendering in-between images is achieved by applying the com-
puted perceptually plausible motion field to the images using warp-
ing and then blending the warped images. On modern graphics
hardware this can be implemented as per-vertex mesh deformation
and alpha blending and achieves real-time frame rates. The mo-
tion is modeled by linearly interpolating the transformation from
the identity transformation to the found transformation.

To account for motion discontinuities, forward warping is applied
to the images, meaning that each pixel in the image is transformed
by its motion vector. Two problems arise at motion discontinuities,
which are fold-overs and missing regions, that need to be taken care
of during rendering to achieve a perceptually plausible interpolation
result.

Fold-overs occur when two or more pixels in the image end up in
the same position. This is, for example, the case when the fore-
ground occludes parts of the background during warping. While
the decision which of the pixels in question is in the foreground can
be resolved using the depth buffer of graphics hardware, these pixel
depth values are however not known when interpolating images.
For the binary decision that we are interested in however, it is suf-
ficient to coarsely estimate the relative depths between the overlap-
ping pixels to resolve this conflict and thus simple heuristics suffice.
Consistent with the perceptual effect known as ’motion parallax’,
we assume that the faster moving pixel is in the foreground. Miss-
ing regions occur when parts of the image get dis-occluded during
the warping and are thus not depicted in the unwarped image. Be-
cause we interpolate between two images we can resort to the other
image to fill in these missing regions accordingly. During blend-
ing of the warped images those regions are correctly handled by an
adaptive alpha blending based on the so called connectednes [Mark
et al. 1997] computed from the motion field.

4.1 Feathering

At fold-overs, the warped images can have jaggy artifacts due to
aliasing problems of the rendering. Opposed to naturally observed
scenes, rendered pixels at the boundaries are not a mixture of back-
ground and foreground color but are either foreground or back-
ground color. These artifacts are very visible since they introduce
unnaturally strong color gradients. However, these artifacts occur
only at motion discontinuities, which can be robustly discriminated
by the local change in the motion vectors. In a second rendering
pass, we model the natural mixing of foreground and background
at boundaries using a small selective low-pass filter on the motion
boundary pixels. This removes the artifacts with a minimal im-
pact on rendering speed and without affecting quality in the non-
discontinuous regions.



Figure 7: Jaggy artifacts can appear due to aliasing artifacts of the
mesh rendering. In the proposed feathering those are first detected
and then locally corrected by approximating the natural mixing of
figure and ground color at object boundaries with a filter.

5 User Study

In order to assess the perceptual quality of the proposed algorithm,
we ran a psychophysical validation study which had three major
goals. First to quantify changes in perceptual quality introduced by
parameter changes within our proposed approach to image interpo-
lation. Second to compare the results of the proposed algorithm
against other approaches to image interpolation. And third to in-
vestigate whether there would be a perceptual difference between
results on real-world and synthetic image material.

5.1 Stimuli

Guided by our goals, we selected a total of nine different ap-
proaches for creating interpolated image sequences. The input
consisted of several sequences depicting rotations around objects.
From these we kept every third frame and used the algorithms for
interpolating the missing two intermediate frames. For the used
scenes this was the largest gap that the automatic approaches could
interpolate with reasonable quality - note also, that this corresponds
to changes in viewing angle of around 10 degrees on average. The
surfaces are dominantly diffuse since specularities must be treated
as transparent entities to model their motion correctly. The follow-
ing list describes the algorithms in more detail:
original: as the baseline, we compared all algorithms against the
original video sequence showing the full, smooth motion
blend: a simple blending algorithm which creates intermediate
frames by blending between two consecutive keyframes
opticalflow: a physically motivated optical-flow algorithm [Horn
and Schunck 1981] was used to compute the motion field for the
interpolation
nooptim: our automatically computed initial transformation solu-
tion after the second iteration without further optimization of the
translets
optim100: the result of our method including translet optimization
but without per-pixel diffusion after the second iteration (cf. sec-
tion 3.6)
nofeathering: the result of our method but without the feathering
at motion discontinuities during rendering (cf. section 4.1)
firstit: the result of our method after the first iteration with opti-
mization of the correspondence field and subsequent diffusion
full: the result of our proposed automatic perception-based image
interpolation algorithm after the second iteration with optimization
of the correspondence field and diffusion
corrected: the result of our automatic approach with additionally
manually corrected local errors as discussed in section 3.5

The first three conditions together with the full, corrected condi-
tions address the goal of comparing different approaches to inter-
polation, whereas conditions firstit, nooptim, optim100, nofeather-

Figure 8: The six different scenes used in the psychophysical val-
idation study. The first four scenes consist of computer-generated
3D objects, whereas the fifth and the sixth scene were recorded in-
doors with a standard hand-held camera.

ing were designed to compare the perceptual quality of different
parameter settings.

In order to address our third goal of comparing performance differ-
ences of the algorithm on real-world and synthetic images, we used
the two different types of scenes shown in Figure 8. Four scenes
showed computer-generated sequences of objects rotating around
the vertical axis for 180 degrees. The two real-world scenes showed
a plant and books which were recorded with a digital video camera.

5.2 Experimental design

Rather than using a standard rating task in which participants would
be shown a sequence and be asked to rate its quality, we opted for
a more systematic approach. In the psychophysical study, we used
a two-alternative-forced-choice task in which two video sequences
were shown successively and participants were asked to indictate
which sequence contained more visual artifacts. Such a direct com-
parison allows for a more fine-grained analysis of the data as rating
tasks are often subject to scaling problems [Wallraven et al. 2007].
For each of the 6 different scenes we compared all 9 different inter-
polation algorithms against each other (only doing AB and AA, not
BA comparisons), yielding a total of 6 · (9 ·

8

2
+ 9) = 270 trials.

All scenes were rendered at 500x500 pixels with 25 frames per sec-
ond and were 3-5 seconds long. Sequences were presented on a
black background on a CRT monitor using a pixel resolution of
1024x768 at 75Hz. Participants viewed the stimuli at a distance of
roughly 50cm while sitting in a dark room. Each trial consisted of
a fixation cross shown for 1 second, followed by the first sequence,
a second fixation cross for 0.5 seconds, and the second sequence.
After this, the screen was blanked and participants were asked to
indicate by a keypress which sequence contained more visual arti-
facts. Participants were briefed before the experiment that in this
case artifacts were defined as ”any visual disturbances resulting in
non-smooth motion”. All participants completed three test trials be-
fore the experiment, which were used to get them acquainted with
the task. Neither during the test trials nor during the experiment
was any feedback given and none of the participants reported any
difficulty with doing the task. The whole experiment lasted around
90 minutes. Our test group consisted of 10 participants who did not
have any graphics-related background.



Figure 9: Perceptual quality scores for nine different test condi-
tions (image interpolation schemes).

5.3 Analysis

For the first analysis, we determined a perceptual quality score for
each algorithm by counting how many times it was chosen as pro-
ducing fewer visual artifacts when compared to one of the other
algorithms. The normalized scores are shown in Figure 9 for all
nine approaches. The following analysis addresses our first two
experimental questions, by interpreting the results for each image
interpolation approach (all statistical tests were run as one-tailed
t-tests corrected for multiple comparisons).

original: The original sequences are rated as having the best per-
ceptual quality (all p<0.01).
blend: Despite the technical simplicity of this condition, the qual-
ity score is still reasonably high. Whereas this might be surprising
at first glance, the perceptual impression of the resulting motion is
that of a jerky, but very consistent motion.
opticalflow: The interpolation results in this condition are rated as
having the worst quality (all p<0.01). This seems to be due to the
fact that the scenes contain motion discontinuities which are not ad-
equately handled by the Horn-Schunck approach [1981] and cause
local instabilities in the computed motion field. This violation of
the object contour stability has a negative impact on the perceptual
quality of the sequences.
nooptim: Within the parameter changes of our approach this is the
worst condition (all p<0.01). As the motion field in this condi-
tion is computed from only the matches, this often resulted in sharp
spikes and discontinuity errors. This finding underlines the impor-
tance of increasing the motion coherence during the optimization
(cf. section 3.6). As discussed in section 3.1 motion coherence is
one of the most crucial properties to achieve a perceptually plausi-
ble image interpolation.
optim100: Compared to the nooptim condition, the increase in per-
ceptual quality due to the optimization of the correspondence field
is dramatic demonstrating the importance of producing locally con-
sistent motion for perceptual fidelity.
nofeathering: According to our expectations the feathering of
edges for our scenes has a perceptually noticeable positive effect
as unnatural strong color gradients produced by the rendering as
discussed in section 4.1 are removed.
firstit: The results show that already after the first iteration, the
estimated motion field computed with our method produces per-
ceptually pleasing motion as reflected in the high quality scores.

Figure 10: Preference of corrected over original condition, broken
down by test scene. 50 percent denotes that both conditions are of
equal perceived quality.

Compared to the optim100 condition, there is another significant
increase in perceptual quality. This increase is due to the per-pixel
anisotropic diffusion, which further improves the motion consis-
tency of the results while preserving the discontinuities.
full: The perceptual quality shows that on average the improvement
of several iterations lies within the measurable accuracy.
corrected: Not surprisingly, of all the approaches based on the
proposed pipeline this condition fared best (all p<0.05). The dif-
ference between this and the full condition is small but significant
showing that a small amount of user interaction can improve the
results further (cf. section 3.5).

In order to address the third experimental question of quality differ-
ences between real-world and synthetic scenes we compared how
many times participants chose the corrected over the original con-
dition. As Figure 10 shows, for both real-world scenes, only one
response was given in favor of the corrected scene, whereas for the
face sequence it seems that participants could not decide which of
the two conditions was better, as preference was at 50%.

Taken together, these results have shown that our proposed ap-
proach to image interpolation already produces perceptually plau-
sible, high-quality interpolations. Whereas there is still some room
for improvement - especially for identifying invalid correspon-
dences and improving robustness against outliers - the quality of
the sequences is surprisingly good given that no prior knowledge
about camera calibrations, scene geometry, or object identity was
used. Additionally, the results confirm and extend the perceptual
approach to computer graphics - that our visual system has evolved
to deal with natural image statistics (things tend to move smoothly;
objects have well-defined, stable boundaries, etc.) rather than to ex-
plicitly and accurately reconstruct the 3D world from visual input
(simple image morphing can be enough).

6 Summary and Discussion

In this paper, we presented a approach to image interpolation mo-
tivated by insights on human perception. It has several advantages
over physically motivated approaches. First, by focusing on the
properties important to visual motion perception, we solve for the
better conditioned problem of computing images that are visually
convincing, superseding the often ill-posed problem of computing
the physically correct interpolation. Second, motion discontinu-
ities are perceptually correctly handled by our approach without the



need of high-level information such as layers, or figure-ground seg-
mentation. Finally we provide the possibility to semi-automatically
improve the visual quality further if necessary while keeping user
interaction at a minimum.

In our user study we validated the overall visual quality of our re-
sults and evaluated the contribution of each part of our method.
Especially, optimizing motion coherence while correctly handling
motion discontinuities significantly improved the perceived qual-
ity of the results. In comparison to the rated quality of the origi-
nal sequences (ground truth) our achieved visual quality is already
reasonably close and in addition outperforms the tested other ap-
proaches. The finding, that for the face sequence the subjects could
not decide if ground truth or our result is better (preference was at
50%) greatly supports the proposed image interpolation approach
and shows that “gold-standard” for some scenes is already achiev-
able.

Put into context, the ability to create high-quality image interpola-
tions is beneficial to a wide field of interesting applications: stun-
ning visual effects created with standard cameras, historic movies
improved in quality by increasing the frame-rate to modern stan-
dards and new possibilities to create stimuli for psychological ques-
tionnaires. By looking at concepts of human vision we can identify
what is necessary to make the human observer accept the results
as physically correct and find new algorithms that are inspired by
perception to compute such solutions.
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(a) original (b) opticalflow

(c) our approach - nooptim (d) our approach - full

Figure 11: Two consecutive images from the face scene sequences. (a) ground truth (b) simple optical flow (c) without optimizing motion
coherence (d) automatic interpolation result obtained with our approach.

(a) original (b) opticalflow

(c) our approach - nooptim (d) our approach - full

Figure 12: Two consecutive images from the plant scene sequences. (a) ground truth (b) simple optical flow (c) without optimizing motion
coherence (d) automatic interpolation result obtained with our approach.


