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Zusammenfassung
Diese Abschlussarbeit beschreibt einen neuen Ansatz um die Disparitätsdaten von Farb-Tiefen-Sensoren (RGB-D-Sensoren) zu verbessern. Zu diesem Zweck werden die Infrarotbilder des Sensors ausgewertet. Auf diese Weise können auch sehr kleine Unterschiede im Lichtweg des Sensors festgestellt
und als Disparitätsvektor ausgegeben werden.
Es wird ein Algorithmus entworfen, implementiert und getestet, der die
Unterschiede im Lichtweg messen und quantifizieren kann. Weiterhin wird
eine Methode beschrieben, durch die eine mittlere Helligkeitsverteilung der
vom Laserprojektor des RGB-D-Sensors projizierten Laserpunkte gewonnen werden kann. Diese Helligkeitsverteilung kann genutzt werden, um die
Laserpunkte in den Infrarotbildern des Sensors mit einer Genauigkeit im
Subpixel-Bereich zu detektieren.
Außerdem wird gezeigt, dass sich das System eignet, um refraktive Medien, die in einer aufgenommenen Szene vorhanden sind, zu detektieren.
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Abstract
This thesis provides a new approach for enhancing disparity detection of
color-depth-sensors (RGB-D-sensors). The infrared images captured by an
RGB-D-sensor are evaluated to detect subtle differences in the light path
of the sensor’s laser projection and these differences are exported as offset
vectors.
An algorithm is introduced, implemented, and tested, that is able to
detect and quantify the light path’s differences. Furthermore, an approach
to obtain a reference brightness distribution of an average spot of the RGBD-sensor’s projector is presented. The reference brightness distribution is
used to identify spot positions with sub-pixel accuracy in infrared images
captured with the RGB-D-sensor.
The system is employed to detect refractive media, being introduced
to the captured scene. It is shown that the presence of refractive media
introduced to a scene can be detected.
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Chapter 1

Introduction
The Microsoft Kinect [Mic10] was the first active light sensor available on
the consumer market. Designed as an input device for the Microsoft Xbox
360 [Mic05] the Kinect is used for home entertainment. The Kinect enables
the Xbox 360 to track movements of multiple players of a game. Players
are registered with the system by doing a predefined gesture and then are
able to control the game with the movement of their body. The underlying
technique was invented by PrimeSense [FSMA08] and licensed by Microsoft
for use in the Kinect.
In the beginning, Microsoft did not provide a solution to use the Kinect
as an input device for PCs. Despite this, the project OpenKinect [BSF+ 10]
soon provided the open source library libfreenect [MMB+ 10] that enables
PCs running Windows, Linux or Mac OS X to use the Kinect as an input
device via USB 2.0 [USB11]. This created an easy to use real-time depth
tracking system at a fraction of the price of systems available like time-offlight (ToF) cameras. It is now possible for the general public to experiment
with depth data as it is acquired by an inexpensive sensor.
With the success of the Kinect other company’s devices licensing the
same technique from PrimeSense did appear. Asus introduced two devices
called Xtion and Xtion LIVE [ASU11a, ASU11b]. As the technique is the
same as in the Kinect, the approach provided in this thesis works with the
Xtion (LIVE) as well as with any other system that uses any kind of spot
pattern for generating depth data. However, a Kinect is used exemplary in
this thesis.
The Kinect itself is able to compute depth images, but the resolution
in depth is rather limited. This thesis shows a way to track the projected
laser spots with sub-pixel accuracy and therefore identify more subtle depth
differences. This is useful for capturing refractive media like gases, as they
only change the depth value slightly. When capturing refractive media using
the depth imaging provided by the Kinect itself, the depth change in the
image is of the order of the magnitude of the overall noise in the depth
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a)

b)

Figure 1.1: Capturing of refractive media. a) infrared image with region
of interest (ROI), b) resulting flow map showing color coded disparity vectors
of moved spots.
values. This is enhanced with sub-pixel accurate spot tracking, see Fig. 1.1.
Automatic evaluation of the spot positions is done offline after recording
the images, as the current algorithm needs a set of background images to
generate reference spot positions that are used as ground truth in comparison
with spot positions influenced by changes in the scene.
The algorithm is tested in different use cases. Propane gas is introduced
to a scene and the algorithm detects the change of the spot positions. Furthermore, hot air is introduced to the scene and disparity in spot positions
is visible as well, as hot air refracts the laser beams similar to propane gas.

Chapter 2

Technical background of
active light sensors
An active light sensor (RGB-D-sensor) is a special kind of measuring instrument that is able to provide a color image (RGB) and a depth map (D) of
the scene it is exposed to. This chapter explains the basic idea of the coded
light approach and its implementation exemplary for the Kinect.

2.1

Nomenclature

In this thesis, the terms spot and pattern are used as follows: A spot is the
bright (or dark) dot projected by the infrared laser projector and imaged
by the active light sensor. It is named spot accordingly to the PrimeSense
patent [FSMA08] introducing the used technique. A spot may, but does not
have to span multiple pixels in an infrared image of the sensor, see Fig. 2.1.
A pattern is a defined constellation of spots. The pattern projected by the
Kinect is identical for each device. A sub-pattern is a part of the complete
pattern. A sub-pattern may, but does not have to be unique.

2.2
2.2.1

Coded light approach and sensors
Depth mapping with coded light

The coded light approach to depth mapping is a simple but yet effective
way to acquire depth data of a scene. A light source of any kind, in this
case an IR laser, projects an unique pattern onto the surface of the scene.
This projection is captured by a camera (here: sensitive to the infrared part
of the electromagnetic spectrum). Then, a computer (here: an integrated
circuit) computes the deviation in depth by analysing the displacement of
the unique pattern induced by depth differences in the scene. This technique
has been introduced by PrimeSense [SRG10].
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Coded light pattern
The predefined pattern of the Kinect consists of 211 x 165 spots (3861 bright
and 30954 dark) and is repeated three times vertically and three times horizontally. It has been captured by Reichinger [Rei11], see Fig. 2.2. As both
dimensions of the pattern are odd there is a central spot in the pattern.
This one is brighter than the others with the surrounding pattern being
point symmetric to it, see Fig 2.3. Every bright spot itself is surrounded
by black areas (spots) and thus is not 8-connected to other bright spots.
Although this pattern seems rather coincidental at first sight, it is actually
designed as the observed symmetry and the lack of 8-connected spots are
not likely to happen by accident.
Different sub-pattern sizes were tested for unambiguousness. The smallest sub-pattern that is unique over the whole pattern is 9 x 9 spots (bright
and dark) in size. It is plausible that the image processor of the Kinect
searches for these sub-patterns in the infrared image. By identifying their
positions and performing a memory lookup of the default positions depth
values can be computed.
The central sub-pattern being 9 x 9 spots in size seems to be specially
designed by hand and not computed by an algorithm due to its conspicuous
appearance, see Fig. 2.3. The horizontal line of alternating dark and bright
spots can be used to recover the spot clock from the projected image. This
way the Kinect’s processor may estimate rough spot positions and a rough
distance to the surface. Further, the other bright spots of the center pattern
may be used to identify keystone distortions. These are speculations as how
the Kinect analyses its pattern and even if the Kinect itself does not rely on
this special pattern it can be evaluated to gain the described information in
further research. The algorithm introduced in this thesis does not evaluate
this information to preserve the possible use with other devices than the
Kinect with different spot pattern.

2.2.2

Features

The Kinect is not exclusively an RGB-D-sensor although this feature is the
most commonly used one. It consists of the following parts: RGB camera, IR camera, IR laser projector, microphone array, accelerometer, and a
motorized stand, see Fig. 2.4.
The following detailed information represents mostly the software possibilities figured out by the OpenKinect project [BSF+ 10] by reverse engineering the Kinect [Ope10a] as there is no reliable information from Microsoft.
It is possible that new modes of operation are discovered in the future or
are implemented in new firmware versions of the sensor.

2.2 Coded light approach and sensors
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Figure 2.1: Example of a spot. The spot spans several pixels in the image
plane (bottom plane). Note, the spot’s midpoint may not coincide with a
pixel’s center. Intensity values result from 8-bit grey scale infrared images.

Figure 2.2: The binary pattern of the Kinect. This pattern is repeated
three times horizontally and three times vertically. The single blue square
is the bright center spot, some point symmetric (around the center spot)
but yet unique 9 x 9 constellations are highlighted. The pattern is 211 x
165 spots in size. The sub-pattern shown in Fig. 2.3 is marked with a red
box. Note, that bright spots are shown as black squares for better visibility.
Reproduced from the reconstruction by Reichinger [Rei11].
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Figure 2.3: The central 9 x 9 sub-pattern. Note the central symmetry.

c)

a)

b)

e)

f)

d)

Figure 2.4: The Kinect. a) RGB camera, b) IR camera, c) IR laser projector, d) Microphone Array (hidden), e) Accelerometer (hidden), f) Motorized
Stand. Note, the actual accelerometer position may not be inside the marked
area. Image reproduced from [Mic11a].

2.2 Coded light approach and sensors
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a) RGB camera
The RGB camera is capable of acquiring images with VGA resolution (640
x 480 pixels) at frame rates of 30 or 15 frames per second (fps). By setting
a special register [Ope10b] it is possible to record in SXGA resolution (1280
x 1024 pixels) with the drawback that only a frame rate of about 10f ps
is possible due to USB bandwidth limitations. It is equipped with an IR
blocking filter, as otherwise the pattern projected by the IR laser would be
visible in the image.
b) IR camera
The IR camera has nearly the same properties as the RGB camera with the
difference that it has a filter that blocks visible light and lets IR light pass
through. In SXGA resolution it is capable of recording about 9 images per
second.
c) IR laser projector
The IR laser diode operates at a wavelength of 830nm [Ope10a]. In front of
the laser there is a diffractive optical element that splits the laser beam into
a cone of beams [Shp08], see Fig. 2.5. The beams hit the scene creating a
coded light pattern that is captured by the IR camera.
d) - f ) Other Parts
The Kinect also features a microphone array, an accelerometer, and a motorized stand. However, they are not used in this thesis.

2.2.3

Limitations of the sensor

The low-cost and consumer oriented design of the Kinect limits possible
operation conditions. This does not harm the intended use case of the
Kinect but has to be taken into account when exploiting the Kinect for
various research tasks, see below.
Capture Environments
The Kinect has to be able to detect its pattern in order to compute depth
images. Therefore the capture environment needs to be less illuminated
in the IR part of the electromagnetic spectrum. This requirement is met
in indoor environments. Capturing outdoors is hardly possible as the sun
emits much more infrared light than the laser and outshines the IR pattern.
However, a setup located outdoors in the shade is feasible.

8
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d

o

s

Figure 2.5: The generation of the spot pattern [Shp08]. The collimated light of a (IR) laser diode d is split two times inside the diffractive
optical element o. The first split results in the spot pattern as in Fig. 2.2,
the second split results in a repetition of this pattern (three times horizontally and three times vertically). The spot pattern is then projected onto
the screen s.
Resolution and density of the depth image
Due to the coded light approach the resolution in depth images is limited.
The system needs to detect more than one spot as the pattern has to be
unique, otherwise the system would not be able to compute an absolute position in the image. This results in a rather sparse depth map and therefore
it is filled with interpolated depth data by assuming that the depth value
remains constant between two samples.
Number of image streams
The Kinect is not able to send all possible image streams via USB at once.
Only two of the three available image streams can be sent. The depth image
stream is always sent and it can be chosen whether the RGB stream or the
IR stream is sent in parallel. It is not possible to record an RGB and IR
stream at the same time. Additionally, if the high resolution IR stream is
sent, no other stream can be sent.

Chapter 3

Use case: Detection of
refractive media
A high accuracy in tracking spot positions is useful for all applications where
very small deviations in depth have to be detected.
For example Berger et al. [BRA+ 11] capture refractive media. By evaluating the spot positions instead of the depth images a higher tracking accuracy can be achieved. As mentioned before, the Kinect’s processor searches
for sub-patterns to be able to identify pattern areas. By reducing the subpattern size to exactly one spot, the number of depth values that can be
computed per image increases greatly and the depth map is less sparse. As
a trade-off the dynamic range of depth detection decreases because any two
spots cannot be identified unambiguously when their positions change too
much: If a spot moves to the position where another spot was detected
previously, the spots cannot be distinguished.
As the images used for testing the algorithm in this thesis are part of
a research project for detecting refractive media, the setup of these experiments is described.
In the ongoing research project the varying refractive indices of gas
plumes are measured. Therefore, a scene with a gas plume is captured by
multiple (here: three) RGB-D-sensors. The sensors are positioned around
the gas plume and diffuse screens are positioned opposite to the sensors.
Each sensor has its own screen to project its pattern onto to avoid interference with other sensors, see Fig. 3.1. It is critical, that the extend of the gas
plume fits inside the area that is limited by the sensors’ viewing frustums.
The infrared images captured with this setup then are evaluated with
the algorithm introduced in this thesis. The computed data is fed into
a raytracing system that fits the refractive indices of a voxel grid until it
plausibly fits the provided data.
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Figure 3.1: The capture setup. RGB-D sensors ki are facing the screens
wi and capture the refractive media m. Note, that the extent of the gas
volume has to be limited to the intersection s of all projected beams. a) 3D
view, b) top view.

Chapter 4

Related work
4.1

Consumer grade motion capturing input devices using light

This section gives an overview of the currently available devices for home
entertainment use that are capable of tracking human gestures via active or
passive light besides the Kinect.
Nintendo Wii Remote
The Nintendo Wii Remote [Oht06, O+ 10a, O+ 10b, O+ 10c, O+ 10d] is the
standard input device of the Nintendo Wii [Nin06] gaming console. It features an accelerometer for motion detection, an IR camera to track IR light
sources, a speaker for sound effects and several buttons. The images of the
IR camera are used to compute a pointing position of the Wii Remote towards the TV screen. Therefore, the Wii console drives a set of IR-LEDs
that are positioned on top or under the TV. The Wii Remote detects and
tracks the IR light sources itself and provides data of the light’s positions
relative to the Wii Remote. With this data it is possible to compute the
Wii Remote’s position relative to the screen. The input device is extensible via an expansion port, e.g. for the Wii MotionPlus [Nin09] add-on, see
Fig. 4.1 a). The MotionPlus add-on improves the tracking accuracy of the
Wii Remote’s built-in accelerometer and enables real time tracking of the
exact position of the Wii Remote in 3D space. In newer Wii Remotes the
MotionPlus add-on is integrated directly into the device.
Sony PlayStation EyeToy/Eye
The PlayStation Eye [Son07] is a camera for the Sony PlayStation 3 [Son06]
gaming console, see Fig. 4.2 b). Its predecessor is the EyeToy [Son03]
camera for the PlayStation 2 [Son00]. As the features are rather identical
only the PlayStation Eye is introduced here. The Eye is used for mixed
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a)

b)

Figure 4.1: Wii Remote and Asus Xtion LIVE. a) Wii Remote with
and without MotionPlus attached, b) Asus Xtion LIVE. Images reproduced
from [Sma] and [ASU].

a)

b)

Figure 4.2: PlayStation Move and PlayStation Eye. a) PlayStation
Move, b) PlayStation Eye. Images reproduced from [Gee10] and [Jeu].
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reality applications, where the video stream from the camera is overlayed
with game content.This system only uses available light of the captured scene
and needs no extra light source. The software library for game developers
features gesture recognition, head tracking and voice location tracking. The
voice location tracking is achieved via a 4 microphone array included with
the camera.
Sony PlayStation Move
The PlayStation Move [ZMM06] is an input device used in conjunction with
the PlayStation Eye, see Fig. 4.2 a). It is a wand-style controller with a
glowing orb at the top. The glowing orb is tracked by the camera in all
three spacial dimensions via its position in the camera image and its size.
The orb contains an RGB-LED for illumination. The system is able to
track multiple Moves by assigning different colors to the controllers. The
colors are chosen depending on the surrounding environment to maximize
the contrast between the glowing orbs and the rest of the scene. Further, it
features an accelerometer, a rate sensor, and a magnetometer enabling the
system to track the user even if the glowing orb is obstructed.
Asus Xtion PRO and Asus Xtion PRO LIVE
The Xtion PRO [ASU11a] and the Xtion PRO LIVE [ASU11b] are two active
light sensors from Asus, see Fig. 4.1. Asus licensed the same technique
from PrimeSense as Microsoft did for the Kinect. Therefore, the depth
tracking technique is identical. Both, the Xtion PRO and the Xtion PRO
LIVE are capable of streaming VGA depth images at 30f ps and QVGA
quality at 60f ps. In addition, the Xtion PRO LIVE features a RGB camera
with SXGA resolution and two microphones. Both sensors work with the
OpenNI/NiTE [Pri10b, Pri10a] software. As the system projects an IR spot
pattern into the scene as the Kinect does, it can also be used with the
algorithm introduced in this thesis.

4.2

Flow capturing

Different approaches have been found to capture and visualize the movements of gases and fluids. The main problem is, that flows of gases and
fluids are likely to be invisible to the human eye. A straight-forward approach is to introduce particles visible to the human eye into the flow. The
particles have to be chosen accordingly to the measured media, e.g. the
density of the particles must match the density of the media. Otherwise,
the particles cannot follow the flow resulting in a wrongly visualized flow.
A well known application is the wind tunnel (see Fig. 4.3) that is used to
measure the aerodynamics of various kinds of objects, e.g. aircrafts, cars or
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Figure 4.3: A car is tested in a wind tunnel. The flowing air around
the car is visualized by particle streams (white stripes). Image reproduced
from [Dai09].
buildings. A tested object is exposed to an airflow that is made visible with
particles introduced into the air. This way turbulences around an object
that may harm its aerodynamics can be identified.
In other applications the measuring of flows other than air or in smaller
spaces is needed. In this case single particles are captured, not only a stream
of them as in the wind tunnel. The particles are illuminated by a light
source in a way, that only a single plane of particles is visible. The flow is
captured by a camera with a frame rate chosen accordingly to the main flow
speed. By performing a cross-correlation analysis on subsequent images the
direction of the particle flow in the illuminated plane can be computed. This
technique is called Particle Image Velocimetry (PIV) [WG91]. A drawback
of this approach is, that flows perpendicular to the captured plane cannot
be detected and can even harm the detection due to parallax. This can be
solved by stereoscopic detection with two or more cameras as introduced by
Elsinga et al. [ESWvO06].
Another approach, the Particle Tracking Velocimetry (PTV) introduced
by Cowen and Monismith [CM97] is very similar to the PIV. The difference
is, that the particle images are not only compared by doing cross-correlation,
but single particles are tracked over several images. This enables tracking
of the the exact movement of many particles. In more advanced setups with
multiple cameras a volume of particles, not only a plane, can be tracked.
This is called 3D-PTV. However, it can be difficult to distinguish overlapping
particles. Bordas et al. [BBK+ 08] introduced colored particles to make the
distinction easier.
Furthermore, the Laser Doppler Velocimetry (LDV) or also called Laser
Doppler Anemometry (LDA) can be used to track a flow. Therefore, a

4.3 Blob detection
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coherent laser beam is split into two beams focussed on the same point in
a flowing volume. Then, a particle passing this point reflects the laser’s
light and a photodetector measures the intensity of the reflection. Due to
interference the intensity varies over time. The frequency of this variation
represents the speed of the particle parallel to the laser beams. Kasai et
al. use this technique to visualize the blood flow in organs [KNKO85].
With three pairs of lasers and photodetectors all components of a particle’s
velocity can be measured. Though, this method only works in the single
point where the laser beams are focussed.
The main drawback of PIV, PTV, and LDV is the core of the techniques:
The introduction of particles into the flow may change the flow itself, as
it interacts with it. Furthermore, all particles are inertial so they do not
portray the current flow completely accurate. Techniques requiring this
interaction with the flow are called invasive.
Other approaches to capture flows that do not interact with the flow
itself were found. They are called non-invasive. Atcheson et al. [AIH+ 08]
use a specially designed background pattern [AHI09] for a technique called
Background-Oriented-Schlieren (BOS). A gas flow introduces distortions to
this pattern due to the different refractive index of the gas compared to the
surrounding air and can be captured with a set of cameras. This approach
was refined by Berger et al. [BAI+ 09] enabling the capturing of gas flows
with occluding objects. Furthermore, Berger et al. [BRA+ 11] introduced
the usage of RGB-D-sensors for capturing gas flows. Due to light path
deviations caused by the different refractive index of the gas flow compared
to the surrounding air the RGB-D-sensor computes a depth value slightly
different than the background depth. When the scene is captured with
multiple RGB-D-sensors a tight hull of the gas flow is generated even with
occluding objects inside the flow.

4.3

Blob detection

The detection of blobs is a standard task in computer vision. A blob is an
object in an image with specific features that separate it from its surrounding
area. These features may include color, brightness or shape depending on
the input data.
Hinz introduced a way for fast and sub-pixel precise blob detection
[Hin05]. The provided algorithm is a generalized approach for detecting
all kinds of blobs. This includes bright or dark blobs, deformed or rotated
blobs, and blobs with differing size in various types of images e.g. noisy airborne thermal images. The extracted attributes are the boundary length,
the blob area, geometric moments e.g. the center point, and the parameters
of a fitted ellipse around the blob. This approach is too general for tracking
the spots of the Kinect, as the intensity distribution of the spots is known
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and spots do not rotate as the IR projector is in a fixed position towards
the IR camera. The problem is highly constraint and a general approach is
not feasible.
Svoboda et al. [SMP05] use blob detection to find very specific blobs
with sub-pixel accuracy. They use a laser diode to register the positions
of multiple cameras in three dimensional space. Therefore, an algorithm
searches for the laser’s illuminated point in each image of an image sequence
recorded by the set of cameras to register. As the images are likely to be in
RGB colorspace and the lasers color is known, the laser can be searched in
the corresponding color channel. This reduces the color image to an intensity image. As the laser is likely to be the brightest blob in the image the
laser is found easily. Afterwards, the image area with the laser is bilinear
interpolated and fitted to a Gaussian Distribution to find a sub-pixel accurate position. However, the exact laser blob intensity distribution is not
taken into account for sub-pixel precise positioning and only one laser blob
is detected in each image.

Chapter 5

Implementation
This chapter shows how it is possible to track spot positions with sub-pixel
accuracy. Therefore, the intensity distribution of a spot has to be accurately
modelled, the RGB-D-sensor has to output high resolution images and these
images have to be evaluated for spot positions.

5.1

Recording infrared images

The algorithm works with high resolution infrared images captured by an
RGB-D-sensor, in this case a Kinect. Therefore, the sensor must be able to
output these high resolution infrared images and the library used to access
the sensor must be capable of capturing the infrared image stream.
There are currently three software libraries capable of accessing the
Kinect: the official Microsoft Kinect SDK for Windows [Mic11b], OpenNI
[Pri10b] with the skeletal tracking middleware NiTE [Pri10a] by PrimeSense and the open source library libfreenect [MMB+ 10] by the OpenKinect
project.
Recording IR images is only supported by OpenNI and libfreenect. As
libfreenect offers more control over the device, it is used to control the Kinect
in this thesis.
By setting the appropriate registers of the Kinect [Ope10b] a high resolution (SXGA) infrared image stream can be recorded. These 8-bit grey scale
images are saved to a RAM-disk to avoid frame drops. In capture setups
with multiple Kinects each of them is connected to its own computer, as
the USB-subsystems of most computers are not able to drive more than one
Kinect due to bandwidth limitations. It is possible to run multiple Kinects
on a single PC by using multiple USB controllers. It is not sufficient to use
an USB hub, as it does not provide additional bandwidth, but splits the
bandwidth of one USB controller.
It is infeasible to use IR images with standard resolution as the spots
cannot be distinguished due to their high spacial frequency compared with
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the resolution of the image. Spots are likely to cover less than one pixel and
cannot be detected with sub-pixel accuracy.

5.2

Pattern issues

The captured IR images suffer from various issues that have to be addressed
by the algorithm: As the image resolution is of the magnitude of the spot
size, the spots’ sizes vary over an image. Due to the presence of nonstationary refractive media in the captured image, spots may get blurred
in parts of the image. Also, spots may differ in their local maximum brightness. Furthermore, the spots may merge into each other due to overexposure.
However, any part of the image may be overexposed as the scene requires
some reflective objects near the Kinect. In these overexposed areas different pixel patterns may be visible. Additionally, the captured image obtains
sensor and thermal noise. Atmospheric aberrations may lead to small projection deviations. These deviations are in the magnitude of the overall
noise. In addition, the average image brightness changes from the center to
the borders as the laser exposes the center more, see Fig. 5.1.

5.3

2D intensity profile of spots

The spot positions are to be determined with sub-pixel accuracy. Therefore,
a reference spot that represents an average laser spot in high resolution is
needed. This reference spot is called the master spot as the next computational steps require other reference spots. The master spot is only computed
once and can be reused, as it does not change over time and is not likely
to change over different Kinects. It may change when another light source
than a Kinect’s laser projector is used.

5.3.1

Acquisition

In order to acquire a high resolution image of the Kinect’s pattern a singlelens reflex camera (SLR) is used. In this case it is a Canon EOS 5D [Can06],
but any other camera with manual exposure control works as well.
The image sensor of a digital camera is very sensitive to infrared light.
For standard photography a filter in front of the sensor blocks the infrared
light in order to avoid overexposed images when capturing scenes with much
infrared light, e.g. outdoors on a sunny day. This filter also blocks the
Kinect’s infrared laser. Removing this filter is hardly possible for most
camera models and cameras without a filter are rare. In the experiments,
the following capturing method was employed: The infrared filter blocks
most, but not all infrared light. If an image is exposed very long (several
minutes, depending on the IR light’s intensity and the IR filter), infrared
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Figure 5.1: The different types of issues in captured images. a) 6
spots with different size, b) blurred spots with different brightness, c) overexposed object, d) spots merging into each other, e-f) visible pixel patterns,
g) noise, h) overall brightness difference. Several more pixel patterns are
omitted in this figure as they are very similar to the pattern in e). Note the
color scales in the last four graphs differ for better visibility of the effects.
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light is visible in the image. As such an image would be overexposed by
visible light under normal conditions the room has to be completely dark.
Further, an appropriate aperture size must be chosen. On one hand, if
the aperture size is very small the resulting image will be sharper but the
exposure time has to be infeasibly long. On the other hand, if the aperture
size is very large the exposure time may be shorter but the image gets
blurred. It is feasible to use a medium sized aperture as a trade-off between
exposure time and image quality.
Also, note that the autofocus of the SLR may not work properly because
the focal length of the infrared spectrum differs from the one of visible
light. The SLR’s autofocus focuses most likely for visible light only. It is
recommended to use the manual focus instead. When these conditions are
met the Kinect’s pattern can be captured with the SLR, see Fig. 5.2 a).
Scene setup
The setup to capture the high resolution infrared image has to be well designed. The Kinect needs a viable distance to the projection area. If the
Kinect’s position is too far away the spots become too dark, if it is too close
instead the spots merge into each other. The Kinect needs to be positioned
perpendicular to the projection area to avoid distorted spots and the projection area has to be perfectly diffuse for good spot visibility and perfectly
flat to avoid distortions. Moreover, the SLR should not be placed inside the
laser cone to avoid shadows in the image. Further, it should stand close to
the wall to maximize the number of pixels per spot and as perpendicular as
possible to the projection area to minimize keystone distortion. Also, the
SLR should be mounted at the same height as the Kinect, see Fig. 5.3.
Preprocessing
The raw camera image is preprocessed using Adobe Photoshop CS5 [Ado10].
It is converted to grey scale and the contrast is normalized. When using
Photoshop’s raw image development is has to be taken care of using only
linear operations to avoid false images. Then the image is undistorted via
Photoshop’s built-in lens correction. The keystone is corrected accordingly
to the visible calibration pattern in the image. As its geometry is known
this can be done easily. The resulting image can be used to compute the
average spot projected by the Kinect, see Fig. 5.2 b).

5.3.2

Intensity profile synthesis

The master spot is computed by a script. It is implemented in MATLAB
R2010b [TMI10] as a prototype.

5.3 2D intensity profile of spots
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b)

Figure 5.2: Comparison of the raw image shot with an EOS 5D
and the preprocessed version. a) raw image, b) converted to grey scale,
normalized, lens corrected, and keystone corrected.
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Marking spots
The script takes the image shown in Fig. 5.2 b) as first input and a parameter
that controls the size of the spots as second input. Here an area of 125 x
125 pixels is chosen, as the distance between the spots is roughly 125 pixels.
This way every spot fits into the area.
The script shows the image to the user who has to mark the bright spots.
This may be done automatically but as it is only done once, this effort is
feasible as it eliminates the possibility of false spot detection. The user
marks the spots by clicking at them with the mouse. A graphical indicator
shows the user which area has been selected, see Fig. 5.4. The user ends
this process by pressing the escape key. It is not necessary to mark all spots,
but the more spots are marked the better the resulting master spot will be.
Automatic alignment and averaging
When the user decides that enough spots are selected, the script automatically crops the selected areas from the image and aligns the images afterwards. Therefore it subtracts the images from each other and computes
an error value. This value indicates the quality of the fitting. The script
moves the spots around in both dimensions to find the best fitting position
with minimum error. After all spots are fitted this way they are averaged
to create the master spot, see Fig. 5.5. The intensity distribution is not
point symmetric to its center and has a notch of bigger intensity at the top
resulting in a slightly skew image.

5.4

Spot detection and fitting

The detection and fitting algorithm works on the images captured by the
RGB-D-sensor’s infrared camera. The images must meet some basic specifications: First of all the images must contain spots to be detected. The laser
projector must not be blocked by any object in the scene, though it is feasible that occluders are present in areas where no spots need to be tracked.
Furthermore, images of the scene’s background must be captured. The algorithm uses background images as reference. Although one background image
may suffice it is recommended to capture several images (about 20) of the
empty scene as it improves the detection of reference spots by reducing the
influence of thermal and sensor noise, see Fig. 5.1 g).

5.4.1

Image preprocessing

Before an acquired image set can be used for further detection, the images
have to be preprocessed. The images may contain a pixel pattern as shown
in Fig. 5.1 e) and f). These patterns have to be removed as they appear
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like local maxima and therefore harm the detection of real local maxima.
To detect which pattern is present in an image, it is counted how often each
pattern can be found. The pattern with the highest count is removed from
that image.
The acquired images are also cropped to a region of interest (ROI) to
reduce later computing needs. If no ROI size is specified in the configuration,
the user is asked to select an ROI via a graphical user interface (GUI). An
image of the captured image set is shown and the user can specify two border
points of the ROI. Then the images are cropped to this size.

5.4.2

Detecting reference spots

Before any images with refractive media or other depth-changing objects
can be evaluated, the spots present in the scene have to be found. As the
algorithm later only tries to retrieve the reference spots in the images, it is
critical to find exact reference positions and a feasible amount of spots.
Algorithm for detecting reference spots
The algorithm for detecting reference spots (see. Fig. 5.6) and their exact
positions works as follows: First, an average image from all background
images is created. The background images are marked by the user during
configuration. The averaging of background images is used to reduce sensor
and thermal noise as shown in Fig. 5.1 g). In this average image the regional
maxima are marked. A regional maximum is an area in an image with all
its adjacent (8-connected) pixels being of lesser intensity. It is possible that
a regional maximum spans several pixels, especially in overexposed parts of
the image.
As maxima may be of arbitrary size, they are shrinked by MATLAB’s
morphological operation bwmorph(maxima,0 shrink 0 , Inf ) until they are
only one pixel in size. After this operation there may be connected components (8-connected) with arbitrary size left. These components result from
image areas with holes, most likely overexposed areas. Therefore, all connected components larger than one pixel are discarded. All maxima that are
left after these operations are one pixel sized local maxima of the average
image.
The local maxima then are evaluated whether they are caused by bright
laser spots. Therefore, the mean brightness and the standard deviation of
all spots is computed. Then, spots darker than the mean brightness minus
a fraction of the standard deviation are discarded. The fraction of the
standard deviation can be configured by the user. This procedure assumes
that most local maxima are caused by bright spots and less ones are caused
by noise. If the opposite happens, it is possible to set the fraction of the
standard deviation to a negative value.
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Now, as only valid positions of bright spots are marked as maxima, a first
pass of the fitting algorithm is performed, see below. The result is rounded to
whole pixels and saved as new rough position. This improves the position
of misaligned maxima introduced by the bwmorph() operation. The first
pass can be executed in a loop to get even better results. Afterwards, a
second execution of the fitting algorithm determines the sub-pixel accurate
positions of the reference spots and their size. The size for each reference
spot is stored separately to take care of the differing spot sizes as visible in
Fig. 5.1 a).
Afterwards some of the following plausibility checks can be done, that
result in discarding more spots: It is possible to discard spots with a size
differing too much from the average size. This can indicate positions in the
image that were detected as spot before, but actually are background noise
or spots blending into each other. It is likely that these spots are detected
badly in the following images. Further, it is possible to discard spots with
a poor overall fitting quality. The fitting quality also can indicate wrong
detected spots, as a poor fitting indicates that no spot was found. Last,
spots with a sub-pixel accurate position too far away from the rough position
can be discarded. This can also indicate wrong detected or at least badly
fitted spots, as the local intensity maximum already approximates the center
position of a spot.
After all these checks a set of valid reference spots, their exact positions,
and sizes is found. In the upcoming computations only these reference spots
are tracked and thus computing time decreases.

5.4.3

The fitting algorithm

A sub-pixel accurate spot position is determined by the fitting algorithm.
The algorithm takes a spot to fit and the master spot as inputs. Then,
it changes different properties of the spot to make it fit onto the master
spot. The properties that can be changed are size (bigger or smaller) and
position (x- and y- axis, both directions). The rotation is not changed, as
the Kinect and its laser projector are fixed in their position towards each
other and therefore a rotation of the spots is impossible. The size of a spot
is changed via MATLAB’s imresize(image, [new size new size],0 bilinear0 )
using bilinear interpolation.
The algorithm is executed in several iterations. In each iteration the
properties of the spot are changed one by one and an error value is computed.
This error value indicates how well the spot fits to the master spot with its
current properties. If one of the changes makes the spot fit better to the
master spot a new iteration is done with the new properties as input. If no
change improves the fitting, the best position has been found. The sub-pixel
accurate position, the fitted size, and the fitting error are now known.
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Figure 5.7: Visualization of the results. a) quiver plot, b) flow map.
The algorithm can be executed with a specified spot size. Then, the size
property is not changed and only a better position is determined.

5.4.4

Computing uv-vectors of spot displacements

As the reference spots’ positions and their sizes are now known, these spots
can be detected in every image of the acquired images. Therefore the fitting
algorithm is executed for every spot in every image. Because it is assumed
that spot sizes do not change over time the sizes for the fitting algorithm
are specified as the sizes of the reference spots.
When the exact positions of all spots are known, uv-vectors (disparity
vectors) pointing from the reference spots’ exact positions towards the spot
positions in the images are computed. These uv-vectors can be used for
depth computation.

5.5

Visualization

The resulting uv-vectors can be visualized with a quiver plot or a flow map.
In the quiver plot, the uv-vectors are shown as arrows. The starting
position of the arrow is the sub-pixel accurate position of the reference spot.
The arrowhead points towards the position where the spot was detected in
the visualized image. The length of the arrow indicates the length of the
vector. However, the arrowhead does not need to point at the exact detected
position and the arrows may be scaled for better visibility, see Fig. 5.7 a).
A flow map visualizes the same data as the quiver plot, but in a different
way. The vectors are shown as colored spots at the positions of the reference
spots. The direction of the vector is indicated by the hue of the spot, while
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b)

Figure 5.8: Dense flow map and mask. a) dense flow map (generated
by interpolation) of the flow in Fig. 5.7 b), b) generated mask of the dense
flow map in a).
the length of the vector is indicated by its saturation, see Fig. 5.7 b). The
colored circle around the flow map shows the relation between colors and
directions. A spot with a certain color represents a vector pointing into
the direction where the circle is equally colored. The flow maps are created
using a modified version of the MATLAB function showmap3() by Marzat
[Mar09].
To obtain a dense flow map the sparse data from the spots can be interpolated. Therefore, the uv-vectors are component-wise interpolated via
MATLAB’s T riScatteredInterp(). The function triangulates the spots and
interpolates u- and v-values inside the created triangles via bilinear interpolation. The dense u- and v-maps are then converted to color images using
the same modified function showmap3() as above, see Fig. 5.8 a). However, when occluding objects are in a scene the interpolation computes the
missing disparity values inside the occluder and the visualisation shows spot
movement for the occluder. This can be fixed by applying a mask that removes these implausible values. Further, by interpolating the lengths of the
uv-vectors and thresholding the resulting intensity image a mask of the flow
can be generated, see Fig. 5.8 b).

28

Implementation

Chapter 6

Results
The implemented algorithm to identify spots in the IR images of RGBD-sensors is tested for robustness and the resulting visualizations of the
detection of refractive media are presented in this chapter.

6.1

Testing pattern

The overall spot recognition quality is tested with a special pattern that is
designed with Photoshop and consists of resized versions of the master spot
generated before. The positions of the resized master spots are chosen to
be no multiples of the pixel grid to create spots with their local maximum
brightness being not always at the center of a spot. This creates different
intensity distributions as they are visible in real IR images from an RGB-Dsensor. The minimum brightness of this pattern is set to a value of 100 out of
255 as real IR images are not pitch black either. The generated test pattern
is 666 x 666 pixels in size and contains 10 000 spots. Later, the pattern
is blurred or overlaid with noise to test the algorithm’s robustness against
these problems. Furthermore, the test pattern is shifted to the bottom right
with different distances to be able to check the quality of the detection of
spot movements, see Fig. 6.1 for comparison.

Figure 6.1: Detailed view of the test pattern. From left to right: no
shift, 0.12 pixels shift, 0.66 pixels shift, 1.2 pixels shift. The shifting is always
applied to both image dimensions. Note the different intensity distributions
of the spots.
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6.2

Results

Accuracy

The accuracy of the algorithm is evaluated. As the algorithm outputs uvvectors of spot movements a completely accurate solution always outputs
the exact movement distance of every spot.
The testing conditions are the following: The algorithm always is provided with a non-shifted version of the test pattern as its reference image.
Otherwise the algorithm is not able to detect movements at all. Furthermore, the algorithm takes a second image as input that varies over the tests.
The second image is one of the samples shown in Fig. 6.1 (no shift, 0.12
pixels shift, 0.66 pixels shift, 1.2 pixels shift in each dimension) with full
resolution (666 x 666 pixels) and contains 10 000 spots. After the detection
the resulting uv-vectors are split up into their components and are evaluated
together as the test spots move in both of the vectors’ components. Of the
20 000 vector components the mean value and the standard deviation are
computed, see Table 6.1 for the results.
The results show that no shift and small shifts are detected reliably
by the algorithm while larger shifts tend to be detected smaller than they
actually are. Also, the standard deviation is still feasible for accurate spot
detection.
shift
0
0.12
0.66
1.2

mean value
0
0.1217
0.5768
0.9954

standard deviation
0
0.0408
0.0743
0.1510

mean error
1.41%
12.61%
17.05%

Table 6.1: Results of the accuracy test. Note, the units of shift, mean
value and standard deviation are pixels.

6.3

Robustness

The spot detection algorithm is designed to be robust against noise and blur.
Therefore, this robustness is now tested with blurred and noisy versions of
the test pattern. The tests are run with both non-shifted spots and shifted
spots (0.66 pixels).

6.3.1

Noise

The applied noise is zero-mean Gaussian noise with different variances, as
it models the thermal noise of the RGB-D-sensor, see Fig. 6.2. In the
noise test with non-shifted spots a set of 100 images with different noise
of the same variance is used. All 100 images are taken as reference images

6.4 Computation time
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and therefore, the noise in the reference image tends towards zero as the
images are averaged. In the test with shifted spots, a single image of nonshifted spots without noise is used as reference to decrease computation
time. Afterwards, the uv-vectors for all images are computed. Since both
components of the vectors can be evaluated together (see before) a set of
2 million uv-components is gained. Again, the mean value and standard
deviation are computed.
Fig. 6.3 shows the effect of noise on the detection. The overall tracking
accuracy decreases with increasing noise. This degradation of detection
accuracy depends on the spot type. While spots without any movement are
on average detected in the correct position (see Fig. 6.3, non-shifted) the
positions of moved spots (0.66 pixels shifted) move towards zero (see Fig.
6.3, shifted). This means that the algorithm detects less spot movement
when the image is noisy. Furthermore, with increasing noise the standard
deviation of the spot positions increases for both non-shifted and shifted
spots. The variation in the detected spot positions becomes bigger than the
actual detected movement with increasing noise and non-shifted and shifted
spots cannot be distinguished any more.

6.3.2

Blur

For the blur test the image is filtered with a Gaussian blur filter with different
standard deviations to simulate spots blurred by refractive media, see Fig.
6.4. In this test there is no need for a big number of images as the blur
is not random like noise. The algorithm is provided with one reference
image as input for all tests only. The image is the non-blurred, non-shifted
test image as reference images must not contain gas. Furthermore, the
algorithm’s input is a second blurred image. Again, both components of the
resulting uv-vectors are evaluated. Each test uses 20 000 uv-components
and the mean value and standard deviation are computed.
As Fig. 6.5 shows, blur does not harm the detection as much as noise
does. Mean value and standard deviation for shifted and non-shifted spots
remain rather constant until the pattern inverts at a blur of 2.5. This inversion is caused by the filtering method and is not visible in real capturing
scenarios.

6.4

Computation time

The algorithm’s computation time is tested on a computer running Windows
7 Professional 64-bit with an Intel Core2 Quad Q9550 [Int08] quad-core CPU
running at 2.83GHz with 8 gigabytes of memory. As the algorithm is able to
run some tasks in parallel the computation times are measured for a single
MATLAB and for a local MATLAB pool consisting of 4 workers. The test
data set is the test pattern with Gaussian noise (0.005 variance) applied.
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Figure 6.2: Detailed view of the test pattern with applied zero-mean
Gaussian noise. Variances are differing from left to right: 0.001, 0.005,
0.01, 0.02, 0.03, 0.04, 0.05, 0.1.
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Figure 6.3: Detected spot movement in pixels over variance of Gaussian noise. Mean values of non-shifted (green) and shifted (blue, 0.66 pixels) spots with standard deviation as error bars. The mean value should
always be the actual movement and the standard deviation should be minimal for best detection.

Figure 6.4: Detailed view of the test pattern with applied Gaussian
blur. Standard deviations are differing from left to right: 0.5, 1.0, 1.5, 2.0,
2.5, 3.0, 4.0, 5.0. Note, the pattern inversion starting at 2.5. Images are
increased in contrast for better visibility.
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Figure 6.5: Detected spot movement in pixels over standard deviation of Gaussian blur. Mean values of non-shifted (green) and shifted
(blue, 0.66 pixels) spots with standard deviation as error bars. The mean
value should always be the actual movement and the standard deviation
should be minimal for best detection. Note, the breakdown in detection
quality is caused by the inversion of the blurred image, see Fig. 6.4.
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Figure 6.6: Computation time in seconds over number of spots.
The use of parallel worker threads on a single quad-core CPU decreases
computation time greatly.
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The set consists of 101 images (one reference image, 100 noisy images) that
are cropped to different ROIs to realise different numbers of spots. When a
MATLAB pool is used it is initialized before starting the time measurement.
Furthermore, the algorithm is executed without any visualisation options.
As Fig. 6.6 shows, the parallelization of the algorithm using 4 MATLAB workers roughly quarters the computation time. It is likely that the
computation time can be further reduced by employing even more workers.
Currently, with 4 workers the uv-vectors of 7.12 spots/s can be computed.

6.5

Resulting images of real gas flows

The described algorithm is used to detect spot movement in scenes with real
gas flows. A gas burner using propane gas as fuel is ignited and changes in
the detected spot positions as a result of changing refractive index in the
flow of hot air and exhaust fumes are clearly visible in Fig. 6.7. Moreover,
occluding objects inside the flow (here: cube, bridge, and droplet) do not
harm the detection, see Fig. 6.8, 6.9 and 6.10. Furthermore, in another
setup the jet of propane gas from a gas nozzle is investigated. The resulting
flow maps are shown in Fig. 6.11. In both scenarios minor random noise in
areas of the image without gas is visible while any gas flow can be clearly
distinguished from it.

Figure 6.7: Hot air above a running gas burner without occluding
object. Top left: empty scene without gas, top right: scene with gas,
bottom left: raw IR image with ROI, bottom right: 6 subsequent images of
the ignition of the gas burner (1/9 second apart).

6.5 Resulting images of real gas flows

35

Figure 6.8: Hot air above a running gas burner with occluding object (cube). Top left: scene without gas, top right: scene with gas, bottom
left: raw IR image with ROI (contrast changed), bottom right: 6 subsequent
images of the ignition of the gas burner (1/9 second apart).

Figure 6.9: Hot air above a running gas burner with occluding object (bridge). Top left: scene without gas, top right: scene with gas,
bottom left: raw IR image with ROI (contrast changed), bottom right: 6
subsequent images of the ignition of the gas burner (1/9 second apart).
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Figure 6.10: Hot air above a running gas burner with occluding
object (droplet). Top left: scene without gas, top right: scene with gas,
bottom left: raw IR image with ROI (contrast changed), bottom right: 6
subsequent images of the ignition of the gas burner (1/9 second apart).

Figure 6.11: Propane gas above a gas nozzle. Top left: empty scene
without gas, top right: scene with gas, bottom left: raw IR image with
ROI, bottom right: 6 subsequent images of the start of the flow (1/9 second
apart).

Chapter 7

Conclusion
In this thesis an approach to enhance the depth image resolution of active
light sensors by using the unprocessed image of the infrared camera instead
of the depth image is introduced. A solution is provided for acquiring an
average spot, the master spot, that can be used to identify spot positions in
raw infrared images. Furthermore, an algorithm is introduced that reliably
identifies spots in infrared images and computes their position with subpixel accuracy. Using this algorithm it is possible to detect flowing refractive
media in a captured scene.

7.1

Discussion/Limitations

Although the provided algorithm is not limited to the use with infrared
images of RGB-D-sensors and works with any intensity images there are
some limitations in the current application. The algorithm at least needs
one background image as reference to be able to compute a set of uv-vectors.
A reliable set of uv-vectors cannot be computed if no background image is
provided or an image that is no true background image is used, e.g. with
refractive media present in the scene.
Further, the computed uv-vector-map is rather sparse due to the limited number of spots projected into the scene. This can be mitigated via
triangulating the spot positions and interpolating intermediate values.
Also, reliable uv-vectors cannot be computed if a spot moves far away
from its reference position. As the algorithm expects spots to move only
a few pixels it may happen that a spot moves into the position of another
reference spot resulting in uv-vectors indicating no movement at all or only
small movement. This issue may be resolved by comparing the tracked
spot positions with the known spot pattern and identifying implausible spot
movements.
Further investigation of the observed pixel patterns (see Fig. 5.1 e) and
f)) may find the reason for their occurrence. Until now, 11 different patterns
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in overexposed areas have been found and are handled by the algorithm. It
is unclear if the CMOS-sensor inside the IR camera itself or any software
(firmware, libfreenect) introduces the observed patterns.

7.2

Future work

The algorithms and setups introduced in this thesis may be enhanced in
future research. Some of the possibilities are specified in this section. In
further research it may become possible to compute depth values e.g. in
metres with a resolution of a few millimetres from the output data of the
algorithm introduced in this thesis. Also, it may be possible to combine the
depth data of the RGB-D-sensor with the millimetre accurate depth offset
data computed from the found uv-vectors to generate a depth map with
high accuracy and high dynamic range.
Moreover, the acquisition of the master spot can be enhanced when a
camera without IR blocking filter is used and therefore, eliminating the need
for long exposure times and a fully darkened room.
Furthermore, to address the sparseness of the uv-vectors an elaborated
laser projector can be used, projecting spots with a higher density enabling
the computation of more uv-vectors. With the increase of the projector’s
resolution the resolution of the IR camera should increase, too. If a spot
spans more than the current three to four pixels in the image it is possible
to fit spots more accurately. Further, the dynamic range of the IR camera
should be increased to minimize clipping of bright spots. Also, the thermal noise in the IR image should be reduced to reduce overall noise in the
computed uv-vectors.
It may also be feasible to use projections in the visible spectrum enabling
the use of standard video equipment for capturing the spot pattern. This
would spoil the ability to capture normal color images due to the immanent
spot pattern.
Also, as the projected pattern of the Kinect contains information about
pixel clock and keystone of the projection this information could be used to
improve spot detection. However, it would limit the use of the presented
algorithm to devices with the same projected pattern as the Kinect.
Although the Kinect is a very robust sensor with good depth tracking
abilities there are several ways to improve its detection leaving room for
further research.
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