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verfasst und keine anderen als die angegebenen Hilfsmittel verwendet habe.
Braunschweig, 6. September 2012

Dennis Franke

iv

Zusammenfassung
Mit Hilfe von Structure-from-Motion (SfM) Algorithmen lassen sich aus
Videoaufzeichnungen Kamerabewegung und Teile der Szenengeometrie robust schätzen. Solche Verfahren sind mittlerweile integraler Bestandteil
von kommerziellen Softwareprodukten. Seit einiger Zeit existieren für Konsumenten erschwingliche Tiefensensoren, die analog zu herkömmlichen RGBSensoren (Videokameras) für jeden Pixel die räumliche Tiefe bereitstellen.
Zwar gibt es Verfahren, RGB und Tiefensoren räumlich zu kalibrieren, jedoch erfordern diese spezielle Kalibriermuster. Ziel dieser Bachelorarbeit
ist es, ein Verfahren zu entwickeln, dass ohne Zuhilfenahme von Kalibriermustern RGB- und Tiefenaufzeichnungen räumlich zueinander kalibriert.
Um diese Aufgabe zu erfüllen, werden die Videoaufnahmen auf konventionelle Weise, z.B. mit Nuke kalibriert. Zusätzlich wird eine quasi-dichte
Tiefenkarte der Einzelbilder angefertigt. Die aus den Tiefensensoren ermittelte Punktwolke kann nun zu den Tiefendaten mit Hilfe des Iterative Closest
Point (ICP) Algorithmus registriert werden.
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Abstract
With the help of Structure from Motion (SfM) algorithms the camera motion
and a rough estimates of the scene geometry can be estimated from a video
recording. Such approaches are an integral part of state-of-the-art commercial software. Recently, affordable depth sensors have become available on
the consumer market, which estimate the spatial depth for each pixel. There
have already been approaches to jointly calibrate RGB and depth sensors,
but they require special patterns or markers. The goal of this bachelor thesis
is to develop an approach that calibrates RGB and depth sensors without
the help of a marker or pattern.
In order to achieve this goal, the RGB video recordings are calibrated using
off-the-shelf software such as Nuke. Additionally, a quasi dense depth image
is computed from the individual frames. Afterwards the point cloud reconstructed from the data of the depth sensor can be registered to the depth
values with the Iterative Closest Point (ICP) algorithm.
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Chapter 1

Introduction
In current state-of-the-art commercial digital composition software Structurefrom-Motion (SfM) is already a significant part and helps to calibrate RGB
cameras to each others and recover a rough estimate of the scene structure.
Nuke, which is a commercial digital composition software, has for example a
camera tracker included, which tracks feature points and computes the camera motion and a sparse point cloud of the scene based on the feature points.
These algorithms work well and have been discussed in a variety of papers, but they are limited to calibrating only RGB cameras.
With the release of the affordable depth sensor Microsoft Kinect, which is
available on the consumer market, new focus has been put on depth sensors.
The Microsoft Kinect is designed as an input device for the Microsoft Xbox
and enables the Xbox to track the movement of the player by analyzing the
depth of the scene. The Kinect was originally only meant to be working with
the Xbox, but projects like OpenKinect[11] opened the Kinect to be used
as an input device for Windows, Linux and Mac OS X. Recently, Microsoft
has also released an official Kinect SDK, which works with Windows 7.
For some applications working with depth sensors it might become desirable to jointly calibrate a RGB camera and a depth sensor. Until now
the calibration is only possibly by using a marker or pattern, but it would
be preferable to compute the calibration without a marker or pattern. That
way it would be possible to just use a recording from a RGB sensor and
a recording from a depth sensor and calibrate them without the need to
prepare the scene. Thus, the goal of this thesis is to present an approach to
jointly calibrate a RGB sensor and a depth sensor without using a marker
or pattern.
In order to make the approach easy to use for the user and additionally easy to customize, the approach is implemented as multiple standalone
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plugins for Nuke, whereas each of the plugins executes a single step of the
approach. All the plugins are fully modular and therefore the plugins cannot
only be used for this approach, but can be used for other approaches as well.
Due to the modular plugins the input data for the individual steps can be
easily changed.
Before explaining the approach of this thesis I will give an overview
about related work in chapter 2 which has presented similar approaches or
an algorithm that I will be using in this approach. Afterwards, the individual
steps of the approach are explained in chapter 3. Next, the implementation
of the previously presented approach in Nuke is explained in chapter 4 and
finally the approach is tested with multiple input data sets and the results
are presented in chapter 5. The thesis is concluded with a discussion about
the results and limitations of the approach and future work in chapter 6.

Chapter 2

Related Work
Before describing the new approach to calibrate RGB and depth sensors
without using markers or patterns, I review other approaches that have the
same or a similar goal.
The most common approach to calibrate multiple RGB cameras to a common reference frame is by processing images of a checkerboard. A popular
approach has been presented by Bouguet[13], which also uses a checkerboard
for the calibration and offers a comfortable GUI to find the corners of the
checkerboard. Another approach is proposed by Svoboda[14], who calibrates
the cameras based on point correspondences, that are retrieved by moving
a single light source in a dark room.
Another popular approach to calibrate RGB cameras, which does not require markers or patterns such as a checkerboard, works by detecting feature
points in the images and using them to calibrate the cameras. An overview
of this approach is given by Snavely et al.[1], who calibrate multiple RGB
images by detecting feature points in the scene and matching them between
pairs of images. Afterwards they use an iterative, robust Structure from
Motion procedure to recover the camera parameters.
Since the depth sensor only records depth values, it is not possible to use
the previously presented approaches to jointly calibrate a RGB and depth
sensor. Multiple approaches have been proposed recently, such as occluding the IR emitter and calibrating them based on texture differences[16]
or using 3D-printouts of cuboids to provide distinguishable values in the
depth sensor, which can be used in a common calibration afterwards[15].
Burrus[33] proposed to calibrate the depth sensor by extracting the corners
of the checkerboard in the depth and RGB sensor and using common calibration approaches afterwards.
Berger et al.[5] present an approach to simultaneously calibrate multiple
RGB and depth sensors by using a calibration pattern out of materials with

4

Related Work

different BRDFs. First, a checkerboard with alternating diffuse and mirroring patches is used, whereas the mirroring patches deflect the IR pattern
of the depth sensor and produce invalid values. The resulting images can
be processed in a common camera calibration afterwards. An alternative
approach is based on Svoboda[14] by using a moving light spot in a dark
room. Since the depth sensor does not detect changes in the brightness, a
mirroring disk is placed around the light spot, which produces invalid values
in the depth sensor. Therefore, the midpoint can be calculated based on the
invalid values and used for the calibration.
The commercial digital composition software Nuke[2] already has a Camera
Tracker implemented, that detects the camera motion and calculates the
intrinsic and extrinsic parameters of the camera, but it does not support
calibration of a RGB image sequence to a depth sensor. A similar feature
is implemented in PFTrack[20], which can also track a scene and compute
the camera motion of an image sequence. It also supports calibrating of
multiple RGB cameras, but does not support calibration of RGB and depth
sensors.
In contrast to the previously presented approaches this thesis presents an
approach to calibrate RGB and depth sensors automatically without using
markers or patterns.

2.1

Mathematical Background

In order to retrieve the camera motion of an image sequence, Structurefrom-Motion (SfM) is used, which is summarized by Snavely et al.[1]. They
first detect feature points in the various images by using for example the
Scale-Invariant feature transform (SIFT[28]) algorithm. Other methods to
detect feature points also work and are compared by Mikolajczyk et al.[29].
After the feature points have been detected for each image individually, they
are matched for each pair of images to define which feature points show the
same part of the scene in different images. The matching can be achieved
using the approximate nearest neighbor algorithm of Arya et al[30].
Next, a fundamental matrix is estimated for each pair using RANSAC (random sample consensus[37]), which represents the geometric relations between a 3D point and the projection onto the 2D images of the cameras.
Matches that are outliers to the fundamental matrix are removed afterwards.
After each pair of images has a set of geometrically consistent feature points,
those feature points are organized into tracks, where a track is a set of matching feature points across multiple images.
Instead of computing all camera parameters at once, an incremental ap-
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proach is used. First, the parameters of a single pair, which has the largest
number of matches, is computed by minimizing the reprojection error, i.e.
the sum of distances between the projections of each track and its corresponding image features. The minimization problem can be solved by executing a bundle adjustment using the Levenberg-Marquardt algorithm[31].
Next, another camera is added to the optimization until all the cameras
have been calibrated.
Based on the computed camera motion a dense depth image can be retrieved, which has been presented in many approaches. Seitz et al.[6] compare multiple approaches, which recover 3D scene structure from multiple
overlapping RGB images taken by cameras with known extrinsic and intrinsic parameters. In this thesis a similar approach as presented by Collins[7]
is used. Collins determines simultaneously the image correspondences and
3D scene locations of feature points by sweeping a plane along the Z-Axis
through the scene, while noting positions where many backprojected feature
rays intersect. Based on a approximate statistical model of clutter a threshold is calculated, which defines wether a number of backprojected feature
rays coincide by change or represent the correct depth value. Based on the
threshold, the resulting depth values are obtained.
The matching of two point clouds has been discussed in a variety of papers and a common way to solve the problem has been presented by Arun
et al.[21]. Improvements to the Iterative Closest Point (ICP) algorithm have
later been discussed by Rusinkiewicz and Levoy[8]. They compared multiple
approaches for each step of ICP based on their performance.
An extension to ICP considering the scale factor has been presented by
Shaoyi Du et al.[23].
A more sophisticated approach to match fragments is presented by Winkelbach [26], who compares multiple approaches to obtain depth values such as
laser triangulation and afterwards presents two efficient pairwise matching
approaches, which are robust against measurement inaccuracies, material
deterioration and noise. Both approaches aim to compute the relative pose
with the highest surface contact. The first approach is based on a randomized generation of likely pose hypotheses and an efficient forecasting of the
contact area and the second approach is based on a deterministic coarse-tofine strategy without any random variables.
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Chapter 3

RGB and depth sensor
calibration
This bachelor thesis aims to calibrate RGB cameras and a depth sensor to
each other without using markers or patterns. In order to achieve this goal
a combination of various algorithms is used. The approach can basically be
separated into the three following standalone tasks.
The first task is to reconstruct a point cloud based on the depth values retrieved by the depth sensor, in this case the Microsoft Kinect.
Second, for the RGB image sequence another point cloud needs to be reconstructed. This is not a trivial task and is achieved by beginning with
computing the camera parameters and camera motion with Structure from
Motion. Based on the camera parameters and motion a depth image is computed with Multi-View Plane Sweeping, which is explained in more detail
in 3.2.2.
The last task is to match the reconstructed point clouds of the RGB and
depth sensor. The matching is done with a modified Iterative Closest Point
algorithm, which calculates a rotation matrix, a translation vector and additionally a scale matrix. The transformation represents the required transformation to achieve a matching between the two given point clouds.
After those three steps have been completed, the rotation matrices,
translation vectors and scale matrices provided by the Iterative Closest Point
algorithm are applied to the point cloud of the RGB image sequence and
the corresponding camera. The point clouds should be matched now and
therefore both cameras are calibrated to each other, whereas the extrinsic
parameters of the calibrated camera can be retrieved by applying the transformation to the extrinsic parameters computed with Structure from Motion.
In the following chapters those three tasks and the required algorithms
are explained in more detail. First, the reconstruction of the point cloud
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based on the depth sensor is explained in 3.1. Afterwards, the detection
of the camera motion and the reconstruction of a point cloud for the RGB
image sequence is explained in 3.2 and the matching of the point clouds is
described in 3.3. In the last section the result of the calibration based on
the presented approach is shown.

Figure 3.1: The basic workflow of the approach presented in this thesis. On
the left-hand side, first, a RGB image sequence is calibrated with Structure
from Motion and afterwards a point cloud is reconstructed based on the
depth values obtained from Multi-View Plane Sweeping. On the right-hand
side, a point cloud is reconstructed for the values of the Microsoft Kinect. Finally, both point clouds are matched with ICP, which results into a matched
point cloud with calibrated cameras in a global coordinate system.

3.1

Depth sensor to point cloud

Recently the first affordable depth sensor for the consumer market has been
presented by Microsoft. The Microsoft Kinect is designed as an input device
for the Microsoft Xbox and enables the Xbox to track the player and react
to the movement of the player. The Kinect was originally meant to be
working with the Xbox, but projects such as OpenKinect[11] opened Kinect
to be used as an input device for Windows, Linux and Mac OS X. By now
Microsoft has released an official Kinect SDK, which works with Windows

3.1 Depth sensor to point cloud
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Figure 3.2: Microsoft Kinect with sensors. Image reproduced from [9]
7, but in this thesis I made use of libfreenect[12] to get support for Linux as
well.
The Kinect has a RGB sensor, which records in VGA resolution (640 x
480 pixels), a multi-array microphone, which is not used in this thesis and
therefore not further covered here, and a depth sensor, that consists of an
infrared laser projector combined with a monochrome CMOS sensor“[10].
”
Based on the values of the RGB and depth sensors of the Kinect a point cloud
can be constructed, which can later be matched to the other point clouds
reconstructed from the RGB image sequences. Afterwards the matching is
used to calibrate the depth camera and the RGB cameras to each other.
The reconstruction of the point cloud can be achieved in four steps, provided
that the intrinsic and extrinsic parameters of the RGB and depth sensors
are known. If they are unknown, they need to be computed beforehand,
which can be done as explained in the following chapter.

3.1.1

Kinect calibration

In order to project a pixel from the depth image into the 3D space, the intrinsic parameters of the depth sensor are required, hence the depth sensor
needs to be calibrated.
As explained earlier, it is not possible to use standard checkerboard calibration, since the depth sensor does not recognize the color changes of the
checkerboard, but only recognized changes in the depth.
One way to calibrate the depth sensor is to extract the corners of the checkerboard and calculate the intrinsic parameters based on them[33].
If the depth sensor additionally saves an RGB image, the point cloud can
also be colored, but the coloring of the point cloud is not required for the
approach presented in this thesis.
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Usually the RGB sensor is not exactly at the same position as the depth
sensor, as for example by the Microsoft Kinect (compare Figure 3.2). Therefore a pixel in the depth image does not necessarily correspond to the same
pixel in the RGB image and thus the 3D point needs to be reprojected into
the image plane of the RGB image. In order to do this, the intrinsic and
extrinsic parameters of the RGB sensor are required. The parameters of
the RGB sensor can be determined based on a standard camera calibration
using common checkerboard recognition or by using the approach presented
in this thesis.

3.1.2

Reconstruct point cloud

Based on the intrinsic parameters of the Microsoft Kinect and optionally the
intrinsic and extrinsic parameters of the RGB sensor, we can now reconstruct
a point cloud.
The construction of the point cloud consists of the following four steps.
1. Convert the raw depth values of Kinect (z ∈ [0, 2047]) to meters
2. Project the depth image into the 3D space by applying the intrinsic
parameters of the depth sensor to the values.
3. (optional) Transform the points into the RGB camera coordinate system by applying the extrinsic parameters to each point.
4. (optional) Reproject the points onto the RGB image to acquire the
color for each point.
Step 3 and 4 are only needed to calculate the color of each point in the point
cloud and are not required to reconstruct the point cloud. For this thesis,
it would be enough to reconstruct the point cloud without computing the
color for each point, therefore Step 1 and 2 would be sufficient.

Figure 3.3: left: depth values retrieved from the Microsoft Kinect. middle:
corresponding RGB image. right: resulting point cloud reconstructed from
the depth values and the RGB image.

3.1 Depth sensor to point cloud
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Step 1: Raw depth values to meters
The raw depth values of the Kinect can be converted into meters by using
the following formula, which has been experimentally determined[33]:
Zm =

1
Zraw ∗ (−0.0030711016) + 3.3309495161

(3.1)

If Zm < 0, the value is considered invalid and is therefore not considered
in the following steps.
Step 2: Depth image to 3D space
In order to project a pixel (xd , yd )T with a corresponding depth value Zm
into the 3D space to get a 3D point (Xd , Yd , Zm )T , the intrinsic parameters
of the depth sensor have to be applied to the pixel. This can be calculated
as follows:
 
 Xd
  
fx 0 cx 0  
xd
 yd  =  0 fy cy 0  Yd 
(3.2)
Zm 
0 0 1 0
1
1
  

fx ∗ Xd + cx ∗ Zm
xd
⇔  yd  =  fy ∗ Yd + cy ∗ Zm 
(3.3)
1
z
Finally Xd and Yd can be calculated with the intrinsic parameters fx , fy , cx , cy
of the depth sensor and Zm being constant:
Xd =

(yd − cy ) ∗ Zm
(xd − cx ) ∗ Zm
, Yd =
fx
fy

(3.4)

Step 3: Transform points to RGB camera coordinate system
Since the RGB and depth values are usually captured by different sensors, a
pixel (xd , yd )T in the depth image might not match to the pixel (xrgb , yrgb )T
in the RGB image. Thus the 3D point calculated in step 2 needs to be
transformed into the coordinate system of the RGB camera and afterwards
the new 3D point can be mapped to the RGB image in order to get the
according color.
To transform the 3D point from step 2 into the coordinate system of the RGB
camera, the extrinsic parameters of the RGB camera need to be applied to
each 3D point:
 
   

t1
r11 r12 r13
Xd
Xrgb
 Yrgb  = r21 r22 r23   Yd  + t2 
(3.5)
Zm
t3
Zrgb
r31 r32 r33
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Step 4: RGB-Mapping
Finally the 3D points in the RGB camera coordinate system need to be
reprojected onto the RGB image to get the color for each point.
This is achieved by basically reversing step 2 with the intrinsic parameters
fx , fy , cx , cy of the RGB camera.
Let (Xrgb , Yrgb , Zrgb )T be a point in the coordinate system of the RGB camera, then the corresponding pixel (xrgb , yrgb )T can be computed as follows:



 
 Xrgb
xrgb
fx 0 cx 0 

 yrgb  =  0 fy cy 0  Yrgb 
 Zrgb 
1
0 0 1 0
1

(3.6)



 
xrgb
fx ∗ Xrgb + cx ∗ Zrgb
⇔  yrgb  =  fy ∗ Yrgb + cy ∗ Zrgb 
1
Zrgb

(3.7)

xrgb =

fy ∗ Yrgb
fx ∗ Xrgb
+ cx , yrgb =
+ cy
Zrgb
Zrgb

(3.8)

With this information, for each pixel a 3D point can be calculated and the
according pixel in the RGB image. Thus a point cloud can be reconstructed
based on the data obtained from the Microsoft Kinect.

3.2

RGB image sequence to point cloud

In this section, a point cloud is reconstructed for the RGB image sequence,
which should be matched to the previously generated point cloud afterwards.
The actual depth values for the scene, which are required to reconstruct a
point cloud, are calculated with the Multi-View Plane Sweeping algorithm.
Since Multi-View Plane Sweeping requires information about the extrinsic
and intrinsic parameters of the cameras, those need to be calculated first.
The extrinsic and intrinsic parameters can be computed with Structure
from Motion, which calculates the camera motion and a rough estimate of
the scene. The intrinsic parameters of the camera are also estimated in this
process. Based on those parameters, Multi-View Plane Sweeping is used to
calculate a dense depth image for a reference frame, which is then used to
reconstruct the point cloud.
This approach is explained in the following subsections, whereas the first
subsection explains Structure from Motion and the second subsection MultiView Plane Sweeping.

3.2 RGB image sequence to point cloud
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Figure 3.4: The camera motion (red line) and a rough estimate of the scene
(white points) obtained with the CameraTracker of Nuke, which uses a
Structure from Motion algorithm.

3.2.1

Camera motion detection

Structure from Motion (SfM) describes an approach to find the three-dimensional structures of a scene and camera motion by analyzing a video signal or
multiple images from different angles. In this thesis, the three-dimensional
structure found with Structure from Motion is only used to get a rough
estimate of the resulting point cloud. The main reason for Structure from
Motion in this case is to compute the camera motion and the camera parameters, which are required for Multi-View Plane Sweeping and the camera
calibration.
In order to perform Structure from Motion, the CameraTracker of Nuke
is used, which computes the camera motion and a sparse point cloud by analyzing a RGB image sequence. The CameraTracker additionally calculates
the intrinsic parameters of the camera, but details of the used approach and
implementation are currently not available. It is also possible to use other
implementations of a Structure from Motion algorithm. In this thesis I additionally used Bundler[27] instead of the CameraTracker to compare different
implementations. Bundler uses the approach presented by Snavely et al.[1]
and computes the camera motion and camera parameters. The computed
camera parameters and the camera motion are afterwards imported in Nuke
and applied to a camera. The point cloud reconstructed by Bundler is not
imported into Nuke, since it is not required for the following computations.
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Construction of the point cloud

Figure 3.5: Setup for Multi-View Plane Sweeping with multiple perspective
cameras and the sweeping plane.
Based on the camera motion and parameters computed in the previous section, a depth image and finally a point cloud should be computed
for the RGB image sequence. This goal can be achieved with Multi-View
Plane Sweeping, which reconstructs depth values for a given reference image
based on multiple overlapping images taken by a camera with known extrinsic and intrinsic parameters (compare Figure 3.5). Compared to Structure
from Motion, which only constructs a sparse point cloud, Multi-View Plane
Sweeping constructs a dense depth image similar to a depth image of the
Microsoft Kinect.
The Multi-View Plane Sweeping algorithm basically consists out of two individual steps.
First, a plane is swept along the Z-Axis of the reference camera through
the 3D space between user-defined minimum and maximum bounds, whereas
the plane has the same size as the reference image. The plane sweeping is
repeated for each image paired with the reference image. For each position
of the plane, the pixels in the plane are projected into both perspective
cameras. Since the extrinsic and intrinsic parameters of the camera are
known, the 3D point X can be projected into a pixel p in both camera by
multiplying the 3D coordinate with the projection matrix P and modelview
matrix M of the camera:
p=P ∗M ∗X
(3.9)
Afterwards, the patch around the reprojected pixel is compared between
the perspective camera and the reference camera based on the normalized

3.2 RGB image sequence to point cloud
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cross-correlation or sum of absolute differences. The result defines a matching score, whereas a high matching score indicates a high correctness of the
depth value.
In order to calculate the normalized cross-correlation, first, the mean
value of the patches is calculated individually for both patches:
x+n
X
1
¯
I= 2∗
n

y+n
X

I(i, j)

(3.10)

i=x−n j=y−n

where n denotes the width/height of the patch, (x, y) represent the center
of the patch and I(x, y) denotes the color of the image for the pixel (x, y).
Afterwards, the variance for each patch is calculated:
y+n
X

x+n
1 X
σI = 2
n

¯
(I(i, j) − I)

(3.11)

i=x−n j=y−n

Finally, the normalized cross-correlation is calculated as follows:
x+n
X
1
∗
N CC =
n∗n−1

y+n
X

i=x−n j=y−n

(I0 (i, j) − I¯0 ) ∗ (I1 (i, j) − I¯1 )
σI0 ∗ σI1

(3.12)

Since even minor changes in the color of the images, such as image
noise, are exaggerated if the variance is small, it might be preferable to use
the sum of absolute difference, which does not use the variance, instead of
normalized cross-correlation for patches with a low variance. Therefore the
sum of absolute difference is used if the variance is smaller than a threshold
whereas the sum of absolute differences can be calculated as follows:
SAD =

x+n
1 X
n2

y+n
X

(|I0 (i, j) − I1 (i, j)|)

(3.13)

i=x−n j=y−n

After the normalized cross-correlation or sum of absolute difference has
been calculated for each pair of images, the values are combined by using the
maximum value from all the image pairs, whereby it is also possible to use
the average or median. Nevertheless the maximum value is used to ensure
that the correct depth is used, although the corresponding object might be
occluded in some image pairs, which produces wrong values and alters the
average value. By using the maximum value it is sufficient if the correct
depth value is computed for a single pair of images.
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After the values have been calculated for each position of the plane and
each pixel in the plane, the resulting values need to be optimized and the
correct depth values need to be determined. A straight-forward approach
would be to use the depth with the maximum value, but that might introduce large differences between adjacent pixels. It is desirable to use an
algorithm, that takes adjacent pixels into account and prevents outliers,
that could cause large jumps. Therefore a common energy minimization
algorithm is used, which fulfills those requirements. Multiple methods for
energy minimization are compared by Szeliski et al.[17], whereby in this case
Max-Product Belief Propagation[18] is used for the energy minimization.
The computed depth values are saved in a depth image afterwards and
based on those depth values and the intrinsic parameters of the camera for
the reference frame, a point cloud is reconstructed. The pixels of the image
can be projected into the point cloud as previously explained in 3.1.2. In
this case, the scale of the depth values is arbitrary and cannot be obtained
from the images. Therefore step 1 can be skipped, since the depth values
can not be converted to meters. Step 3 and 4 can also be skipped, since
there is no transformation between the depth image and the RGB image.
Thus it is sufficient to project the pixel into the 3D space as explained in
step 2.
An issue that might occur with that approach is, that low-textured areas result into wrong depth values, because the depth value is computed

Figure 3.6: Constructed point cloud from an RGB image sequence based on
depth values calculated with Multi-View Plane Sweeping from 3 different
perspective cameras, whereas the camera parameters are computed with
Structure from Motion.

3.3 Point cloud matching (ICP)
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based on the color difference of the patches in the image and for a large lowtextured area the color difference is not large enough to compute correct
depth values. Therefore an optional grayscale mask is added, which enables
the user to remove part of the point cloud. During the construction of the
point cloud, for each pixel the corresponding pixel in the mask is checked
and if the value equals 0, the pixel is not used in the reconstruction of the
point cloud.
In order to calculate the mask, for each pixel of the reference image the
average of the surrounding pixels is calculated. Afterwards the variance, i.e.
the average squared difference between the average and the normalized distance, is calculated. If the variance is larger than an user-defined threshold,
the color for the pixel is set to white, otherwise black.
Hence, if the variance is small, the pixel is not considered in the reconstruction of the point cloud and thus low-textured areas are no longer projected
into the point cloud.

3.3

Point cloud matching (ICP)

In the previous chapters, we have reconstructed point clouds for a RGB
image sequence and a depth sensor. The RGB sensor and the depth sensor are now calibrated to each other by matching the corresponding point
clouds. If the point clouds match, the resulting transformation can be applied to the cameras as well, which results into the calibration of the sensors.
The actual matching of the point clouds is achieved with the Iterative
Closest Point (ICP) algorithm, which works as follows.
As an input two point clouds P0 and P1 are required, which should be
matched to each other in the end. Furthermore an initial estimate of the
transformation, consisting out of a rotation matrix and a translation vector,
is required.
ICP calculates a transformation consisting out of a rotation matrix R and a
translation vector t. Applying the transformation to the second point cloud
P1 should result in a matching to the first point cloud P0 .
The algorithm can be essentially separated into the following steps[22]:
1. Pair points by the nearest neighbor criteria
2. Estimate transformation parameters using a mean square cost function
3. Transform the points using the previous estimated parameters
4. Iterate until a stop-criteria has been reached
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Pairing points can be achieved straight-forward by using the nearest
neighbor criteria. The distance between a point p ∈ P0 and a point cloud
P1 is calculated as follows:
d(p, P1 ) =

min d(p, qi ), qi ∈ P1

i∈0,....,N

(3.14)

with N being the number of points in the point cloud P1 and d(p, q) calculating the distance based on the Euclidean distance:
p
d(p, q) = (p1 − q1 )2 + (p2 − q2 )2 + (p3 − q3 )2 .
(3.15)
Therefore a point p ∈ P0 is paired with a point q ∈ P1 that satisfies the
equation d(p, q) = d(p, P1 ).
A linear implementation of that approach to pair points would lead to a
running time of approximately O(N ). In order increase the performance a
space-partitioning method such as a kd-tree can be used, which essentially
iteratively bisects the search space into two regions each containing half of
the parents points. Finding the nearest neighbor starts at the root node
of the kd-tree and then traverses through the child regions until the lowest
level has been reached.
Using a kd-tree leads to an average running time of O(logN ).

After the points have been paired, a transformation is estimated to minimize the distance between the paired points. This is achieved by using a
mean square function. Thus the goal is to minimize the following equation:
(R0 , t0 ) = arg min
(
0 0
R ,t

N
X

kpi − R0 (Rk qi + tk ) + t0 k)

(3.16)

i=1

Figure 3.7: matching of two point clouds with ICP and the scale extension.
Left: before matching. Right: after matching
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A possible way to solve the equation using Singular value decomposition
is explained by Arun et al [21].
After each iteration the new relative transformation R0 and t0 is applied
to the existing transformation:
Rk+1 = R0 Rk , tk+1 = R0 tk + t0

(3.17)

If no stop-criteria has been met, the algorithm iterates again and minimizes the mean square function again with the new transformation.
A possible stop-criteria would be for example either a maximum number of
iterations or if the mean distance between the points is small enough.
One difficulty that could occur but is not handled appropriately by ICP
are different scales of the given point clouds. If the two given point clouds
do not have the same scale, ICP will not calculate a correct matching since
the scale is not taken into account. Due to the arbitrary scale of the point
cloud computed with Multi-View Plane Sweeping, the point clouds likely
have different scales. Therefore the ICP algorithms used in this approach
includes an extension considering the scale factor as presented by Shaoy Du
et al[23].
The extension can be easily attached to a common ICP implementation.
Additionally to the transformation consisting out of a rotation matrix R
and a translation vector t, the extension also calculates a scale matrix
S = diag(s1 , s2 , ..., sm ), sj ∈ [smin , smax ]. The extension also requires an
initial estimate of the scale factor and boundaries [smin , smax ] for each scale
factor. Before estimating the transformation with the mean square function
in 3.16, a new scale matrix has to be estimated.
The scale matrix can be calculated as follows:
sj = argmin|s −

N
X
i=1

pTi REj qi /

N
X

qiT Ej qi |

(3.18)

i=1

with pi ∈ P0 , qi ∈ P1 , s ∈ [smin , smax ] and Ej = diag(0, ..., 0, 1, 0, ..., 0), (j =
1, 2, ..., m) being a diagonal matrix where the j th element is one, but all
others are zero.
The mean square function 3.16 is slightly changed to additionally consider the scale matrix:
(R0 , S 0 , t0 ) = arg min (
R0 ,S 0 ,t0 )

N
X

kpi − R0 S 0 (Rk Sk qi + tk ) + t0 k)

(3.19)

i=1

The mean square function can still be solved using Singular value decomposition as explained by Shaoy Du et al[23].
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Another difficulty are outliers in the point clouds, which are possibly
generated by Multi-View Plane Sweeping or inaccurateness of the depth
sensor, such as mirroring surfaces which produce invalid values in the depth
sensor. The outliers should not be used by ICP, because they might add
some unwanted variance during the matching. Hence an additional constraint is added to the pairing of points. After the nearest neighbor q for
a given point p has been found, the Euclidean distance d(p, q) is calculated
and if the distance is larger than an user-defined delta, the pair is dropped
and not used by ICP. Thus, points that stand out of the point cloud are not
used anymore and hence do not alter the result.

3.4

Retrieving the calibration

After the point clouds have been matched, the transformation computed by
ICP is applied to the camera of the second point cloud. Since the transformation represents the transformation required to match the point clouds,
the transformation applied to the camera results to the calibrated camera.
Thus the extrinsic parameters of the calibrated camera can be retrieved
by transforming the extrinsic parameters obtained from Structure from Motion with the transformation computed with ICP. The intrinsic parameters
do not change during this progress and thus are still the same as calculated
with Structure from Motion. Therefore we have calibrated the RGB image sequence to the depth sensor and obtained the extrinsic and intrinsic
parameters of the camera.

Chapter 4

Implementation
Instead of writing a standalone application to perform the calibration presented in this thesis, it is implemented as plugins for the commercial digital
composition software Nuke[2]. This has the advantage that the implementation is easier to use due to the clean Graphical User Interface (GUI) of
Nuke and the results of the calibration can be easier processed further. Furthermore Nuke already offers many implementations of common algorithms,
data structures and import of multiple file formats.
The implementation of the calibration in Nuke is separated into multiple standalone plugins that each implement part of the actual approach
presented in this thesis. The separation is based on the workflow presented
in Figure 3.1.
The first group of plugins handles the import of the data generated by the
depth sensor, in this case the Microsoft Kinect, and constructs a point cloud
for the imported data. The second group of plugins uses the CameraTracker
of Nuke as an input and computes, based on the data of the CameraTracker,
a depth image and afterwards a point cloud for a given RGB image sequence.
Lastly, I implemented a group of plugins that performs the matching of the
point clouds and outputs the merged point cloud together with the calibrated cameras into a single scene
Using the plugins mentioned above, a calibration of a RGB image sequence and a depth sensor can be performed without using a pattern or
marker, which conforms to the goal of this thesis.
The implementation in Nuke is fully modular and thus the plugins can
also be used individually. Therefore it is not restricted to only calibrate RGB
and depth sensors to each other, but they can also be used to calibrate
multiple depth sensors or multiple RGB sensors to each other. It is also
possible, to use the plugins such as the point cloud matching for a completely
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different approach.

Figure 4.1: The workflow presented in this thesis reproduced in Nuke with
the plugins explained in this chapter.
In the following sections, first, I will give a short overview of the features
of Nuke and the Nuke Developer Kit (NDK)[3]. Afterwards I will explain
the implementation of the import and point cloud construction of the depth
sensor data. Next, the plugins to construct a point cloud from a RGB
image sequence are explained and finally the plugin for the matching of the
previously constructed point clouds is explained.

4.1

Nuke

In contrast to many other digital composition softwares Nuke is based on a
node graph instead of a timeline. The node graph is displayed as a direct
acyclic graph (DAG) in Nuke (compare Figure 4.1) and can be easily modified by the user to produce complex processing effects. Each of those nodes
is fully modular and represents an operation or data source. A node can
additionally have a variable amount of inputs and outputs.
The nodes can be separated into the following three fundamental types:
1. a generator or input node, which generates a new image or reads the
image from a file
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2. a filter or modifier node, which requires some input from e.g. a generator and outputs a modified version of the input
3. a output node, which actually displays the input or writes it to a file
Nuke already includes lots of operators and also has a CameraTracker
included, that uses a Structure from Motion algorithm, which I will be using in my implementation to retrieve the camera motion and the camera
parameters.
Since Nuke also needs to work with image that have a large resolution, i.e.
4k images, it is necessary that Nuke has a good performance. Therefore all
the operations are processed on multiple threads automatically. To improve
the performance even further Nuke uses a pull system, which means a node
or operation is only performed if it is actually needed by another node. For
example if the output of a node A is not used, the operation of the node A
will never be performed, but if the node A is connected with another node
B, node B can request the output for a given region of the node A and the
operation of node A will only be performed for the given region.
Additionally, Nuke uses a scanline-approach to increase the performance of
rendering a high-resolution image. Thus Nuke will request the rows of an
output image individually instead of requesting the entire image at once.
This has the advantage, that if the input is a 4k image and it should be
displayed on a small display, it does not need to request the entire image,
but can just request e.g. every fourth row and therefore save computation
time.
Almost all of the plugins in Nuke are based on the DD::Image::Op class,
whereby Nuke additional offers specialized subclasses for e.g. image processing or generation of 3D objects.
Each plugin can additionally define own Knobs, which represent UI element
in the param panel in Nuke. The knobs enable the user to change parameters of the plugin and the values are automatically saved in Nuke.
Since the majority of this approach works with 3D point clouds, I will
only give a quick overview of the plugin interfaces that handle 3D objects.
More information about manipulating 2D images within a plugin is presented in the Nuke Developer Guide[3].
Nuke offers three fundamental types of plugins that can work with 3D
objects:
1. SourceGeo: creates a new geometry from scratch or based on a 2DInput
2. ModifyGeo: modifies the input object
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3. GeoOp: instead of operating on a single object like ModifyGeo, GeoOp
operates on the entire Scene

Every plugin working with 3D objects needs to generate a hash based on
the data, which define the 3D output. The hash is used by Nuke to decide
wether a node needs to be updated or a cached version can be used. Only
if the hash changed, the output from the node is requested again.
Instead of using a full scene graph, Nuke only uses a flattened representation of the scene consisting out of a list of objects, where each object has
an own local coordinate system. Each object is represented in a GeoInfo,
which stores the list of points, primitives and attributes and a matrix transforming the object into world coordinates.
Every node in Nuke can access the objects of their input nodes and may
modify or create new geometry in the method geometry engine() or a similar
method in the subclasses of GeoOp. Nuke additionally uses a rebuild flag to
determine which groups need to be rebuilt, whereby a group is for example
the vertices or primitives. It is only necessary to rebuild the groups for
which the flag has been set.

4.2

Kinect to point cloud

The goal of the plugins explained in this section is to reconstruct a point
cloud based on the depth values received from the depth sensor, in this case
the Microsoft Kinect. Before the point cloud can actually be reconstructed,
the depth values need to be imported into Nuke. The depth values can either
be imported as a .kinect dat or .pgm file. The .kinect dat file is slightly more
complicated, since it additionally contains RGB channels.
For each frame the .kinect dat file has the following structure:
8 byte
timestamp

640x480 * 3 byte
RGB values

8 byte
timestamp

640x480 * 2 byte
depth values

In contrast the .pgm file only contains the depth values, whereas a depth
value is 16 bits long and the bit order is big endian. Depending on the system, the depth values of the .pgm file need to be converted to little endian,
which can be achieved with the function ntohs().
For each of the file types, a separate Reader needs to be written as explained
in the NDK Developers Guide[3], whereas both importers are a subclass of
FileReader.
After the depth values of the Kinect have been imported, they can be
processed further by a second plugin, which reconstructs a point cloud based
on the imported depth values and the intrinsic and extrinsic parameters of
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the Kinect. The camera parameters are saved in Array knob and need to
be provided by the user.
The reconstruction of the point cloud is based on the formulas presented in
3.1 and can be implemented straight forward in C++ by using the Matrixand Vector-classes of the Nuke NDK.
The only remarkable matter that needs to be handled appropriately is that
the original depth values of the Kinect range from 0 to 2047, but during
the import to Nuke those are scaled down to a range from 0 to 1, so that
the values are displayed correctly in the 2D-View of Nuke. Therefore the
depth values need to be multiplied by 2047 before using them to construct
the point cloud.

The color of the points is either based on the depth value or conforms to
the RGB values of the input. Since a .pgm file does not contain RGB information, an additional input containing the RGB channels can be connected
to the plugin. The transformation required to obtain the corresponding pixel
in the RGB image needs to be provided by the user through an Array knob.
Furthermore, the step size, which defines how many points are skipped while
constructing the point cloud, can be changed in the user interface of Nuke.
It is also possible to attach a mask as an input, which defines the areas of
the depth image, that are not projected into the point cloud.

4.3

Multi-View Plane Sweeping

The goal of this plugin is to reconstruct a dense point cloud similar to the
one reconstructed from the data of the Microsoft Kinect by using Multi-View
Plane Sweeping (MVPS). The plugin is a subclass of GeoOp and requires a
RGB image sequence with the corresponding camera and optionally a mask
as input.
Since MVPS requires multiple images from different perspectives and a reference image, it is possible to select those frames from the image sequence
in Nuke.
In order to retrieve the corresponding camera parameters, I use the
CameraTracker of Nuke, which computes the camera motion and a sparse
point cloud for the given image sequence by using a Structure from Motion
(SfM) algorithm.
The extrinsic parameters can be obtained from the camera created by the
CameraTracker and the intrinsic parameters can be obtained from the CameraTracker directly.
It is also possible to use Bundler instead of Nuke to obtain the camera parameters, whereby the resulting camera parameters need to be imported
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into Nuke afterwards. Considering that, I wrote another plugin based on
a CameraOp, that reads the bundler files and sets the camera parameters
accordingly.
Moreover the focal length of the camera is required to run Multi-View
Plane Sweeping. The CameraTracker of Nuke already estimates the focal
length in millimeters, but for MVPS the focal length is required to be in
pixels. Therefore the focal length needs to be converted to pixels as follows:
f [pixel] =

w[pixel] ∗ f [mm]
c[mm]

(4.1)

where w denotes the width of the image and c the width of the CCD-Sensor.
The width of the Charge-coupled device (CCD) image sensor can either be
found in the manual of the camera, in the EXIF tags or can be obtained
from the internet[32]. If the bundler calibration is used, this step is not
required, since the focal length computed by bundler is already in pixels.
Furthermore, the bounds for MVPS need to be set in Nuke. Since the
frustum of the camera generated by the CameraTracker is not needed for
any further calculations, the near and far plane of the camera can be used to
represent the bounds for Multi-View Plane Sweeping. Therefore the planes
of the camera are set so that they approximately include most of the point
cloud, which roughly matches to the bounds needed by MVPS.
Lastly, the parameters for the smoothing of the energy optimization can
be modified in Nuke. If the smoothness parameter is increased, the difference
between adjacent depth values decreases. Since the depth values between
different objects should not be smoothed, a threshold is defined with the
parameter smooth cap. If the difference between adjacent depth values is
larger than the threshold, they are not smoothed.
After all the required values have been gathered, Multi-View Plane
Sweeping can be executed. Instead of including MVPS into the plugin, I
used a binary that executes MVPS, which has been implemented by Christian Lipski. The path to the binary can be set in Nuke with a File knob. The
actual plugin in Nuke only gathers the required values and calls the binary
with system(). The values are passed to the binary as options. Therefore,
for each selected frame, the camera parameters are written into a text file
and the image of the frame is exported as a bmp file. Those files are passed
to the binary afterwards.
To increase the performance, the computation of the matching scores
is achieved with GLSL fragment shaders in the binary. For each pair of
images a shader calculates the NCC/SAD values and afterwards another
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shader combines the values and outputs them. The binary additionally supports an interactive mode to set the bounds for MVPS. This mode is also
supported in this plugin and can be enabled with a Bool knob. In the interactive mode, the plane can be swept through the 3D space with the mouse
and it displays the corresponding matching scores in real time. If the interactive mode is enabled, the bounds set in Nuke are not considered.
During the plane sweeping discreet positions along the Z-Axis of the reference camera are used. In contrast to other implementations where the
distance between the discreet positions is constant, the distance between
the discreet positions increases exponentially in this implementation.
The energy minimization is performed by using the MRF energy minimization library[19], which includes multiple optimization methods, whereas in
this thesis Max-Product Belief Propagation is used.
In order to import the depth values in Nuke after Multi-View Plane
Sweeping has been executed, I made some modifications to the binary. After the depth values have been computed, a binary file is created containing
the depth values.
The created binary file is read in Nuke afterwards and a point cloud is
generated based on those depth values and the camera parameters of the
reference frame. It is also possible to set a step size in Nuke, which defines
how many pixel are skipped during the construction of the point cloud.
Additionally, a mask can be used to define areas of the depth image, that
should not be projected into the point cloud.
On an AMD Athlon 64 X2 Dual Core Processor 4600+ with 4GB RAM
and a GeForce GTX 460 Multi-View Plane Sweeping was executed with
3 images including the reference frame, which each have a resolution of
1280x720. MVPS took about 4.52 minutes to compute the depth image
and construct the resulting point cloud, whereby the majority of time was
needed to execute the energy optimization.

4.4

Point cloud matching (ICP)

The plugin in Nuke handling the point cloud matching is a subclass of
GeoOp, since it only works with 3D structures inside of Nuke and it requires multiple inputs. As an input it requires two GeoOps that should
each contain a point cloud and additionally for each point cloud a camera
(CameraOp). The output is the calibrated camera and the matched point
clouds.
For the implementation I used the Library LIBICP by Andreas Geiger[24],
which already includes an C++ implementation of the Iterative Closest
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Point algorithm. The implementation uses a kd-tree to increase the performance and is based on the approach presented by Arun[21].
Since this implementation only has a common ICP algorithm it does not
take the scale into account. Therefore I modified the implementation and
added an implementation of the extension for ICP considering scale factor
as proposed by Shaoyi Du et al.[23]. The extension is optional, hence it can
be deactivated inside of Nuke.
Additionally I modified the library to only consider points during the matching, whose Euclidean distance to the paired point is smaller than an userdefined threshold. Thus outliers of the point cloud do not cause wrong
results. Furthermore I did a small modifications to support a progress bar
in Nuke, which is updated after each iteration.
The parameters required for the ICP implementation such as subsampling
steps, number of maximum iterations and a minimum delta value are provided by Nuke. For each of those parameters I created a Knob in Nuke,
which represents an UI element in the param panel in Nuke.
The rough estimate of the matching required for ICP can be set through
an Axis knob containing the transformation. The values can either be
changed directly or the point clouds can be transformed in the 3D-Viewer
of Nuke.
After a new transformation has been computed with ICP, it is saved in
the Axis knob, but since it is not recommended to modify the matrix of an
Axis knob directly, the transformation matrix needs to be converted into
individual 3D vectors containing the translation, rotation and scale.
The 3D vectors for the translation and scale can be obtained straightforward, but the rotation matrix calculated by ICP needs to be converted
to Euler angles. Thus I convert the rotation matrix to a Quaternion and
afterwards convert the quaternion to Euler angles as explained by Martin
Baker[25].
The transformation saved in the Axis knob is always applied to the second point cloud and the corresponding camera and the user can view the
resulting point clouds in the 3D Viewer. Therefore, after ICP has been executed, the point clouds should be matched in the 3D-Viewer.
Since the transformation cannot be applied to the input camera, a new
camera is required that represents the calibrated camera. Therefore I wrote
another plugin that is based on a CameraOp and has the ICP plugin as an
input. The new camera can fetch the position and rotation from the ICP
plugin and applies them in the validate(bool for real) method.
In order to distinguish the point clouds, it is possible to display the point
clouds individually. This setting can be changed in Nuke through a Enu-
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meration knob.
On an AMD Athlon 64 X2 Dual Core Processor 4600+ with 4GB RAM
and a GeForce GTX 460 the point cloud matching took about 11.33 seconds
for two points cloud with 9602 and 25090 points. The maximum number of
iterations was set to 20 and the subsampling step to 10.
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Chapter 5

Results
In the following sections multiple examples are shown, which use the approach presented in this thesis to jointly calibrate a depth sensor and a
RGB sensor. The first example uses a scene constructed in Blender to compare the resulting calibration to ground truth. Thus a depth image, which
replaces the depth sensor, and multiple RGB image sequence are rendered
in Blender and imported into Nuke. Based on this data the calibration
is executed and afterwards the calibration computed with this approach is
compared to the original values in Blender.
The second and third example show that the approach presented in this
thesis also works with an off-the-shelf digital camera and a Microsoft Kinect
in a real world scene. Therefore, multiple recordings are made with a digital
camera and a Kinect and afterwards they are calibrated with the approach
presented in this thesis.
The input data and the results are presented in the following section,
whereas in the first section the example with the Blender scene and the
comparison to the ground truth is presented and in the second and third
section the real world examples are presented.

5.1

Ground-Truth Comparison

In order to compare the results of this thesis to the ground truth I created a 3D-Scene with the free open-source 3D computer graphics software
Blender[34]. The 3D scene consists out of multiple objects placed at different depth values and multiple cameras (compare Figure 5.1). Each of the
cameras moves around the 3D scene following a pre-defined path. Furthermore another static camera is added to the scene that acts as the depth
sensor and renders a depth image of the scene.
For each of the RGB cameras an image sequence has been rendered consist-
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ing out of 100 frames each with a resolution of 800x600. In order to prevent
issues due to the lightning of the scene, all the objects are rendered shadeless. Therefore no shadows or reflections exist in the scene. An overview of
the rendered image sequences can be seen in Figure 5.2.

Figure 5.1: The scene used in this example created in Blender with the
corresponding bounding box, which has a size of (24, 63, 19). The black
camera represents the static depth sensor and the orange cameras are the
RGB cameras with the corresponding camera path.
The rendered image sequence for each of the cameras is imported in
Nuke and the presented approach is applied to them. For each sequence the
CameraTracker from Nuke is used to obtain the camera motion relative to
the scene and the intrinsic parameters of the camera, whereas the settings
of the CameraTracker are not changed. Only the film back size is changed
to (32mm, 18mm), which is the default size of a camera in blender, and the
focal length is set to 35mm in Nuke.
Additionally, Scene 2 is also analyzed with Bundler instead of the CameraTracker in order to compare the results of different implementation of Structure from Motion.
Afterwards Multi-View Plane Sweeping (MVPS) is executed for each image sequence, whereas the CameraTracker and the camera, that has been
computed by the CameraTracker, are connected as an input to provide the
camera parameters. If Bundler has been used instead of the CameraTracker
it is sufficient to connect the BundlerCamera as an input, since it already
contains all the required camera parameters. The bounds for MVPS are determined in the interactive mode of MVPS and the smoothing parameters
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(a) Scene 1

(b) Scene 2
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(c) Scene 3

Figure 5.2: In order to give an impression of the rendered scenes used in this
example every 20th frame of the image sequences is shown in the Figure,
whereas a) shows Scene 1, b) Scene 2 and c) Scene 3. Each of the scenes
has an individual camera path and additionally a depth image of frame 40
is shown for each of the image sequences.
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are left at their default value.
After those steps have been completed, a dense point cloud of the scene
and the camera movement has been computed for each image sequence (compare Figure 5.3).

Figure 5.3: Comparison between the reconstructed point cloud for Scene 2
with Multi-View Plane Sweeping and the original model from Blender.

Figure 5.4: Left: Reconstructed point cloud based on the depth data rendered from Blender. Right: Reconstructed point cloud with Multi-View
Plane Sweeping based on the image sequence of Scene 1.
Afterwards the depth image, which has been exported as an OpenEXR
file from Blender and replaces the depth sensor, is imported into Nuke.
Based on the depth values a point cloud is constructed. The construction
of the point cloud is similar to the construction of a point cloud with depth
values from the Kinect. The only difference is, that the depth values do not
need to be converted into meters, since they already have the correct scale.
Besides the depth values, the OpenEXR file additionally contains the RGB
values. Therefore the corresponding color can be applied to each 3D point.

5.1 Ground-Truth Comparison
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The intrinsic parameters of the camera in Blender, which are required to
project the pixels into the 3D space, can be determined by using a blender
script[35], which outputs the following values for the cameras used in this
example: fx = fy = −875 and cx = 400, cy = 300.
After all the point clouds have been generated, the point clouds of the
image sequences are matched individually to the point cloud of the depth
image. Therefore an initial transformation for the matching is manually
estimated by the user in the 3D-Viewer and afterwards the matching is executed with a maximum point distance of 10 as explained in 3.3. Thus almost
all of the points including outliers are used for the matching. Afterwards
the point cloud matching is executed again with a maximum point distance
of 0.1 in order to refine the matching and reject outliers. The matching
of the point clouds leads to the final result with the RGB cameras and the
depth sensor calibrated and the point clouds merged into a global coordinate
system (compare Figure 5.5).

Figure 5.5: Resulting calibration of multiple RGB sensors (white cameras)
and a depth sensor (blue camera) at Frame 1.
In order to actually compare the result of the thesis with the original
scene from Blender, I imported the 3D scene and the cameras from Blender
into Nuke. The 3D scene can be exported in Blender as a Wavefront .obj file
and afterwards imported into Nuke with a ReadGeo node. In order to import the cameras from Blender with the correct transformations, they need
to be exported as a .chan file from Blender. A chan-Exporter is available as
an extension for Blender[36] and afterwards the .chan file can be imported
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in Nuke, which is already supported out of the box.
Instead of comparing the actual camera positions in the 3D space, the
pixel-distance is used as an error measurement, i.e. the reprojection error.
Thus, for each RGB image sequence, I rendered the sequence with the depth
values included in Blender and constructed a point cloud P based on the
depth values and the intrinsic and extrinsic parameters of the blender camera.
Afterwards I reprojected the 3D points (X, Y, Z)T ∈ P to a pixel p1 =
(x1 , y1 )T in the calibrated camera, which has been calibrated based on this
approach. This can be done as follows:
  

 
x1
fx 0 cx
X
 y1  =  0 fy cy  ∗ R ∗  Y 
1
0 0 1
Z

(5.1)

with fx , fy , cx , cy being the intrinsic parameters of the calibrated camera
and R being the extrinsic parameters.
Based on the original pixel p2 = (x2 , y2 )T in the blender camera and the
projected pixel p1 in the calibrated camera the error is calculated as follows:
p
error = kp2 − p1 k2 = (x2 − x1 )2 + (y2 − y1 )2
(5.2)
The error is calculated for each pixel individually and afterwards the average
error is calculated. The resulting average error for the three scenes can be
seen in the following chart:
reprojection error
CameraTracer
Bundler

Scene 1
15.6652
-

Scene 2
7.40537
11.0721

Scene3
10.7711
-

The distribution of the reprojection error for scene 2 with the camera
parameters estimated with the CameraTracker can be seen in Figure 5.6,
whereas the minimum error is 0.00765 and the maximum is 41.3594.
Those reprojection errors are relatively large, although the point cloud
matching works pretty well, which can be seen in the following chart. The
chart shows the average distance between the points of the matched point
clouds. To set this in relation, the entire scene has a bounding box with a
size of (24, 63, 19).
average point distance
CameraTracker
Bundler

Scene 1
0.242798
-

Scene 2
0.303368
0.374536

Scene3
0.243396
-

5.1 Ground-Truth Comparison
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Figure 5.6: Distribution of the reprojection error for scene 2 converted to
the jet colormap with blue being the minimum of 0.007654 and red being
the maximum of 41.3594.
Since the distance between the points in the point clouds is relatively
small, but the reprojection error is still relatively large, I additionally compared the position of the cameras in the 3D-Viewer (compare Figure 5.7).
Although the point cloud matching is good, which can be seen in the Figure, the distance between the cameras is still noticeable. In this case the
distance between the cameras in scene 2 is 0.94151485 if the CameraTracker
is used and 0.606114661 if Bundler is used to obtain the camera parameters.
Although the camera computed by Bundler is closer to the Blender camera,
the reprojection error and the average point distance is larger.
A possible cause for the relatively large reprojection error is, that the
point clouds have different samples for the same object. Therefore the point
cloud matching cannot be perfect. I additionally tried to vary the step size
of the point cloud construction, so that the distance between the points in
a point cloud is increased and therefore the matching might improve, since
the point matching between the point clouds is clearer. Varying the step
size only resulted in insignificant changes of the reprojection error.
Another possible cause is the scale of the point clouds. Although the
implementation of ICP used in this approach considers the scale of the point
clouds, the scale might still be not exact, since the approach does not work
well with point clouds that have a different number of points. Varying the
scale of the point clouds manually also only resulted in minor changes of the
reprojection error.
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Figure 5.7: Comparison between the calibrated camera (white) with the
original Blender camera (green) for Scene 2.

5.2

Real World Example: Office

The approach presented in this thesis also works correctly with an off-theshelf digital camera and a Microsoft Kinect as a depth sensor, which is shown
in this section.
In this example, multiple RGB image sequences are made of the same scene
from different perspectives and additionally a depth image is recorded with
the Microsoft Kinect. The RGB image sequences are recorded with an offthe-shelf digital camera, in this case a Fujifilm FinePix Real 3D W3. In
order to avoid lossy compression of the images I did not record a movie, but
took multiple single images while moving around the scene. Each of the image sequences consists approximately out of 10 pictures. The images have
originally a resolution of 3584x2012, but are scaled down to 1280x720 to
save some computation time. An overview of the image sequences is shown
in Figure 5.8, which shows every second frame of the image sequences.
Retrieving the depth image from the Kinect is achieved with libfreenect[12],
which is a core library for accessing the Microsoft Kinect USB camera and
is available for Windows, Linux and OS X.
The data from the Kinect is saved by using the program record, which is
included with libfreenect. As an output, multiple files are created, whereby
the .pgm files contain the depth values, which are used to reconstruct a point
cloud in Nuke, and the .ppm files contain the RGB values, which are used to
color the point cloud. Although the program saves multiple frames, only a
single frame is used for the construction of the point cloud. The point cloud

5.2 Real World Example: Office

(a) Sequence 1

(b) Sequence 2
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(c) Sequence 3

(d) Sequence 4

Figure 5.8: In order to give an impression of the RGB image sequences used
in this example every second frame is shown in the Figure. The images are
taken with a Fujifilm FinePix Real 3D W3 and each of the columns is an
individual image sequence.

Figure 5.9: point cloud reconstructed from the depth values of a single frame
captured with the Microsoft Kinect
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is constructed by using the plugins described in 4.2. The constructed point
cloud based on the depth data of the Microsoft Kinect is shown in Figure 5.9.

(a)

(b)

(c)

(d)

Figure 5.10: (a) reference frame of the image sequence used for Multi-View
Plane Sweeping. (b) the mask used for the point cloud construction. (c) resulting point cloud based on the depth values from Multi-View Plane Sweeping without mask. (d) point cloud with mask.
Each of the RGB image sequences is imported into Nuke afterwards and
the CameraTracker of Nuke is used to compute the camera motion and the
camera parameters. Information required by the CameraTracker, such as
the film back size, can be found in the manual of the camera, in the EXIF
tags or online. In this case the film back has a size of 5.7mm x 4.2mm. Based
on the CameraTracker, which provides the camera motion and parameters,
Multi-View Plane Sweeping is used to calculate a dense depth image. The
bounds for MVPS are determined in the interactive mode and the smoothing parameters are left at their default values. Afterwards, a point cloud is
generated based on the depth image.
Since large areas of the recordings, such as the wall in the background,
are low-textured, Multi-View Plane Sweeping might calculate wrong depth
values (compare Figure 5.10). Those invalid depth values are removed by
using a mask, which defines which areas of the depth image should not be
projected into the point cloud. An estimate of the mask is generated as
explained in 3.2.2 and afterwards slightly modified to fit the recording.

5.3 Real World Example: Hall
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Afterwards the resulting points clouds of the RGB image sequences are
individually matched with the point cloud of the Microsoft Kinect. Therefore the initial transformation for ICP is manually estimated by the user
in the 3D-Viewer of Nuke and the maximum point distance is set to 10 in
order to consider almost all of the points in the point clouds during the
matching as explained in 3.3. The parameters for maximum iteration and
subsampling step are left at their default value. Afterwards the point clouds
are matched again with a smaller maximum point distance of 0.1 to refine
the matching and reject outliers.
As a result, each of the point clouds from the RGB image sequences is
matched to the point cloud of the depth sensor resulting in a single reference
system for all cameras. Finally, the matched point clouds are merged into
a single scene with the corresponding RGB and depth cameras, which can
be seen in Figure 5.11.

Figure 5.11: resulting calibration of multiple RGB cameras (white) to a
single depth sensor (blue) with the resulting point clouds consisting out of
the individual point clouds merged into a global coordinate system.

5.3

Real World Example: Hall

In this section another example is shown that uses the presented approach to
calibrate an off-the-shelf RGB camera and a depth sensor to each other. In
this example a Fujifilm FinePix Real 3D W3 is used as the RGB camera and
the Microsoft Kinect as the depth sensor. As in the previous example, the
RGB image sequence consists of multiple individually taken images instead
of a movie in order to avoid lossy compression of the images.
The depth image is retrieved from the Microsoft Kinect with libfreenect
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and the included program record as explained in the previous example. An
overview of the image sequence can be seen in Figure 5.12.

Figure 5.12: In order to give an impression of the RGB image sequences
used in this example every second frame is shown in the Figure.

(a)

(b)

Figure 5.13: (a) depth image from the Microsoft Kinect with invalid values
in areas that are far away. (b) depth image computed with Multi-View
Plane Sweeping with wrong depth values in low-textured areas.
This scene has some additional challenges compared to the previous example such as the limited range of the Kinect. The Kinect can detect a
maximum distance of approximately 4-5m, which is exceeded in this example and therefore relatively large areas of the depth image result into invalid
values (compare Figure 5.13). Another challenge concerning the computing
of a depth image based on the RGB image sequence are the large low-texture
areas such as the walls and the ground floor, which could cause wrong depth
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values. Furthermore the reflections on the ground floor could result into
wrong depth values for the RGB image sequence.

(a)

(b)

(c)

Figure 5.14: (a) point cloud reconstructed from the depth values of the
Kinect. (b) point cloud reconstructed from the depth values of the RGB
image sequence. (c) both point clouds matched resulting in a single reference
system.
Based on the acquired input data the presented approach is executed.
Therefore the depth image of the Kinect is imported in Nuke and a point
cloud is reconstructed based on the depth values. Furthermore the RGB
image sequence is imported in Nuke and the CameraTracker is used to compute the camera parameters and the camera motion. Similar to the previous
example the film back size is set to a size of 5.7mm x 4.2mm. The results
of the CameraTracker are used to reconstruct a depth image with MultiView Plane Sweeping afterwards, whereas the bounds for Multi-View Plane
Sweeping are estimated in the interactive mode and the smoothing parameters are left at their default value. The depth images used to reconstruct
the point clouds can be seen in Figure 5.13 and the resulting point clouds
can be seen in Figure 5.14.
In Figure 5.14 can be seen that even though the walls and the ground
floor are relatively low-textured it still resulted into acceptable depth values
for the RGB image sequence and only small parts of the point cloud, especially parts close to the camera, needed to be removed with a mask due to
wrong depth values.
The point cloud based on the depth data of the Kinect only consists out
of points for the first few meters, since points further away are exceeding
the range of the Kinect and thus result into invalid depth values. Therefore
the scene is challenging to match, because the point cloud of the Kinect is
missing lots of points for areas far away and the point cloud for the RGB
image sequence is missing points for the ground floor in front and thus the
overlap of the point clouds only consists out of part of the walls and the
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objects placed in the scene.
The resulting point clouds are matched to each other with the implementation of the modified Iterative Closest Point algorithm, whereas the
initial transformation is estimated manually in the 3D-Viewer. Afterwards
the matching is executed with a maximum point distance of 10 in order
to consider almost all points. Based on the resulting transformation the
matching is repeated with a maximum point distance of 0.2 in order to reject outliers during the matching.
As a result the point clouds are matched to each other and merged into
a global coordinate system. Therefore the cameras are calibrated to each
other by applying the resulting transformation of ICP to the RGB camera.
The resulting calibration can be seen in Figure 5.15.

Figure 5.15: the resulting merged point cloud and the calibrated cameras
in a global coordinate system, whereas the green camera is the Microsoft
Kinect and the white cameras are from left to right frame 0, 4, 8 and 12 of
the RGB camera.
A possible use case for the approach is the improvement of the depth
image, which is experimentally shown in this paragraph. For example the
depth image computed with Multi-View Plane Sweeping can be improved
based on the depth image of the Kinect. In order to achieve this goal the
point cloud based on the depth values of the Kinect is reprojected into the
calibrated RGB camera by applying the previously obtained extrinsic and
intrinsic parameters to each of the points. This results into a new depth
image which has the same perspective as the depth image computed with
MVPS. Afterwards the depth image computed with MVPS is improved by
overlaying the valid depth values of the Kinect, since the low-textured areas
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such as the walls or the ground floor cannot be robustly reconstructed with
Structure from Motion, whereas the Kinect still provides valid depth values
for those areas. The experimentally improved depth image can be seen in
Figure 5.16, whereas the depth image computed with MVPS is cropped in
order to have the same size as the depth image obtained from the Kinect.

(a)

(b)

(c)

Figure 5.16: (a) depth image obtained by reprojecting the point cloud of the
Kinect into the calibrated RGB camera. (b) cropped depth image computed
with MVPS. (c) improved depth image with the valid depth values of the
Kinect overlaying the depth values computed with MVPS.
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Chapter 6

Conclusion and Discussion
In this thesis an approach to jointly calibrate a RGB sensor and a depth
sensor without using markers or patterns is presented. This is achieved by
reconstructing point clouds for the RGB image sequence and the depth image and matching them afterwards. The reconstruction of a point cloud for
the RGB image sequence is achieved with Multi-View Plane Sweeping and
the matching of the point clouds is realized with a modified version of the
Iterative Closest Point algorithm, which additionally considers the scale of
the point clouds and also rejects outliers.
The resulting matching registers the point clouds into a global coordinate
system and calibrates the RGB camera and depth sensor to each other.
The presented approach is implemented as fully modular plugins for the
commercial digital composition software Nuke and is evaluated in multiple
examples afterwards. First, a quantitative analysis is conducted with a 3D
scene created in Blender and afterwards a qualitative analysis is conducted
with two real world scenes, which each have different challenges.

6.1

Discussion/Limitations

Although the calibration of a depth sensor, in this case the Microsoft Kinect,
and a RGB sensor seems accurate in the real world example presented in
5.2 and 5.3, the presented approach has some limitations which result into a
relatively large reprojection error in comparison to ground truth (compare
section 5.1).
An issue that was not completely solved in this thesis and that could result
in an increased reprojection error is the scale of the point clouds. Although
the modified version of the Iterative Closest Point algorithm considers the
scale of the point clouds, the estimation of the scale does not work well for
point clouds with a different number of points. Therefore, if the depth image
has a different resolution than the RGB images or the construction of the
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point clouds uses different step sizes, the scales are not estimated correctly
and need to be estimated manually, which could introduce inaccuracy and
increase the reprojection error.
Another cause for an increased reprojection error is the discretization of the
point clouds. Since the cameras have different perspectives and only individual points of the scenes instead of surfaces are considered for the matching,
the points do not exactly match between the different point clouds. The
issue is additionally intensified if the RGB image and depth image have different resolutions. Therefore an inaccuracy of the point cloud matching is
introduced which results into an increased reprojection error.
Furthermore the inaccuracy of the used Structure from Motion algorithm,
in this case the CameraTracker from Nuke and Bundler, could increase the
reprojection error. In the previous comparison to ground truth (compare
section 5.1) both Structure from Motion implementations computed slightly
different results and therefore resulted into different calibrations. Thus the
reprojection error is increased due to the inaccuracy of Structure from Motion.

Another limitation is that Multi-View Plane Sweeping does not work
well with low-textured scenes. Although the issue is handled in this thesis by computing a mask, which removes low-textured areas from the point
clouds, it can still result into a faulty calibration. If a significant part of the
scene is removed from the point cloud due to wrong depth values in lowtextured areas, the point cloud matching can result into a wrong matching
and therefore a wrong calibration of the cameras. Thus it is necessary that
parts of the point clouds overlap in order to achieve a correct matching.
A limitation that is introduced by using the Microsoft Kinect as a depth
sensor is the limited range. The minimum range of the Kinect is 0.6m and
the maximum range is approximately 4-5m. Objects that are closer or further away result into invalid values and therefore the significant part of the
scene needs to be in the range in order to construct an usable point cloud.
Additionally the Microsoft Kinect does not work outdoors due to the sunlight. If the Kinect works at night has not been tested. In addition it would
be interesting to test the approach with other depth sensors such as a Light
Detection And Ranging (LIDAR) sensor or a time of flight (TOF) sensor
instead of a Kinect and compare the results afterwards.
In contrast to the calibration of RGB cameras, where two individual images
can be calibrated to each other, this approach requires multiple images from
different perspectives or an image sequence of the same scene to reconstruct
a point cloud with Multi-View Plane Sweeping. It is not possible to calibrate an individual RGB image of a RGB sensor to a depth sensor with the
presented approach.

6.2 Future work

6.2
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The approach introduced in this thesis may be enhanced in future research.
Some possible enhancements are specified in this section.
A possible enhancement of this thesis is the investigation of the source of the
reprojection error. As previously explained the relatively large reprojection
error can emerge from different sources such as different scales of the point
clouds, the discretization of the scene or an inaccuracy of Structure from
Motion. Therefore it would be interesting to compare the results of each
step to ground truth individually instead of only comparing the resulting
calibration to ground truth, which has been done in this thesis. Based on
the results the source of the reprojection error can be narrowed down afterwards.
Another possible improvement of the presented approach is the improvement of the modified Iterative Closest Point algorithm to estimate the scale
correctly for point clouds, that have a different number of points. This
would improve the matching for input data, that has different resolutions,
and therefore increase the accuracy of the calibration.
One more possible enhancement of the presented approach that could increase the accurateness of the calibration pertains the matching of the point
clouds. Instead of minimizing the distance of the point clouds in three dimensional space it would be attemptable to project the points of the point
clouds from the RGB image sequence into the image plane of the depth
sensor and minimize the distance in two dimensional space.
Furthermore it would be desirable to enhance this approach to construct
meshes based on the point clouds and afterwards match the meshes instead
of the point clouds. This has the advantage, that the sample size does not
distort the resulting matching. Most of the time the point clouds have a
different sample size for the same object in the scene due to a different
perspective and therefore the point cloud matching cannot result into a perfect matching. Using meshes instead of point clouds solves this issue and
increases the accuracy of the matching.

50

Conclusion and Discussion

Bibliography
[1] Noah Snavely, Steven M. Seitz, and Richard Szeliski. ”Photo tourism:
exploring photo collections in 3D”. In ACM SIGGRAPH 2006 Papers
(SIGGRAPH ’06) 2006
[2] Nuke, http://www.thefoundry.co.uk/products/nuke/. Accessed on
September 1st 2012.
[3] NDK Developer Guide, http://docs.thefoundry.co.uk/nuke/63/
ndkdevguide/. Accessed on September 1st 2012.
[4] Microsoft Corporation. Microsoft Kinect, http://www.xbox.com/
en-US/kinect. Accessed on September 1st 2012.
[5] Kai Berger, Kai Ruhl, Christian Brümmer, Yannic Schröder, Alexander
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