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Abstract

Computed tomography (CT) reconstruction is a highly studied field in image processing
that aims to reconstruct 3D images from radiographic projections. In industrial CT in
particular, datasets are of substantially higher resolution than in conventional medical
applications and the metrological accuracy of computed results is of great importance.
This leads to high demands towards the computational performance of reconstruction
algorithms. It also imposes a need to compensate for an abundance of artifacts that
are introduced when not accounting for physical effects that play a role during the ac-
quisition of projections. In this dissertation, we present several techniques that combat
such artifacts in CT reconstruction.

Firstly, we devise a method for reducing or eliminating stair artifacts that occur
when polygonizing surface meshes from voxel grids that have been reconstructed using
CT. We employ the ability of the commonly used filtered backprojection technique
to reconstruct infinitesimal voxels at arbitrary positions of the volume, and use it to
circumvent the interpolation sub-voxel data that leads to the stair artifacts in the
polygonization.

Additionally, we seek to reduce ring artifacts in reconstructed volumes. These
artifacts stem from incorrect normalization of detector screen pixels and particularly
affects voxels near the axis of rotation in circular scans. We seek to reduce those artifacts
by physically correctly modelling the flat-field errors that lead to the emergence of the
artifacts. Simultaneously, we demonstrate a computationally efficient way to implement
our method in an existing CT reconstruction pipeline.

Finally, the challenge of compensating for geometric calibration errors is addressed.
In the case of truncated projections, we develop and evaluate methods for calibration
correction with limited or no data redundancy. We consider and examine both methods

that operate in projection domain as well as ones operating in image domain.






Kurzfassung

CT Rekonstruktion ist ein viel untersuchtes Forschungsfeld in der Bildverarbeitung und
befasst sich mit der Rekonstruction von 3D Bildern aus radiographischen Projektionen.
In industrieller CT im Besonderen kommen Datenséitze wesentlich hoherer Auflésung
zum Einsatz als in herkémmlichen medizinischen Anwendungen und die messtechnische
Genauigkeit der gewonnenen Ergebnisse ist von grofler Bedeutung. Diese Eigenschaft
fithrt zu hohen Anspriichen an die Geschwindigkeit der Berechnungen des Rekonstrukti-
onsalgorithmus. Sie schafft aulerdem eine Notwendigkeit der Kompensation einer Viel-
zahl an Artefakten, die durch das Auftreten unberiicksichtigter physikalischer Effekte,
welche in der Akquise der Projektionen eine Rolle spielen, verursacht werden. In dieser
Dissertation priasentieren wir mehrere Techniken zur Bekdmpfung von solchen Artefak-
ten in CT Rekonstruktion.

Zunéchst entwerfen wir eine Methode zur Reduktion oder Beseitigung von Stufenar-
tefakten, die bei der Poligonisierung von Oberflichen aus Voxelgittern, die mittels CT
rekonstruiert wurden, auftreten. Wir nutzen die Eigenschaft der hdufig verwendeten ge-
filterten Riickprojektiontechnik, hiermit infinitesimale Voxel an beliebigen Positionen
des Volumens rekontruiert zu kénnen, um die Notwendigkeit der zu Stufenartefakten
fithrenden Interpolation von Subvoxeldaten wiahrend der Polygonisierung zu umgehen.

Zudem befassen wir uns mit der Reduktion von Ring Artefakten in rekonstruierten
Volumen. Diese Artefakte entstammen einer fehlerhaften Normalisierung von Detektor-
pixeln und betreffen insbesondere Voxel nahe der Drehachse in Aufnahmen aus einer
Kreistrajektorie. Wir streben an, diese Artefakte zu reduzieren, indem wir die Hell- und
Dunkelbildfehler, die zu der Entstehung dieser Artefakte fithren, physikalisch korrekt
modellieren. Gleichzeitig zeigen wir eine effiziente Art der Implementierung unserer
Methode in eine existierende Rekonstruktionspipeline.

Schlieflich wird die Herausforderung der Korrektur geometrischer Kalibrierfehler
behandelt. Anhand des Falls von abgeschnittenen Projektionen entwickeln wir Metho-
den zur Kalibrierungskorrektur unter der Nebenbedingung eingeschréinkter oder nicht
vorhandener Redundanzen in den Projektionsdaten und werten diese Methoden aus.
Wir betrachten und untersuchen sowohl Methoden, die anhand der Projektionsdaten

arbeiten, als auch welche, die auf den Bilddaten operieren.
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Introduction

Looking inside an object without breaking it apart is an ability that ction ascribes
only to people with super-human capabilities. While visible light only rarely penetrates
objects in a manner that allows us a glance inside, Wilhelm Conrad Rentgen discovered
a range of electromagnetic wavelengths that has allowed for the development of increas-
ingly precise radiographic imaging methods, from single momentary X-ray photographs
to full- edged 3D scans at nanometer resolution. These inventions promoted exhaustive
research in the eld of computed tomography (CT) reconstruction, where the radio-
graphic images are processed and a 3D representation is computed that matches what
was witnessed on the screen. X-ray apparatuses have found their way into frequent
clinical use and the idea of getting an X-ray for a suspected broken bone or a CT-scan
of your inner organs is ubiquitously well-known, placing CT rmly into the medical eld
in the public eye. But computed tomography grants information precise enough to go
beyond the mere use for medical application, and over time, more and more interest
was found for CT's metrological potential. To date, CT has secured a permanent spot
in quality assurance for industrial applications, where manufactured components can
be inspected and their deviations from speci cation measured.

However CT's success is tainted by a multitude of artifacts that plague its results
and hamper metrological use. In this thesis, we direct our gaze at some of the short-
comings in the accuracy and correctness of CT reconstruction as well as how they can
be corrected or compensated for. The variety and complexity of its artifacts is too vast
to fully address all of them in the scope of this thesis. Thus, we focus on a few select
artifacts, their cause, and their resolution.

1.1 Problem Statement

Computed tomography reconstruction is the process of computing a 3D representation
of an object from available radiographic images. It thus poses an inverse problem
{ to nd the most plausible solution to agree with the observations made. Such a

solution is not always unique, depending on the number of radiographs captured, their
resolution and their delity, the set of equally adequate solutions may be endless, yet
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only one of them re ects reality. Nonetheless, algorithms have been developed that can
compute a probable solution, but reconstructing a 3D representation for the object is
computationally expensive and scan times are long. Thus state-of-the-art approaches
cut corners and use simpli cations where possible, including shortened scan times,
limited resolutions, and mathematically incorrect reconstruction techniques. These
shortcomings lead to a variety of artifacts that reduce the accuracy of the results.

CT is used for both medical and industrial applications using X-ray to generate
the required radiographic projections. X-ray radiation interacts with objects in ways
that are more complex than the often assumed straight-forward linear projection of the
object onto a detector [Defrise and Gullberg 2006]. Likewise, the capturing hardware
only provides limited accuracy and projections are heavily noisy. These physical e ects
lead to a myriad of di erent types of artifacts that in turn deteriorate the reconstruction
guality. Such artifacts are particularly problematic in industrial applications, where
metrological measurements are performed on the results, which are to re ect reality to
a micro- or nanometer precision.

The problem thus becomes that both physical e ects as well as implementation
limitations need to be accounted for in a fashion that minimizes the error in the recon-
structed image. The methods that incorporate compensation of these e ects must not
exceed the computational and temporal bounds of what can be expended in practice.
If possible, algorithms should be able to operate on limited hardware and without prior
knowledge, making the problem particularly challenging.

1.2 Motivation

Computed tomography has been well-known for its use in clinical applications for
decades, even though X-ray radiation poses a considerable problem in the medical eld,
due to its ionizing e ect damaging living tissue [Garman and Weik 2019]. But the abil-
ity to obtain information about the insides of a patient quickly and non-intrusively
outweighs its negative counterpoints in many situations. The attraction that this abil-
ity possesses is not unique to medical imaging alone. Other applications also may
greatly bene t from it. Quality assurance has established itself as a vital process in the
manufacturing of nearly every product on this planet. Whether performed on every
produced unit, weeding out those that don't score a passing grade, or by random sam-
pling, the evaluation of a correct production is almost omnipresent. Even if a product
itself isn't tested, the tools and machines that process and handle it are. Not every
component can be inspected with tactile or visual measurements, however. To detect
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non-super cial defects, a rising demand for tomographic metrology has heralded the
advent of CT as an increasingly common instrument for non-destructive testing [Wells
et al. 1994]. Injection-molded plastic components and their cavities as well as defor-
mations during cooling down, pose as a prime example for a use case where CT is
becoming a vital tool of evaluation [Zhao et al. 2020]. Here, other optical measurement
options are unable to give insight about the presence of inclusions of air, and even sur-
face defects may be dicult to accurately measure for more complex structures. Yet
CT is capable of scanning plastic components with relative ease, as they exhibit little
to none of the usual artifacts.

The exertion for metrological purposes requires CT to be as precise as possible.
Yet in the past, artifacts, noise, and low resolution have always been a nuisance when
evaluating reconstruction results. This has limited the degree to which CT can be
utilized for measurements. In practice, the operation of a CT scanner requires intricate
user knowledge about the avoidance, identi cation, and interpretation of common types
of artifacts, which in turn makes CTs in exible and unattractive to employ. Without
those limitations, CT could experience a more wide-spread use, both in terms of what
types of objects can be accurately scanned, and in terms of precision goals that can be
met with it.

1.3 Challenges

The goal of this thesis is to develop methods and approaches that can augment state-
of-the-art CT reconstruction algorithms and compensate for or correct artifacts that
normally arise in CT reconstruction. There are a variety of artifacts that arise from
unaccounted-for physical e ects, awed scanning equipment, mathematical inaccuracies
in the reconstruction algorithm, discretization, and noise. These artifacts do not occur
one at a time and ascribing each artifacts to the correct cause can be di cult, especially
if no straightforward way of correcting an artifact inducing e ect exists. On top of this,
CT reconstruction is often executed by ordinary users, precluding the use of excessive
prior knowledge, as entering the necessary data can be tedious and a source of error.
Without prior knowledge, more variables need to be estimated on the .

A challenge lies in the tight constraints placed on reconstruction algorithms to
function e ciently. Industrial CT datasets exhibit large resolutions, often causing
both input and output to be tens of gigabytes, up to over a hundred gigabytes large
each [Wedekind et al. 2018]. Iterative or otherwise ine cient algorithms quickly become
unfeasible on higher resolutions, and algorithms need to pay mind not only to the speed,
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but also the memory e ciency. For su ciently large datasets, random access in the
dataset becomes a problem, as only a part of the input and output data may t in
memory at a time, thus requiring algorithms to function with some form of spacial
locality on the data.

An additional challenge is imposed by latency constraints. Not only does the re-
construction need to be performant when it comes to throughput, it should also be
able to start as soon as possible, preferably after the rst projection is input. The scan
process can take a long time, sometimes as long or even longer than the reconstruc-
tion [du Plessis et al. 2016]. If the reconstruction is only able to start once the scan
is complete, this creates a sizable delay during which the user waits for results. Any
artifact correction that requires knowledge of all projections while also needing to be
performed before the reconstruction, would e ectively stall the entire application until
the end of the scan. As such, artifact correction often needs to operate on incomplete
data. The exact measurement positions of other projections cannot be relied upon, as
those projections may not have been captured yet.

1.4 Overview

Chapter 1 served as an introduction to the topic of this thesis. The remainder of the
chapter will give an overview over the structure of this dissertation as well as a descrip-
tion of the scienti ¢ contributions that the papers in this thesis constitute. Chapter 2
provides background knowledge of the most important concepts of CT reconstruction,
which will help the reader comprehend the terminology of the papers herein as well as
their scope. Chapter 3 gives a summary of related works relevant to the contributions
of this thesis.

Thereupon follows the presentation of the papers produced in pursuit of this thesis,
constituting the main contributions of the author to the scienti c community, as well as
the main part of this document. Each paper addresses a di erent type of artifact that
emerges in CT reconstruction. Paper A investigates the avoidability of stair artifacts
in the polygonization of CT images. It proposes a novel scheme for circumventing
the root cause of these artifacts as well as demonstrates the scheme's e ectiveness and
that it can be implemented e ciently. In Paper B, a specic type of ring artifact is
considered that results from normalization errors in the sinogram. The method for
correcting ring artifacts using a scan's projections that is provided in the paper is able
to improve upon state-of-the-art algorithms in two regards and evaluates the e ect of
this improvement on di erent datasets. Paper C examines the post-hoc correction of
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geometry calibration errors in the case of truncated projections. It uses two methods
for calibration correction that only function on untruncated sinograms and adapts them
for the truncated case as well as analyzes their e cacy.

Finally, Chapter 4 concludes the thesis by summarizing the results of each paper
and the conclusions that can be drawn from them. It discusses their value as well as
yet unresolved issues in the eld. After that, it gives an outlook on future work that
can be undertaken on the subject of artifacts in CT reconstruction by basing on the
results of this thesis, thereby furthering our understanding of the eld and bridging
some of the limitations of the works presented thus far.






2 Background

The following chapter serves as an informer about the underlying physical processes,
measurement procedure, calculations, and aims of CT reconstruction. Its purpose is
to supply the background information necessary to understand the problems as well as
measures taken in the works presented in this thesis.

2.1 Measurement

2.1.1 Objective

CT is an imaging method used to measure the shape, position, size, con guration,
and properties of a scanned object. The purpose of CT reconstruction is to obtain
a volumetric description of that object. This is achieved by acquiring radiographic
projections of said object, i.e. pictures where each pixel corresponds to the integral
of some property along a single ray through the object. To avoid confusion, it is
important to note that the projections are not called "images". CT literature uses the
term "image" for the result of the reconstruction, not the result of the radiographic
acquisition process. Instead, the term "projection(s)" is used as the result of the
acquisition, rather than the process of projecting. A stack of projections is called a
sinogram. This term takes its origin from the fact that when looking at a slice through
such a stack, the projected parts of the scanned object form sine waves [Zeng 2001].
One of the most popular forms of radiographic projection used for CT is X-ray
images. X-rays are high-energy, short-wavelength photons with the useful property
that they are attenuated by solid materials much less than photons within the light
spectrum visible to humans. Each photon has a chance to be absorbed by the material
it passes through and di erent materials have a di erent probability of absorption per
distance traversed. This property of the material is called the absorption coe cient. If
a su cient number of photons is sent along a ray through an object, then the number
of photons that reach the other side stochastically converges to a proportion that is
equal to the chance of passing through for each individual photon. One calls this beam
of photons attenuated by the material and the material's absorption coe cient is also
called its attenuation coe cient. In general, materials with higher mass density also



Background

tend to have a higher attenuation coe cient, although the attenuation coe cient also
depends on the energy and thereby the wavelength of the photons used [Jackson and
Hawkes 1981]. This, combined with the fact that X-rays penetrate objects easily and
are harmful to living tissue, is why scanning chambers are usually encased with heavy
lead plating to stop most of the radiation from escaping, but other methods of radiation
shielding exist as well [Curtis 2010].

By reconstructing an object from X-ray projections one obtains a volumetric image
that shows the attenuation coe cient and thus approximates the density of the object at
each point in 3D space. This result is extremely useful for medicine, where the material
composition of bones and di erent organs varies, e ectively allowing practitioners to
look inside a patient noninvasively. This opportunity comes at the cost of radiation
exposure, which needs to be kept minimal. Therefore, medical applications of CT
commonly need to handle reconstruction tasks that su er from a scarcity of data and
precision [Boas et al. 2012, Chen et al. 2014].

Industrial CT applications, on the other hand, scan manufactured components for
guality assurance purposes. As such, they deal with inanimate materials and needn't
concern themselves with the health of the subject. They are thus not inherently limited
by the same kind of restriction to radiation dose, energy, or duration. Therefore,
industrial CT scans tend to take longer, use higher energies, yield higher precision,
capture more projections, and employ higher resolutions [du Plessis et al. 2016].

2.1.2 Physics

To acquire a projection, the object to be reconstructed must be placed in between an
X-ray source and a detector and the relative position of these three components must be
known exactly. While it is possible to move all three parts independently, the need for
calibration and normalization has lead manufactures to place the detector and source
in a rigid gentry and to only alter the relative position of the object and the gentry
throughout the scan.

An X-ray source functions by accelerating electrons in a vacuum, which then col-
lide with an electron target, typically made of tungsten, where their kinetic energy is
released as X-ray radiation. This allows for two adjustable parameters to be chosen:
The voltage used to accelerate the electrons determines the maximum energy that pho-
tons emitted by the X-ray source can have, as well as the probability distribution of
energies for emitted photons. The power running through the circuit that emits the
electrons determines the number of photons emitted per time and thus the intensity of
the radiation, or in other words, the brightness of the X-ray source. The position of

10
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the X-ray source can be simpli ed to mean the geometric center of its focal spot, where
the photons are emitted. In reality, this focal spot has a spatial extent, and the size of
the spot is bounded below by the heat produced by impacting electrons.

In medical CT, this is achieved by rotating the source and detector around the
patient lying on a table that remains in place or is at most translated along the axis
of rotation. In industrial applications, it is possible to a x the scanned object to a
rotary table which is rotated and lifted around and along the axis of rotation. This is
much preferred over rotating the gentry, as forces exerted by the rotation and changes
to gravitational direction introduce minor changes to the position and distortion of the
heavy source and detector, which impairs the calibration [Maier et al. 2011].

In both cases, the set of positions that the X-ray source can take relative to the
object forms a hollow cylinder. The position of the X-ray source relative to the object
during a projection is known as the measurement position of that projection. This
determines the positions and orientations of rays that can be cast through the object,
so long as the detector is placed complementarily to measure the attenuation. The path
the source takes around the scanned object during the scan is called the scan trajectory.
Di erent shapes of detectors exist, and medical applications typically employ detectors
that curve around the patient to some degree whereas industrial applications often use
at panel detectors, which simpli es some geometric calculations. Inside the detector
screen, the photons are either counted directly or collide with a scintillator, a layer of
material that becomes luminescent when excited by ionizing radiation such as cesium
iodide. That luminescence can then be measured with regular photo sensors, although
X-ray detectors typically contain additional light-amplifying components in between the
scintillator and the detector, because the amount of radiation measured is notoriously
low [Seibert 2006].

Since knowledge of the precise relative positions is required for the reconstruction,
the system must be calibrated. For this, an approximate calibration can be obtained
through yardstick measurements, but ultimately a precision on the scale of hanometers
is required. The most common method to achieve this is by manufacturing dedicated
calibration objects whose position and orientation can be registered on the detector.
It's also possible to adjust the calibration with the projections of a regular scan as
discussed later in this thesis.

The intended output of the scan, or the input of the reconstruction, is the set of
integrals of the attenuation coe cient along the rays from the X-ray source to the
individual pixels. However, what's measured is the number of photons that reach and
are registered by the pixel. To convert this information into the desired integral, one

11
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uses the fact that the photon beams are attenuated exponentially. That is
Z
I =1, exp ) (x)dx ; (2.1)
where |, is the initial intensity of the beam, i.e. the number for photons ejected along
the ray, | is the intensity measured,L is the line along the ray, and is the scalar eld
of the attenuation coe cient. By logarithmizing one obtains
| Z
log — = (x) dx (2.2)
lo L
for each individual pixel. While | is the information gathered by the regular scan,
o can also be measured by moving the object to be reconstructed out of the optical
path. This holds, because the attenuation of air is negligible. Since the position of
the detector relative to the source is xed, |y remains unchanged and only needs to be
measured once, so long as the voltage and power of the X-ray source do not change.

This normalization needs to be processed for each pixel independently; for one,
becausel g diers from pixel to pixel, but also because the detector is manufactured
imperfectly. This causes each pixel to have a di erent sensitivity to radiation, also
known as its gain. In addition, pixels observe a base amount of electronic noise that
is erroneously measured as incoming radiation [Duan et al. 2013]. This noise persists
and is una ected by the intensity of the beam. It can therefore be cancelled out during
normalization by turning the X-ray source o and capturing another projection | that
is subtracted from both I and Io. The projection I¢ is known as the ood image and
le is known as the dark image. Collectively, they are called at- eld images. Figure
2.1 shows a pair of at- eld images.

Note that in industrial applications, most scanned objects are composed of only one
or a handful of distinct materials whose attenuation coe cient is monotonous at any
point of the object [Lifton12 et al. 2013]. Also note that when evaluating Equation 2.1,
the absolute position of the object along the integrated lineL is irrelevant and only
the length that the ray traverses through each material matters. As such, the integral
in Equation 2.2 can be simplied to a sum

X
m Im; (2.3)
m2M
whereM is the set of materials contained in the object, n, is the attenuation coe cient
of material m, and |, is the total length of the segments of the ray that pass through
material m.
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(@) dark image (b) ood image

Figure 2.1: Typical at-eld images of a at panel detector, contrast enhanced

One diculty in CT is that projections are degraded by strong noise and likewise
are the at- eld images. Since the error introduced in Io and l¢ is propagated into
every normalized projection, these values are particularly important. Therefore, they
are usually captured with exposure times one or two orders of magnitude larger than
the scan's projections, in order to reduce the noise [Van Nieuwenhove et al. 2015].

It is worth noting that Equation 2.1 does not fully re ect reality for a variety of
reasons. For instance, since the attenuation (x) depends on the energy of the photon,
Equation 2.1 only holds if the X-ray spectrum is monochromatic, i.e. if all photons
emitted have the same energy. This is, in general, not the case, as common X-ray
sources emit photons in a broad band of energies whose composition is not always known
exactly. Figure 2.2 shows the spectrum of a typical X-ray source. A common strategy
to work around this disqualifying criterion is to place a pre- lter in front of the X-ray
source that absorbs weaker energy photons [Bal and Spies 2006]. Additionally, if the
attenuation coe cients' variation across the spectrum is low enough, this mathematical
inaccuracy can simply be ignored and Equation 2.1 can be used as though the spectrum
were monochromatic without introducing signi cant errors.

While X-rays mostly pass through objects una ected, those photons that are stopped
are subject to re ection and refraction much like visible light. This can occur at any
point inside the measurement chamber: At the object, inside the detector, and at other
parts of the chamber, such as the walls. This e ect is called scatter [Niu and Zhu 2010].

Scatter at the object is some of the hardest scatter to correct for, because its layout
changes throughout the scan as the object is rotated or the gentry is rotated around the
object. It is particularly problematic in clinical applications, as living tissue is mostly
composed of water and water is known to have a relatively high scatter to attenuation
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Figure 2.2: The spectrum of an X-ray source operated at 224 kV with a tungsten target.
The spikes mark characteristic K lines of tungsten, the energy required to excite an electron
on its shells. The smooth part of the curve is due to bremsstrahlung and makes up for the
majority of the photons emitted

ratio [Amann-Winkel et al. 2016]. A photon that is scattered inside the object may
impact on any pixel of the detector, but the probability for the emergent angle is not
evenly distributed. Instead, it is governed by the Klein{Nishina formula (see Figure
2.3) which describes the probability distribution of the emergent angle of a photon
after the collision with an electron in the object. Accordingly, high energy photons
are much more likely to be scattered forward than sideways and lower energy electrons
are more likely to be scattered forward or backward than sideways. Thus scatter o
an object close to the detector will act like a local, distance-dependant blur, whereas
moving the object further away from the detector and closer to the source will make
the blur increasingly global up until the di erence between it and a at o set becomes
negligible.

Scatter inside the detector can happen inside the scintillator or other components
behind it. In particular, most detectors are out tted with a beam stop layer behind the
photo sensors, which may cause backscatter into the detector [Ya e and Rowlands 1997,
Joseph and Spital 1982]. A beam stop is an object that attenuates radiation enough
to disregard any remaining radiation passing through it. Much like with scatter at
the object, the radiation may be diverted into any direction, but every bounce reduces
the expected intensity of the radiation signi cantly, so that scatter from the detector
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Figure 2.3: Probability distribution for the emergent scatter direction for Thomson scat-
ter according to the Klein{Nishina formula (author: Dscraggs). Common CT scanners
emit photons with energies of a few hundred keV
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into the chamber and back into the detector is negligible. Scatter from one detector
element, or pixel, into other detector elements on the other hand, poses a problem. Each
pixel observes the direct illumination from only itself, but the accumulated indirect
illumination caused by scatter from all neighboring pixels nearby. The neighborhood
in which the e ect is measurable, is several hundred pixels wide. This e ect causes a
glare or blurring of the acquired projections that is dependant on the spectrum of the
radiation after passing through the object, and varies locally depending on the angle
of incidence [Naimuddin et al. 1987].

Radiation that scatters at the walls and gentry may be redirected into the detector
and illuminate its pixels [Miceli et al. 2007]. The angular area of the part of the radiation
emitted by the source that hits the walls or gentry is comparatively large so that scatter
from the walls can amount to a non-trivial portion of the photons registered on the
detector. The magnitude of this portion varies greatly by the measurement setup, but
can be a few per cent of the radiation measured.

X-ray photons can also be diracted [Harding et al. 1987]. This is particularly
apparent when scanning crystals, as their regular latices allow the di racted waves to
add up rather than cancel each other out stochastically [Afanas' ev and Melkonyan
1983]. However, this e ect is mostly ignored as crystals are an uncommon subject to
reconstruct, and the severity of the degradation of image quality is mostly negligible.
Additionally, X-rays can be re ected on object edges [Innis-Samson et al. 2011]. This
e ect is most notable at outer edges of strongly attenuating objects that lie in parallel
with the direction of the ray. This can lead to a darker inside edge and brighter outside
edge than expected. The result of this is that the edge of the object appears to attenuate
more strongly than it does in actuality. Since this e ect sharpens the reconstructed
edge and doesn't lead to severe cupping, it is likewise mostly ignored.

2.2 Reconstruction

2.2.1 Foundations

At its core, CT is an inverse problem. The measurement process yields { with con-
founding other physical e ects { integrals over the local attenuation coe cients, and
the reconstruction process computes the attenuation coe cients from those integrals.
In 2D, solutions to this problem were already known prior to the emergence of CT.
It is easy to see that in 2D, any line integral constitutes a value of the attenuation
function's radon transform. If the full radon transform is known, i.e. every possible ray
through the object is measured, known algorithms can be used to compute the original
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Figure 2.4: On a circular scanning trajectory, data is redundant. Every line integral can
be measured from two points on the trajectory

attenuation function [Beylkin 1987].

For this reason, the rst CTs operated in 2D and only scanned a slice of the pa-
tient [Buzug 2008]. A di culty here is that the radon data available is not uniformly
sampled. This is due to the fact that parallel projections are not physically possible.
Instead, the rays of a projection originate from a common point in 3D, namely the focal
spot of the X-ray source. With a single row of detector pixels, such projections are thus
known as a fan-beam projection. Initial implementations used to re-sample the data
available into parallel projections or even emulate parallel projections by capturing pan-
ning the source parallel to the screen and capturing individual patches of quasi-parallel
beams. Modern approaches, however, reformulate the radon inversion formula to be
able to operate on non-uniformly sampled data from fan-beam projections [Herman
1995].

To capture the full radon space, the simplest solution is for the X-ray source to
travel on a circular trajectory around the patient and to capture a projection on each
point of the circle as illustrated in Figure 2.4. This leads to data redundancy, as the
integral along any ray through the object is equal to the integral along its opposite
ray on the same line but in the reverse direction. Both rays are captured in a full
circular scan. However, since this redundancy e ectively doubles the exposure time for
each ray, its time and radiation overhead can be cancelled out simply by halving the
exposure time of all projections.

With such a circular scan, mathematically exact reconstruction is possible for the
2D case, but 3D output is normally required. One naive way to generalize this approach
for 3D is to discretize the 3rd axis into slices and to reconstruct each slice individually
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via the 2D reconstruction described above. However, this is not feasible from a time and
radiation exposure standpoint. Instead the rst algorithms for 3D CT reconstruction
extended the 2D approach for the 3D case by using false or grossly interpolated data
for their projections. One of these algorithms remains one of the most frequently used
reconstruction algorithms to date [Feldkamp et al. 1984].

One rudimentary solution was to have the source traverse a helical path around the
object with each position capturing only a single row of pixels orthogonal to the lift axis
of the helix. As a result, for every slice through the volume, orthogonal to the lift axis,
there is only a single fan-beam projection available. To be able to reconstruct using the
2D approach above, the remaining fan-beam projections necessary were interpolated
from the two adjacent revolutions of the helix. This could introduce large errors,
depending on the pitch of the helix, and artifacts were the consequence [Buzug 2008].

An intuitively worse approximation that yields surprisingly accurate results was de-
vised by Feldkamp, Davis, and Kress (FDK) and remains in use to this day [Feldkamp
et al. 1984]. They proposed the use of a detector plane instead of a single row, thus
obtaining cone-beam projections rather than fan-beam projections, and capture pro-
jections from only a circular trajectory around the object. For the slice of the volume
that contains the trajectory, a regular 2D reconstruction is possible. For each voxel
outside the center slice and each projection, a detector row outside of the center slice
is chosen so thatv lies within the fan-beam projection created by the X-ray source
onto that row. That fan beam projection is treated as though it were orthogonal to
the axis of rotation, parallel to the center slice and containingv. Figure 2.5 illustrates
this approach. Note that for most voxels v, this method chooses a di erent detector
row for di erent projections. These virtual fan-beam projections form a conventional
2D circular scan from which v can be reconstructed.

The artifacts that emerge from this approach are most severe for large opening
angles in the projections. However, they only become apparent for object surfaces
whose normal is approximately parallel to the axis of rotation, as here the virtual fan
beam-projections di er the most from the factual ones. Thus by orientating objects in
a way that they have no large such surfaces, fast and simple reconstruction is possible
from only a circular scan, leading to the algorithm's continued use. The speci ¢ type
of artifacts that arise from FDK reconstruction are known as Feldkamp artifacts.

The FDK algorithm leads to artifacts due to its heuristic nature. However, it's
impossible for an algorithm to reconstruct a uniquely correct 3D image from a circular
scan. This is because the trajectory is insu cient to provide the object's whole radon
transform. Hence the radon transformation cannot be uniquely inverted.
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Figure 2.5: The FDK reconstruction algorithm uses a circular trajectory for a 3D object.
For points (x;y; z) outside the center slice, it assumes their projected integrap(u;v) was
captured by a virtual projection at a source position S° instead

Whereas in 2D the radon transform consists of line integrals, in 3D the radon
transform is comprised of plane integrals. To obtain (weighted) plane integrals from
radiographic projections, one can simply compute integrals of the detector image along
arbitrary lines. Because the detector is nite, the resulting integral would only pertain
to a triangular area spanned by the source and the end points of the line on the detector.
However, assuming that the scanned object is the only object of non-zero attenuation
in the universe and that the whole object is visible on the detector, any rays that point
outside of the detector would measure zero. Thus the integral over that triangular area
is identical to the integral over the plane containing it.

With this knowledge, it is possible to compute the integral over any plane that
intersects the trajectory so long as the detector is placed accordingly for the projection
captured from that position on the trajectory. Knowing that all plane integrals not
intersecting the object are zero, it su ces to obtain the integrals over all planes that
do intersect the object to attain the whole radon transform. In other words: The
trajectory must have the property that any plane intersecting the object also intersects
the trajectory. This condition is known as the Smith completeness condition [Smith
1985]. It can be seen that a circular scan does not ful ll the Smith completeness
condition and thus no radon transform based reconstruction algorithm can be devised
that reconstructs a 3D object from it artifact-free.

Note that since the plane integrals obtained by integrating over lines on the detector
are weighted integrals, with their local weight being the distance of each point from
the source, they cannot be equated to the unweighted plane integrals of the radon
transform. This can be remedied by computing the derivative of the line integral with
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respect to the line's normal. That derivative is itself a weighted derivative of the
(weighted) plane integral, with derivative's weight being the inverse of the distance
from the source. These two weights cancel each other out and the full radon space can
be obtained from its derivatives and one plane with known integral zero.

Provably Smith-complete trajectories can be devised. One of the simplest and rst
examples is the extension of the circular trajectory by an orthogonal line attached
to one point of the circle that is su ciently long [Katsevich 2004a]. Other proposed
trajectories include a circle and an arc, two orthogonal circles, as well as a part circle
and a line [Wang and Ning 1999, Buzug 2008]. Modern algorithms prefer a helix
trajectory due to its relative simplicity and regularity [Katsevich 2004b].

For the reconstruction itself, both the acquisition of projections as well as the re-
constructed image are discretized, as there is no straightforward way to represent either
in a continuous manner. This means that the actual implementation deviates from the
mathematical foundation of the process in that:

{ There is no trajectory, but only a discrete set of projections on the ideal trajectory.

{ There is no continuous projection, but only a discrete set of pixels sampled for
each ideal projection.

{ There is no continuous reconstructed image, but only a discrete set of voxels
reconstructed.

{ Any data needed in between these discrete data points must be interpolated.

Nonetheless the reconstruction is a computationally expensive task. Even in the sim-
plest case, the result for each voxel in the image is in uenced by at least one pixel
of each projection. So with p projections with a resolution of u v and an image of

X 'y zvoxels, at leastx y z p accesses need to be handled, leading to a quartic
(O(n%) scaling with spatial resolution. In medical applications, typical resolutions for
each of these six variables are in the scale of 512, with newer developments seeking
to increase beyond this paradigm [Hata et al. 2018]. Industrial applications already
employ resolutions of several thousands [du Plessis et al. 2016]. To process such large
data, reconstruction algorithm design attempts to be as parallelizable as possible, so
that massive scale parallel hardware can be used to speed up the reconstruction. As a
result, most of the calculations used to date are trivially parallel, and for non-parallel
sub-tasks { such as system matrix inversion if one considers the reconstruction as a set
of equations { parallelizable approximations have been used [Jiang and Wang 2003].
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Consequently, CT reconstruction has been predominantly implemented on GPUs,
initially as shaders in the graphics pipeline and later as kernels of general purpose
computing languages such as CUDA or OpenCL [Yan et al. 2008, Mukherjee et al.
2012]. Another type of hardware that has seen a lot of attention are FPGAs, but they
have fallen out of favor compared to GPUs, due to their price and in exible design
work ow [Stsepankou et al. 2004].

A sizable problem here is posed by the large amounts of memory usage. While a
GPU can process large data sets su ciently quickly, it is often not able to hold all of
both the input and the output in memory simultaneously. For example, a dataset with
3000 projections of 3008 pixels producing a 3008 voxel output amounts to 216 GB
of combined data, using single precision oating point values. To work around this
issue, memory has to be swapped to system memory and sometimes the hard drive,
and e cient memory transfer strategies must be found. This circumstance can mean
that some reconstruction or artifact correction techniques, which operate on all data
at once, may not be possible without long waiting times for constant swapping.

Due to high reconstruction times, a popular trend is to use algorithms that can
operate on partial data [Xu and Mueller 2007]. In particular, algorithms that function
on a per-projection basis can begin processing once only a single projection is loaded.
That way, inline processing becomes possible. l.e., the reconstruction is computed while
the projections are still being captured by the measurement system. Since scan times
for high resolution datasets tend to be rather long, it's possible to have processed all
but the nal projection when the scan completes. Such a strategy does not inherently
reduce the reconstruction time, but it minimizes the latency of the results for the
user. This also limits what artifact avoiding modi cations to an algorithm are possible
without substantially increasing wait times.

2.2.2 Filtered Backprojection

In general, reconstruction algorithms can be categorized into two types: Iterative and
closed form solutions. Closed form solutions are almost always of ltered backpro-
jection (FBP) type. That means that they are separable into a Itering step and a
backprojection step [Buzug 2008].

The backprojection step is executed for each voxel and projection pair. It only
consists of determining the pixel that the voxel would be projected onto, reading its
(ltered attenuation integral) value and adding that value to the reconstructed atten-
uation coe cient of the voxel. Here, to project the voxel means to cast a ray from the
source through the center of the voxel and determine its intersection with the detector
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screen. Due to discretization, no single unique pixel may correspond to the position
of the intersection, and interpolation is necessary, though empirically, bilinear or even
nearest neighbor interpolation su ces [Turbell 2001]. Since the shape of the voxels is
disregarded in this approach and only their center position is used, it's possible to con-
sider them to be in nitesimal points in space. It's also possible to reconstruct arbitrary
points in 3D using this method, and not abide to a strictly regular grid, although such
a grid is useful for future processing of the results.

It is the task of the ltering step to prepare and modify the projections in such
a way that the image reconstructed in the backprojection step represents the correct
attenuation coe cients for each voxel. As such, the value of each pixel after Itering
represents the total contribution of the pixels of all projections to all voxels along
the line that connects the source and that pixel. This requires that it is possible to
distribute the total contribution to each voxel in such a way. While devising distribution
of this kind in an e cient manner is di cult, its existence can be demonstrated in one
paragraph:

As the Fourier slice theorem implies, the values of the Fourier 2D transform along
any line through the origin is identical to the 1D Fourier transform of the radon trans-
form values along that same line. Thus inverting the radon transform is equivalent to
Fourier-transforming it line by line and inverting the Fourier transform. In the inver-
sion of the Fourier transform, the contribution of any one point in Fourier space is the
same for all position space points that have the same signed distance in some direction
determined by that point in Fourier space. In 3D these sets of position space points
form planes, and for a Smith-complete trajectory, each plane that intersects the object
can be represented by a line on the detector for some source point on the trajectory.
The pixels along that line can backproject the contribution to that plane.

The FDK algorithm, while not Smith complete, is of Itered backprojection type.
For helix, circle and line, as well as several other trajectories, e cient ltered backpro-
jection algorithms are known [Katsevich 2004b,a].

The computational complexity of the backprojection step isx y z p, or O(n%
as already mentioned to be the lower bound in Section 2.2.1. However the calculations
that need to be performed for each voxel are rather simple. The projection of the voxel
onto the screen can be performed as a simple 3 4 projection matrix multiplication,
which is e ciently implemented in GPU hardware, and the matrix is the same for
all voxels. As such, the backprojection is relatively fast, which has two consequences.
Firstly, memory swapping becomes even more of a concern, as every voxel has to be
paired with each projection once. Secondly, it becomes desirable for the ltering step
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to have a computational complexity of less than O(n%), so that the relatively fast
backprojection step becomes the main computational expense. In fact, for many FBP
type reconstruction algorithms, it has a complexity of O(n® log(n)) [Turbell 2001].

2.2.3 lterative Reconstruction

An alternative to FBP type reconstruction is iterative methods, also known as iterative
reconstruction techniques (IRT) and algebraic reconstruction techniques (ART) [Gor-
don 1974, Fritzsche et al. 2005]. They consider the reconstruction problem as a set
of equations. For each pixel in each projection, that pixel's measured integral should
(barring measurement errors) be equal to the sum of each voxel's attenuation coe -
cient multiplied by a factor that represents how much that voxel in uences that pixel's
measurement.

Thus, the problem becomes an equation matrix with a number of rows equal to
the number of pixels and a column count equal to the number of voxels. To obtain
the reconstructed image, one needs to invert this matrix. Despite its sparsity, the size
of this system matrix makes inverting it analytically a neigh unsolvable problem. For
example, the system matrix of a reconstruction problem with 1000 projections 1000
pixels and 1006 voxels would likely have at least a trillion non-zero entries. For this
reason, the system matrix is usually not stored explicitly, but each entry is computed
on the y as needed. Methods that do so can e ciently skip zero entries [Chen et al.
2015].

To be able to invert the equation system, reconstruction algorithms approximate a
solution iteratively [Gordon et al. 1970]. For this, using a gradient-dependant solver
is possible. To compute the gradient, one can forward-project each voxel onto each
projection much like in the backprojection step of FBP algorithms. Due to hardware
limitations, the aforementioned projection matrix multiplication is ine cient for for-
ward projection, as it requires synchronization of writes between voxels. Instead other
forward projection schemes have been proposed, most notably the linear integral model
(LIM), where each pixel's value is assumed to simply be composed of the integral of
attenuation coe cients along the line from the source to the pixel's center [Long et al.
2010, Zhang et al. 2014].

To descend along the gradient, it must be backprojected into the voxel image,
which can be performed in the same manner as it is done in FBP algorithms. A
moment re ection shows that this means that each iteration is about as computationally
expensive as an entire FBP reconstruction.

Computing the entire gradient is expensive both in memory usage for the gradient,
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as well as swapping to forward-project all projections in their entirety before backpro-
jecting all projections. To speed up the process, researchers have resorted to computing
only partial gradients, namely only for those pixels belonging to a single projection, and
to descend along the gradient only in the direction of those dimensions at a time [Jiang
and Wang 2003].

It is important to note that using iterative reconstruction techniques, the application
is limited to reconstructing voxels in a regular grid. Otherwise de ning and computing
the entries of the system matrix e ciently would pose an additional problem.

An advantage that IRT holds over FBP is that regularization is possible. In addition
to the restriction that each forward projected pixel value should match the measured
data, one can constrain that adjacent voxels should have similar attenuation coe cients,
which is particularly interesting for industrial applications, where materials are largely
monotonous.

2.3 Artifacts

CT reconstruction is plagued with a variety of artifacts stemming from inaccuracies
in the handling of physical and mathematical accounts. Some of them were already
hinted at in Section 2.1.2. As this thesis' papers revolve around compensating for these
artifacts, they are explained here in more detail.

Every scan is a ected by multiple or even most of these artifacts, all of which impact
the image quality. As a result, these artifacts cannot be examined fully independently
and a general understanding of other artifacts accruing simultaneously is important for
correcting individual artifacts.

2.3.1 Aliasing

The mathematical foundations being used for CT reconstruction base on the continuity
of data. It assumes a continuous trajectory where from any in nitesimal point on this
trajectory an in nite ray in the direction of any in nitesimal point on the continuous
unit sphere has been measured and integrated, and from that data we reconstruct the
attenuation coe cient of in nitesimal points in continuous 3D space.

In reality, none of these assumptions hold. The data used is discretized by the
number of projections, so the number and frequency of points on the trajectory from
which data is acquired; by the number of pixels, so the { spatially variant { frequency
of sampling in both angular directions; by the precision of each detector pixel, so
how narrowly the data is rounded; and by the number of voxels and thus the spatial
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(a) adequate angular resolution (b) low angular resolution

Figure 2.6: The e ect of insu cient angular resolution on the reconstructed image in the
example of a synthetic scan

resolution of the reconstructed image. If the resolution of these discretizations is chosen
su ciently high, reconstruction algorithms can be applied as though the data was
continuous, and FBP style reconstruction algorithms do so. How much resolution is
required for adequate reconstruction depends on the frequency of the features in the
scanned object.

For iterative reconstructions, the e ect of insu cient resolution in the input data is
an ambiguous equation system and tends to lead to blurring or to the same e ects as
in FBP style reconstructions [Nuyts et al. 2013]. In FBP reconstructions, insu cient
resolution leads to di erent e ects described in the following.

If the discretization of the trajectory is performed with too few projections, this
leads to a poor angular resolution, as the dierence in the angle of measured rays
passing through a voxel increases with the distance between the points on the trajectory
that these rays are cast from. This tends to lead to streaks in the reconstructed image,
speci cally along lines tangent to long edges of the object. This is due to the fact that
edges of the object feature an in nitely high resolution in the normal direction of the
edge. The lower the angular resolution of the scan and the higher its spatial resolution
(more pixels), the more apparent the error of the nite angular resolution becomes.
Figure 2.6 demonstrates this e ect.

If the resolution of the projections is insu cient, i.e. the number of pixels on the
detector is too low, this mostly leads to a blurring of the reconstructed image. This is
because during the backprojection step, the broader interpolation of the required pixel
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(a) adequate detector resolution (b) low detector resolution

Figure 2.7: The e ect of insu cient detector resolution on the reconstructed image

value introduces more blur, as seen in Figure 2.7.

An additional problem lies in the non-in nitesimal area of the pixels. In Equation
2.1, it is assumed that the X-ray beam is attenuated along a single lind_. In reality,
since pixels extend over a non-zero area, they integrate the incoming radiation from an
in nite amount of such rays pointing from the X-ray source to a point on the pixel area.
These rays may di er in the material composition they are attenuated by. Therefore,
the actual formula for the incident radiation"intensity becom#es a double integral:

A A

= s(p) lo(p) exp (x)dx dp; (2.4)
P L(p)

where P is the area of the pixel,s(p) is the sensitivity of the pixel at the position p on
its area, and |, as well asL become dependant orp. Not only does this change the
domain of the attenuation coe cient integral for a pixel from a line to a pyramid cone, it
also renders Equation 2.2 incorrect for computing the attenuation coe cient integral.
In fact, there is no correct inversion formula, because the function isn't invertible.
The same measured incident radiation intensity may result from di erent attenuation
coe cient integrals, depending on how the attenuation coe cients are distributed in
the pyramid cone.

This e ect is aggravated by the fact that the X-ray source's focal spot also extends
over a non-zero area. The higher the power and voltage, the larger the focal spot needs
to be as otherwise the electron target would melt [Bavendiek et al. 2012]. This puts
the sharpness of the shape over which a pixel integrates in a con icting relation to
the brightness of the X-ray source and thus to noise and exposure time concerns. In
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practice, the non-zero area of pixels and X-ray spot is usually ignored during the recon-
struction and Equation 2.1 is used for inversion [Buzug 2008]. This causes pixels only
partially occluded by an attenuating material to infer a lower attenuation coe cient
integral than what is correct. Thus objects appear slightly smaller than they really are.

The discretization of measured ray intensities also poses a problem for the recon-
struction. The detector's output typically allows for a precision not much larger than
a dozen bits [Spahn 2013]. This e ectively rounds the normalized projections to only a
few decimal digits. The resulting lack of precision is then ampli ed by the logarithmiza-
tion in Equation 2.2, especially for normalized intensities near zero. The rounding error
{ as well as other errors { to the pixel value is ampli ed by the slope of the logarith-
mic function and at zero, the logarithm's slope approaches in nity. Consequently, the
reconstruction quality deteriorates for strongly absorbing materials. As a workaround,
it is common practice to limit the maximum attenuation that should be observed in
the projections. For instance, a feasible rule of thumb would be that each pixel should
measure no less than one third of the full radiation intensity. This can be achieved by
increasing the X-ray sources voltage and thereby the energy of the photons emitted.
Additionally, low energy photons can be sieved out with a pre- Iter.

Finally, the last form of discretization, the rasterization of the output into voxels,
poses no problem for FBP type reconstructions and mainly leads to blur in iterative
reconstructions [Nuyts et al. 2013]. However, it leads to artifacts in the post-processing.

One common subsequent processing in industrial applications is the segmenting of
the image into materials. This is because the measured objects usually contain only a
small set of distinct materials with spatially invariant attenuation coe cients [Lifton12
et al. 2013]. Such a segmentation is often performed by rst classifying each voxel's
material via threshold and later polygonizing a surface in between materials using
marching cubes. The reconstructed attenuation coe cients of voxels near object edges
form a gradient between the two materials' actual attenuation coe cients, due to the
blur introduced by other discretizations. During the polygonization step, this is advan-
tageous, as the gradient can be used to interpolate surface vertex positions and achieve
sub-voxel precision [Wood et al. 2000]. Nonetheless, the resolution of the images plays a
major role in the quality of the polygonization, and the regular grid's resolution di ers
depending on direction of the surface normal. This anisotropy of the resolution can
lead to a stair-shaped con guration of the vertices when interpolating their position,
aptly named stair artifacts [Bade et al. 2007]. Figure 2.8 shows what they look like.
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Figure 2.8: Polygonization from a discrete voxel grid can lead to stair artifacts. The
wavy stairs surrounding the number six on this polygonized surface are not present in the
factual object

2.3.2 Multi-Chromatic X-Ray Spectrum

Equation 2.1 assumes a monochrome X-ray spectrum, i.e. every photon emitted by
the X-ray source has the same energy. In reality, every X-ray sources spectrum is
polychromatic and in most common CT scanners very broad [Duan et al. 2011]. This

requires an alteration to Equation 2.1, turning it into a double integral:
z z

| = lo(€) exp e(X)dx de; (2.5)
E L

where E is the energy spectrum of the X-ray source and, as well as become depen-
dant on the photon energye. However, such a modi cation would no longer allow for
an inversion as in Equation 2.2. Thus, for many use cases, the spectrum is assumed to
be monochromatic and any artifacts resulting from this assumption are ignored.

For scanned objects with low attenuation coe cients, the e ect of the inaccuracy
is su ciently small and the resulting artifacts do not impede the metrological use of
the image. This is because weakly attenuating materials don't cause large changes
to the X-ray spectrum due to lower energy photons being absorbed and thus falling
away. However, for strongly absorbent materials, one observes that the spectrum of
the X-ray beam changes as it traverses the object. Lower energy photons generally
have higher attenuation coe cients than higher energy photons [Jackson and Hawkes
1981]. This means that more low energy photons are lost to attenuation per distance
traveled, leading the remainder of the spectrum to shift towards higher energy photons.
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Figure 2.9: Spectra of an X-ray source operated at 224 kV with a tungsten target as
resulting from beam hardening. (E;x) denotes the spectrum after attenuation by x mm

of a ctitious metal-like material. The leaps in the attenuated curves stem from leaps in

the relationship between photon energy and attenuation coe cient, which are typical for

metals

This, in turn, reduces the overall attenuation coe cients the beam exhibits in its further
traversal of the object. Figure 2.9 illustrates this e ect. One can say the beam becomes
harder, and the e ect is known as beam hardening [Ahmed and Song 2018].

Beam hardening violates the exponential decline of beam intensity assumed in Equa-
tion 2.2 and causes higher attenuation integrals to appear disproportionately lower. Or
in other words, it makes dark pixels brighter. If left uncorrected in an FBP style re-
construction, the resulting artifacts in the reconstructed image form thick streaks with
reconstructed attenuation coe cients erroneously lower than the factual coe cients.
An example of this can be seen in Figure 2.10 These streaks extend from positions
where the strongly attenuating materials of the object factually are. Additionally, since
lower attenuation integrals appear disproportionately higher, the edges of the object
appear to be more absorbing than the inside of the object, which is also re ected in the
reconstructed image. This type of artifact has earned itself the name cupping [Ahmed
and Song 2018].

Beam hardening can be corrected for through various methods. If the scanned object
consists of only one material, which is not rarely the case for industrial applications, one
can nd one useful property of the attenuation: While the decline is not exponential, the
remaining intensity of the X-ray beam strictly monotonously decreases with the length
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Figure 2.10: Beam hardening leads to streak artifacts in the reconstructed image

of the material traversed. That means that it's possible to nd a unique correction
function that operates on a per-pixel basis. If the spectrum of the X-ray source as well
as the attenuation coe cients of the material for each energy in the spectrum is known,
then the correction function can be computed exactly. However, often the material isn't
known, or the spectrum isn't known exactly as it changes due to pre- ltering and over
the lifetime of the electron target [Chen et al. 2016].

For non-air materials, it's also ambiguous to de ne what the correct attenuation
coe cient is. This, however, is alleviated by the fact that the reconstruction functions
correctly and outputs an image without artifacts so long as the projections are col-
lectively consistent. Consistent meaning that the line integrals over the attenuation
coe cients, which are given by the projections' pixel values, correspond to some coher-
ent distribution of attenuation coe cients. Therefore, the attenuation coe cient for
each material can be multiplied with any factor without impairing the reconstruction
quality.

One can approximate such a correction function with a polynomial or any other
function that is the weighted sum of xed sub-terms. Using this approximation, it's
possible to apply the correction function after the reconstruction. This is true because
the FBP reconstruction itself is just a complicated weighted sum of individual pixels'
in uences on each voxel. Due to the commutativity of addition, the reconstruction and
the summing of the weighted sub-terms can be reordered. This can be advantageous,
because the reconstruction is computationally expensive and without prior knowledge
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about the material and the spectrum, the ideal correction function is not initially
known. If the correction function is applied prior to the reconstruction, then changing
the correction function requires the reconstruction to be re-performed. If, however, the
reconstruction is applied rst, it only needs to be performed once for each xed sub-
term. The resulting images can then be added up with varying weights to iteratively
improve the correction function.

A di erent approach that is optional for mono-material objects and mandatory
for multi-material objects uses forward projection to iteratively update the correction
function [Hsieh et al. 2000]. The object can be reconstructed without or with an
imperfect correction function. The resulting image will have beam hardening artifacts,
but can be segmented into air and object voxels. This segmentation will only be
approximate. The segmented image can then be forward projected to obtain synthetic
projections that denote the approximate corrected attenuation coe cient integral and
whose position is identical to the real projections. From this, a one to one relation
between scanned pixel values and corrected integral can be deduced. Some function
model can be tted into the resulting set of data pairs, and the t can also make use of
the prior knowledge that the function must be strictly monotonously descending. That
tted function model can be used to infer the correction function. While a correction
function determined this way isn't necessarily ideal, it can be used to achieve a better
segmentation in the next iteration of the approach. This procedure tends to rapidly
converge to a good solution.

If the scanned object is comprised of multiple materials, the same approach no
longer works. No per-pixel correction function exists, because in nitely many di erent
compositions of material lengths can cause the same incident intensity to be detected by
a pixel. In general, there is no set of correct attenuation coe cients that can be assigned
to the materials in the object so that every possible composition of material lengths
that leads to the observed pixel value has the same corrected attenuation coe cient
integral. In short, an uncorrected pixel value could correspond to multiple di erent
corrected pixel values.

It is nonetheless possible to deduce beam hardening correction heuristics for multi-
material datasets. The general idea is to reconstruct the object without correction,
segment the image despite the artifacts, forward project the image to obtain synthetic
projections at the same positions as the scanned projections and use both synthetic and
real projections to infer corrected projections [Zhao and Li 2015]. Highly attenuating
materials tend to cause the most severe beam hardening artifacts, because they alter
the beam's spectrum the most, but their correct segmentation also tends to be the least

31



Background

a ected by those artifacts, since their. Additionally, scanned objects tend to consist of
few di erent materials [Lifton12 et al. 2013].

For instance, a common problem case consists of one type of metal and one type
of plastic. If the metal part of the object can be segmented in the uncorrected image,
then the ray-tracing approach mentioned above can be used to infer the length of
the plastic traversed by each ray. The only modication to the process is that the
function used to infer the correct plastic length is no longer one-dimensional depending
on the measured pixel value, but two-dimensional depending on the measured pixel
value as well as the forward projected metal segmentation. The same approach can be
extended to any number of materials, so long as all but one material can be segmented
correctly in the uncorrected image or the integral over attenuation coe cients of the
non-segmented materials correlates exponentially to the measured pixel intensity, i.e.
they don't exhibit beam hardening.

2.3.3 Scatter

As already mentioned in section 2.1.2, radiation can scatter in various components of
the measurement process. This section describes the e ect this scatter has and how it
can be compensated for.

All forms of scatter lead to the indirect illumination of pixels. Such an illumination
is unaccounted for in Equation 2.1 and doesn't t the model of a pure radiographic
projection. While the distribution of the indirect illumination depends on the scatter
type, it's never truly homogeneous across the detector. Nonetheless, for scatter from
the walls, treating the scatter as an equal o set to all pixels, or ignoring it altogether
proves to be a su cient approximation, although that scatter can be simulated if re-
quired [Miceli et al. 2007]. To determine a suitable model of what part of the radiation
reaching the detector is wall scatter, it su ces to capture a single projection with a
beam stop placed in between the X-ray source and the detector, preferably near the
source and covering all of the detector but not the walls.

The extra illumination is always additive to the correct detector image, but may
appear subtractive. This is because scatter also appears in the at- eld images used
for normalization. By modelling scatter as a purely additive function and applying it
to both the scan's and the ood image, one can resolve this apparent contradiction.

Since scatter is a at o0 set to a pixel's detected intensity, the e ect is most severe
with pixels that would normally receive relatively little radiation, i.e. dark pixels in
the projection. The reason for this is that the projections are logarithmized after
normalization and the slope of the logarithm function increases as its input approaches
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zero. Or in other words, smaller changes to dark pixels' values have a greater impact
on their inferred attenuation integral. Thus, strongly attenuating objects are more
a ected by artifacts resulting from scatter, contributing further to the rule of thumb
not to scan objects with near total opacity.

Similarly to beam hardening, scatter causes dark pixels to appear brighter than they
should be. As a result, the artifacts in the reconstructed image are indistinguishably
similar to those caused by beam hardening [Lifton et al. 2015]. It produces dark streaks
that extend from the actual object, especially along long edges of highly attenuating
materials and it causes cupping. Due to the similarity of the artifacts resulting from
these two impediments, it often becomes di cult to tell which of the two e ects is being
compensated for incorrectly, if their artifacts appear in the image.

As scatter in the detector takes the shape of a local blur, it can be corrected by
nding and inverting its blur kernel. State-of-the-art techniques assume that the blur
kernel is spatially and directionally invariant. This assumption is incorrect [Naimud-
din et al. 1987]. In particular, scatter in the detector caused by rays not orthogonal
to the detector surface appears more intense in the direction continuing the incident
ray's photon movement. Since the X-ray source's lateral position is typically in the
center of the detector, this means the scatter in the detector is stronger outwards than
inwards. However, this simpli cation is accurate enough for practical purposes, and
it allows for much easier computations, both when determining the blur kernel and
when applying its inverse to a projection. The correction is performed by convoluting
with the inverse of the blur kernel, which in turn can be done e ciently, by Fourier
transforming the projection, dividing it by the Fourier transform of the blur kernel,
and Fourier transforming it back.

There is no single correct blur kernel. It depends on the detector, as well as the
X-ray spectrum. The X-ray spectrum, in turn, depends on the X-ray sources current
voltage, varies across the detector, and changes with the object and its motion, because
traversal of the object changes the beam's spectrum. Most notably, rays that closely
miss the object have a spectrum signi cantly di erent from that of their neighboring
rays that have passed through the object. As such, it is impossible to compute a correct
blur kernel for even a single projection. Nonetheless, it tends to be su cient to settle
for approximations. State-of-the-art approaches simply apply one kernel to the whole
scan and choose that kernel depending on the object scanned [Lifton et al. 2015].

To determine a scatter kernel, there are several approaches available, but the gen-
eral idea is to capture projections twice; once normally, and once with a beam stop
incorporated into the scan. Either the beam stop covers a small area, in which case any
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radiation reaching the pixels behind the beam stop can be inferred to consist purely
of scattered rays. That scatter must be caused by the ray inciding in the pixels not
covered by the beam stop. Or the beam stop covers all but a small area, such as a
narrow slit. In this case the area can be considered to be small enough to cause no
signi cant scatter within itself, so that all illumination to pixels within the slit can be
inferred to be purely direct illumination. Thus the di erence between this slit and its
illumination without the beam stop can be inferred as the total scatter caused by the
regular projection. In both cases, the gained information can be used to iteratively de-
termine a scatter kernel that best explains the observations. Both approaches needn't
be performed with a projection of the actual scan, but can be taken with any projection
and their deduced kernel can be used for all scans with a similar object.

Scatter in the object is arguably the most di cult type of scatter to correct. This is
because it changes with every projection, and because knowledge of the reconstructed
object is needed. The latter poses a recursive problem, as the scatter information is
needed to reconstruct the object. Nonetheless, two types of methods can be used to
approximate the scatter and therewith improve the reconstruction of the object as well
as the scatter estimation iteratively.

The rst method uses the same approach as described for scatter in the detector,
where parts of the detector are blocked o with a beam stop to infer the scatter arriving
at those patches from the non-blocked o regions [Zhu et al. 2005]. This approach is
very time consuming, as not only does it require additional projections to be captured,
but it also needs to be performed for every projection and every pixel. To reduce the
e ort needed, it is possible to interpolate and estimate information. The scatter into
regions on the detector can be interpolated from neighboring regions. Scatter for one
projection can be interpolated from similar projections [Lee et al. 2012]. Scatter for one
scanned object can be approximated by the known scatter from identically constructed
objects.

The other alternative is to reconstruct the object without correcting for scatter and
to use the reconstructed image for a Monte Carlo estimation of the scatter [Poludniowski
et al. 2009]. That scatter estimation can then be used to improve the reconstruction
and complete one iteration of correction. The two methods can also be combined to a
hybrid approach where rst, scatter is approximated from a beam stop-based scan and
successively improved iteratively [Niu and Zhu 2010].
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(a) cross section of a noisy CT image (b) cross section of a very noisy CT image

(c) surface of a noisy CT image (d) surface of a very noisy CT image

Figure 2.11: Strong noise impedes the segmentation of materials. The amplitude of the
noise in the right hand side gures is twice as high as in the left hand side gures

2.3.4 Measurement System Inaccuracy

The projections of the measurement system are inherently noisy. This is caused by the
detector pixels only capturing a dim portion of the incident X-ray photons and thus
requiring a trade-o between long exposure times and noisy projections. As can be
seen in Figure 2.11, the impact of this noise on the reconstruction quality can be fairly
severe. The noise is Poisson distributed [Wang et al. 2008]. To halve its amplitude,
the exposure time must be quadrupled. Likewise, the power of the X-ray source can be
increased to reduce the needed exposure time by the same factor.

A usual compromise taken is to expose for several hundred milliseconds [Du Plessis
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et al. 2017]. That way a scan of a few thousand projections can be captured within an
hour. However, the amplitude of the noise is still of large concern. Noise is composed
of variance in the number of photons being detected as well as electrical noise in the
detector electronics, where the former component's amplitude is proportional to the
intensity of the incident radiation and the latter only amounts to a small part of the
amplitude [Duan et al. 2013].

Despite its relation to the radiation intensity, noise is most problematic in pixels
experiencing strong attenuation. This is once again because the noise is ampli ed by
the logarithm's slope in Equation 2.2. Both beam hardening correction and scatter
correction reduce the brightness of already dark pixels, further intensifying this e ect.
Additionally, the noise itself poses as an arti cial signal of high frequency. Since scatter
correction attempts to invert a blurring e ect and therefore favor high frequencies, it
further ampli es the noise.

Noise in the projections is propagated into the image and reduces the accuracy
at which the material can be segmented. In FDK reconstructions, the Itering step
includes the convolution with a Iter kernel. In cases where noise is of concern, it has
become common practice to modify that Iter kernel to decrease the weight of lower
frequency signals [Taubmann et al. 2018]. Alternatively, noise can be compensated
post-hoc by blurring the image.

Noise not only e ects the projections, but also the at- eld images captured for
normalization. Here, noise leads to incorrect normalization and thus to an error in
every projection of the scan. Furthermore, the error is structured in the sense that it
a ects each individual pixel the same way in every projection. If a pixel in the ood
image was too bright due to noise, then the corresponding pixel in each projection
is going to be too dark, as it is normalized against that ood image as a maximum.
Since the ood image is much more noisy than the dark image and the projections'
values tend to be closer to the ood image than to the dark image, the ood image
has more impact on normalization error [Duan et al. 2013]. During the reconstruction,
the normalization error is smeared through the image in accordance to the trajectory.
In a circular scan, these smears form rings around the axis of rotation, which is why
this type of artifact is known as a ring artifact. Figure 2.12 shows an example of these
rings. The strongest ring artifacts occur in circular scans in voxels near or on the axis of
rotation, where voxels are projected onto the same pixel in every projection, e ectively
multiplying the normalization error with the number of projections in the scan. Ring
artifacts can be reduced by increasing the exposure time for at- eld images. They
can also be reduced by detecting and compensating the tendency of individual pixels
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Figure 2.12: Ring artifacts are present in every circular scan with real data, due to errors
in the normalization of the sinogram

to be consistently brighter or darker than their neighbors after normalization in every
projection [Wei et al. 2013, Liang et al. 2017, Croton et al. 2019].

The measurements of the detector are not temporally independent. There are two
e ects that cause the projections to be in uenced from the incident radiation from
previous projections.

Firstly, the scintillator built into the detector exhibits an afterglow that causes any
incident radiation to illuminate the pixel not only during at the time of incidence, but
also { to a signi cantly lesser degree { for a few seconds thereafter [Nuyts et al. 2013].
In practice that means that each projection contains { to a small degree { the data of
the previous few projections. This e ect is usually ignored, as successive projections
tend to be similar and the e ect is usually weak enough not to lead to any signi cant
artifact.

Secondly, radiation slowly alters the sensitivity of pixels. This e ect essentially
functions the same way as the afterglow, but with a slower onset and lasting longer. It
becomes visible after a few hours of irradiation and decays over the course of days or
weeks. During a long scan, the object can e ectively "sear in", in literature know as a
memory e ect [Moy 2000]. Compared to the afterglow, this searing-in is stronger and
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thus leads to more severe artifacts. Due to the slow-changing nature of the searing-in,
it's possible to correct it by capturing new at- eld images.

Another source of artifacts is the miscalibration of the geometry. To describe the
positions and orientations of the source, object, and detector in every projection, one
uses a single model that includes the relative position of the three components as
well as axes that the object or gentry can be moved with. Each projections relative
positions aren't calibrated individually, but inferred from the model and the actual
motor positions [Ferrucci et al. 2015].

The axes include at the least an axis of rotation, in an industrial setup a rotary
table for the object to be placed on. Often, there is also a lift axis that is aligned with
the axis of rotation and is a translational rather than a rotational axis. With those two
axes, any measurement position on a cylinder around the object can be reached.

The precise calibration is achieved with a scan of a calibration object. That object
can be as simple and generic as a rigid formation of highly attenuating spheres whose
center position can be easily determined on the detector. By scanning such an object
in several axis positions and a model, it's possible to ensure that only a unique set of
model parameters matches the given observation. Given a serviceable starting position,
the optimal parameters can be determined iteratively.

The result of the calibration can be inaccurate for a variety of reasons, including
changes to the measurement system's statics over time, a model that doesn'tincorporate
all factors of in uence on the geometry, and noise in the projections or convergence to a
non-global optimum in the calibration. If calibration is o, then individual projections
of a scan disagree with one another and the inversion problem that is the reconstruction
becomes ill-posed. As a result, the reconstructed image is dis gured in a fashion that
depends on the way the geometry is miscalibrated.

For circular scans, there are two particularly notable forms of miscalibration. In the
rst case, the calibrated position of the source, object, or detector is shifted laterally,
so orthogonally to both the axis of rotation and the line connecting the source and
detector center, compared to their factual position. In this case, there is a mismatch
in the redundancy of each ray being seen twice. The edges of the object are seen
at di erent positions from both directions' viewing angles, causing the reconstructed
image to gain implausible double-edges like those found in Figure 2.13. In the second
case, the calibrated axis of rotation is tilted around the axis connecting the source and
detector center. This e ectively causes the same mismatch as in the previous case, but
the degree of the mismatch depends on the object's position along the axis of rotation.

For non-circular scans, such as helical or circle-and-line, the FBP reconstruction
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(a) correct calibration (b) incorrectly calibrated axis of rotation position

Figure 2.13: Double edges are a common result of miscalibration in circular scans, due
to the disagreeing redundant data

contains discontinuities, where the information for a continuously adjacent set of rays
is backprojected by a discontinuous set of projections. Geometry errors leading to a
discrepancy between the projections at the edge of this discontinuity can cause some
voxels to be backprojected on both sides or neither side of the discontinuity and lead to
streak artifacts. Figure 2.14 gives an example of these streaks. In addition, the position
of the edge of the scanned object backprojected on one side of the discontinuity may
not match the position backprojected from the other side of the discontinuity, causing

a break in the edge.

Most FBP type reconstruction algorithms assume that some axes are perfectly
aligned [Feldkamp et al. 1984, Katsevich 2002]. For example, the FDK algorithm
assumes that one axis of the detector is perfectly orthogonal to the axis of rotation.
This is implicitly necessary because the projections need to be convoluted with a 1D
function orthogonally to the axis of rotation. Due to discretization, if no axis of the
detector runs in that direction, either the projections need to be resampled, introducing
interpolation blur, or the projections need to be convoluted in an incorrect direction,
introducing slight artifacts in the reconstructed image. The latter option is usually
chosen, as the artifacts are often negligible.

In non-circular scans, there is an additional di culty in the fact that the lift axis
and the axis of rotation are rarely, if ever, perfectly aligned. As a result, the measure-
ment positions that can be reached don't form a perfect cylinder, thus deforming the
trajectory and violating some assumptions. For instance this is the case with the helix
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(a) correct calibration (b) incorrectly source position

Figure 2.14: The e ects of miscalibration on the image depend on the trajectory. Here
an image reconstructed from a helix

trajectory. Here, the result of the misalignment is slight circular streak artifacts in the
reconstructed images. Other, more generalized trajectories can be used to replace the
unattainable perfect helix [Katsevich 2003].

The actual motor positions of a projection can di er from their nominal position.
This causes the position of individual projections as well as the overall the trajectory to
di er from the perfect trajectory assumed for FBP type reconstructions. The deviation
in projection positions can be accounted for in the backprojection step by using the
actual positions reported by the axes motors. However, the Itering step cannot, in
general, be adjusted adequately. This especially applies when the reconstruction is
performed inline and later projections' exact positions aren't known during the Itering
of prior projections. In the worst case, this causes artifacts similar to those encountered
with a miscalibrated system. Furthermore, the reported actual position may di er from
the factual position, resulting in a per-projection miscalibration of the geometry. Both
e ects can be avoided su ciently by maintaining accurate motors and axes.

The detector is often assumed to consist of equally spaced and sized pixels, arranged
regularly. In the case of a at panel detector, it's assumed to be a perfect, orthogonal
grid. In reality, gravity and manufacturing limitations curtail the accuracy of this
assumption. This not only makes it di cult to convolute along lines on the detector,
which is a common operation in FBP Itering, but also impedes the backprojection. As
a result, this inaccuracy is often either ignored, but the projections can be resampled
into a regular grid, depending on requirements to accuracy and sharpness. A feasible
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and performant middle ground is to ignore detector distortion during the lItering step
and respect it during the backprojection by adjusting the backprojected position of
each voxel according to the distortion. In case of compensation, the distortion of the
detector must be prior knowledge. However, it can simply be modeled as a set of
parameters during the calibration and be inferred that way.

The calibration of the measurement system may also change over the course of a
scan. One well-known instance of this is the source spot drift. Over time, due to
heat and other factors, the spot at which the electron beam hits the target slowly
moves [Flay et al. 2015]. This mainly changes three things: The e ective position of
the X-ray source, the size of the source spot, and the brightness of the source. The
latter e ect intensi es the more worn down the target becomes. The wear of the target
is local and caused by the electron beam. Thus changing the electron beam's impact
point also changes how worn the target e ectively is.

The change in brightness can lead to severe artifacts, rendering the reconstructed
image unusable. It can either be avoided by replacing or repositioning the target
frequently, or compensated by deducing the X-ray source's current brightness from
regions of the projections that are unattenuated or from additional at- eld images
captured during the scan [Salamon et al. 2009].

The drift in source spot position is generally slight, but needs to be compensated for
if high precision or longer scans are required [Kratz et al. 2015]. It is di cult to detect
the spot drift as the source position is dicult to determine without recalibration.
However, the drift can be minimized physically by calibrating the system in a warmed-
up state, since the main cause for the spot drift are temperature changes in the rst
few hours of operation [De Oliveira et al. 2014].

An additional source of artifacts is the movement of the object. Unlike in the
medical eld, objects scanned for industrial applications tend to be rigid objects and
don't move unpredictably during the scan. However, they need to be rotated and
translated for the individual projections. In an ideal case, the motion is halted before
each projection { with a grace period to ensure that all actuators have fully stopped
moving and any slackness has settled { and only continued after the full exposure.

To save valuable scan time, some applications opt not to incorporate full stops or
any stopping at all. In the extreme case, the projections are captured continuously, with
the exposure of one projection beginning when the previous one ends [Kalender 2006].
This results in a spatial blur of the projections as well as a non-uniform miscalibration
of the geometry due to rolling shutter e ects. The rolling shutter can be compensated
for in the backprojection step, but the blur introduces data ambiguity that cannot be
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fully corrected with modi cations to the ltering formula. As a consequence, continuous
operation modes are typically not employed for high accuracy scans.

Many of these artifacts interact with one another. While solutions exist that com-
pensate for some of the mentioned artifacts, experimental data is often limited to
isolated cases without other confounding artifact sources.
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3 Related Work

CT, both in medical as well as in industrial applications, has been a topic of con-
tinual research in recent years.

3.1 Reconstruction Methods

There are mainly two types of CT reconstruction algorithms: Closed form solutions
using ltered backprojection and iterative solutions basing on forward and backward
projection.

One of the rst algorithms for 3D CT reconstruction was proposed by Feldkamp
et al. [Feldkamp et al. 1984] and remains in use and subject to improvements and
research today [Wang et al. 2020, Liang et al. 2022]. Based on their work many other
FBP algorithms have been and are being developed. Circle and line or circle and arc
algorithms extend the circular trajectory of the FDK algorithm with a perpendicular
straight line or arc for Smith-completeness [Zamyatin et al. 2008, Hoppe et al. 2012].
Katsevich proposed an algorithm for reconstruction from helical trajectories [Katsevich
2002, 2004b]. Recent works seek to improve its performance [Hayes et al. 2021]. The
di cult task of employing FBP for reconstruction from arbitrary trajectories [Tuy 1983]
is still the topic of ongoing research [Sun et al. 2018].

Iterative solutions, while they have been available for decades [Gordon et al. 1970],
have received a lot of recent attention due to their exibility, especially in the medical
eld, where their comparatively slow computations aren't as problematic due to lower
resolutions. Famously, TIGRE is a toolbox modernly developed for iterative CT re-
construction [Biguri et al. 2016]. In recent years, the advent of neural networks found
its way into CT reconstruction, where it's used to compensate for the low availability
of data in clinical applications [Pelt and Batenburg 2013, Wu et al. 2017, Pelt et al.
2018]. Other works seek to speed up the underlying forward and backward projection.
For example, Wang et al. propose a fast system matrix calculation scheme to speed up
iterative reconstructions [Wang et al. 2021]. Wu et al. seek to accelerate convergence,
thereby requiring fewer costly iterations [Wu et al. 2019].
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3.2 Reconstruction Time

Scan and computation times of CT reconstruction are of concern and have been subject
to thorough study, which is especially relevant to industrial CT applications, due to
the high resolutions used there.

Many applications distribute the workload onto multiple GPUs to achieve greater
speed-ups [Jimenez et al. 2012, Blas et al. 2014] and recent works even manage to
do so e ciently with large iterative reconstructions [Biguri et al. 2019]. Wedekind et
al. reduce reconstruction time by dynamically reducing the resolution of homogeneous
regions of the object [Wedekind et al. 2018]. A lot of research focuses on improving
the techniques used for reconstructing only a region of interest, which can be used to
greatly reduce the number of voxels to reconstruct [Yu et al. 2006, Sidky et al. 2014,
Han and Ye 2019]. Jiang et al. use neural networks to evaluate high-noise datasets and
thus allow for shorter scan times in four-dimensional CT [Jiang et al. 2022]. While
most present day works employ GPUs for the reconstruction, an alternative is available
in FPGAs and even some more recent publications successfully use them to speed up
computationally expensive parts of the reconstruction process [Ravi et al. 2019].

3.3 Artifact Compensation

One of the major modern research areas in CT is the compensation of artifacts in the
reconstructed image. While there are a myriad of dierent types of artifacts to be
considered, the following works pertain to the types of artifacts also covered by the
papers in this thesis.

3.3.1 Stair Artifacts

While medical CT normally aims to allow human viewers to examine a reconstructed
voxelized volume, industrial CT often targets the generation of surface meshes for fur-
ther processing. The most common approach for this is to rst reconstruct a voxelized
volume which is subsequently polygonized. However this approach can lead to stair
artifacts in the resulting mesh. Several researchers have studied how to avoid stair
artifacts in polygonization.

Binary volumes prohibit interpolation of vertex positions during the marching cubes
step of polygonization, leading to strong aliasing. This aliasing can be partially com-
pensated for as demonstrated in various works [Whitaker 2000, Bade et al. 2007, Lem-
pitsky 2010]. Other works attempt to detect surface defects and demonstrated success
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through using di erent means such as neural networks [Tabernik et al. 2020, Wickra-
masinghe et al. 2020] and local binary patterns [Fekri-Ershad and Tajeripour 2017].
Soussen et al. are able to use CT to reconstruct perfectly binary objects directly
from projections [Soussen and Mohammad-Djafari 2004]. They thereby circumvent the
polygonization step and thus the accompanying aliasing considerations altogether.

As stair artifact are aliasing artifacts, smoothing and optimization strategies can be
performed on the mesh to reduce their e ect. Previous research has aimed at removing
aliasing artifacts through smoothing, which can be done context-dependently to smooth
stair artifacts while keeping features [Ohtake et al. 2002, Jones et al. 2003, Moench et al.
2011]. Similarly, constrained relaxation approaches also reduce stairs while leaving
features mostly intact [de Bruin et al. 2000]. Feature-aware alternatives that attempt
to remove artifacts while leaving sharp edges intact have also been proposed [Kobbelt
et al. 2001]. However, staircase artifacts are treated as edges by those algorithms and
are preserved or even ampli ed. Various other mesh quality metrics can be de ned and
optimized for with varying success [Rangarajan and Lew 2017, Peng and Ji 2019].

Limitations

The state of the art in regard to stair artifacts is limited in that no works exist that aug-
ment regular mesh extraction from voxel grids with information from the projections,
which constitute additional knowledge uniquely available in CT reconstruction. We ad-
dress this gap by proposing a method that reconstructs density information needed for
mesh optimization directly from the projections, rather than relying on interpolation
from the grid.

3.3.2 Ring Artifacts

The projections that the CT reconstruction relies on as input need to be normalized in
a pixel-wise manner. Errors in this normalization lead to an error that is propagated
into the reconstructed image. For circular trajectories, these artifacts take the form of
rings and are generally named ring artifacts.

Several researchers perform ring artifact correction (RAC) in the reconstructed
image by transforming it into polar coordinates and applying various methods of
smoothing, such as a Gaussian lter [Wei et al. 2013], wavelet and Fourier decom-
position [Manch et al. 2009], or total variation minimization [Liang et al. 2017, Ji et al.
2017]. Newer research has successfully applied neural networks to the task of nding
the optimal correction to the sinogram with di erent approaches [Yuan et al. 2021]. A
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common approach here is to rst transform the reconstructed image into polar coor-
dinates, transforming the ring artifacts into lines. This is especially relevant for the
training of neural networks [Chang et al. 2020].

Since the cause of the artifacts resides in the projections, other methods more com-
monly seek to correct them in the sinogram, prior to reconstruction. Many authors rst
replace data from detector elements that are entirely dysfunctional and then correct
normalization errors [Rashid et al. 2012, Hasan et al. 2012]. Researchers often clas-
sify the normalization errors of detector elements as defect or non-defect, and correct
defect elements using data from non-defect elements [Rashid et al. 2012, Hasan et al.
2012, Yousuf and Asaduzzaman 2010, Anas et al. 2010]. For the correction of nor-
malization errors, a large variety of methods have been proposed, including sinogram
Itering [Yousuf and Asaduzzaman 2010, Titarenko 2016], adding a DC shift [Rashid
et al. 2012], morphological Iters [Hasan et al. 2012], multiplication with the inverse
mean pixel value [Eldib et al. 2017], and variation-based regularization [Yan et al. 2016].
Neural networks have also been found e ective for correcting ring artifacts in the sino-
gram domain [Hein et al. 2022]. It is possible to mix image and sinogram domain to
draw information from both simultaneously [Chang et al. 2019, 2020].

The most common type of CT reconstruction, ltered backprojection (FBP), applies
a lIter onto the projections depending on the scan trajectory. In that case and if RAC
is performed on the sinogram, it is typically performed before the Itering for physical
correctness. Yousuf et al. perform ring correction in the already Feldkamp-Davis-Kress
(FDK) Itered projections [Yousuf and Asaduzzaman 2010]. Alexeev et al. correct ring
artifacts that occur speci cally with antiscatter grids [Alexeev et al. 2019].

Croton et al. combat normalization errors in phase contrast tomography by cor-
recting both gain and o set of each detector pixel [Croton et al. 2019]. This requires
estimating the correct detector response for varying X-ray intensities, tting the mea-
sured detector response as a linear function of the correct response. They do so by
sweeping the X-ray beam across the detector and blurring the resulting projections,
using the blurred projections as the correct response. However, their method requires
additional projections to be captured and the X-ray beam to be directed, which is not
possible in many CT setups.

Limitations

Literature is limited in that most ring artifact correction methods only correct the
o set and not the gain of the pixel sensitivity that governs normalization. Even those
that do rely on information that may not me available depending on the measurement
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system. A gain and o set approach is more physically correct than a at o set, because
normalization errors stem from errors in the normalizing dark and ood projections,
leading to errors in the inferred gain and o set. What's missing is an evaluation to
what degree this additional physical correctness bene ts the e ectiveness of ring artifact
suppression under otherwise comparable conditions.

Furthermore, state-of-the-art algorithms often infer information about the correct
at eld projections by comparing pixel information with their neighbors', but disregard
that for some projections this inference is less accurate than for others. We address
both limitations by comparing the impact on ring artifact suppression of gain-o set
correction over pure o set correction, as well as inference from an opportune subset
over inference from all projections.

3.3.3 Geometry Errors

CT reconstruction relies on priorly known and precisely calibrated positions and ori-
entations of the detector, source, and scanned object in each projection. With increas-
ingly high resolutions, the precision of these calibrations may be insu cient and many
researchers have worked on correcting errors in the calibrated geometry description.
These calibration correction methods can be classi ed into oine methods that re-
quire the scan of a speci c calibration object and online methods that can operate on
arbitrary scans, most conveniently the scan to be reconstructed.

O ine methods are closely related to regular calibration of the system, as any such
correction method can be separated from the actual scan and considered part of the
initial calibration. Nonetheless, a multitude of such methods have been implemented
with great success [Von Smekal et al. 2004, Daly et al. 2008, Mennessier et al. 2009].

Inline methods are inseparable from the scan as they use the scan data and usually
only the scan data for calibration correction. In particular, OQuadah et al. correct
acquisition geometries on a per-projection basis by registering the projections with
virtual forward projections of the image reconstructed without correction [Ouadah
et al. 2016]. Levine et al. recalibrate the geometry of a straight line trajectory by
optimizing the geometry parameters to agree with one another through a consistency
condition based on the equality of integrals over detector rows [Levine et al. 2010].
Lesaint et al. apply that data consistency condition for straight line trajectories to
circular trajectories by resampling projection pairs to a virtual detector parallel to the
straight line that the pair's projections' sources are on [Lesaint et al. 2017]. Aichert et
al. provide a generalized version of this idea by using an epipolar consistency condition
(ECC) that functions with any detector line integrals pairs that span a shared epipolar
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plane [Aichert et al. 2015]. Lathi et al. compensate for the distortion of the detector
due do imperfect manufacturing and gravity [Luthi et al. 2019].

Geometry correction is also desirable when the detector images are incomplete, i.e.,
when only part of the object is visible on the detector. This occurs when the axis
of rotation is placed on the side of the scan area rather than in the center and only
capture half of the object in any given projection [Cho et al. 1996, Clackdoyle et al.
2004, Vedantham et al. 2020]. This is desirable as it e ectively reduces the size of the
part of the object that is scanned, allowing for higher magni cation and in turn for
higher-resolution reconstruction with the same CT size and hardware. Equivalently,
one could consider such input data to be regular scans with the axis of rotation in the
center, except that the projections were truncated.

When using projection data without any miscalibrations, it is possible to correctly
reconstruct volumes from truncated scans by changing the weighting of pixels in the
backprojection process [Parker 1982, Wesarg et al. 2002]. At most, half of the detector
can be truncated as redundant information and, usually, slightly less than half of the
detector is truncated to avoid strong gradients in the weighting.

The calibration of the measurement system is commonly readjusted using the data
of the scan to be reconstructed, in order to correct minor errors in the original calibra-
tion and to yield higher accuracy [Aichert et al. 2015, Lesaint et al. 2017, Luo et al.
2020]. However, these methods commonly employ redundancy in the projections to
perform recalibration. Such redundancy is missing in heavily truncated projections.
Recalibration with an o set detector but no truncation has been demonstrated [Lin
et al. 2019].

Limitations

One limitation of the state of the art is that no research assesses the feasibility of
existing methods for truncated projection geometry; speci cally on not uncommonly
employed truncated circular trajectory scans. We investigate to which degree sinogram-
based as well as image-based methods that are known to perform well on full, circular
scans can be adapted for use in a truncated detector case.
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Reducing Stair Artifacts
In CT Reconstruction

Computed Tomography is increasingly employed for nondestructive evaluation, with the
aim of reconstructing a surface mesh of a scanned object from radiographic projections.
State-of-the-art algorithms rst reconstruct a voxel grid and then extract a surface
mesh using existing meshing algorithms, often leading to stair-like aliasing artifacts
along the grid axes, due to the grid's orientation-dependent resolution. We circumvent
such artifacts in Itered backprojection reconstructions by optimizing the mesh's vertex
positions using information taken directly from the projections, rather than from a voxel
grid. We show that our approach reduces stair artifacts both visibly and measurably,
at relatively little additional computational cost. Our method can be tied into existing
mesh extraction algorithms and removes stair artifacts almost entirely.

Markus Wedekind?, Eric Oertel 2, Susana Castillo and Marcus Magnor?!
1 Computer Graphics Lab, TU Braunschweig, Germany
2 Carl Zeiss GOM Metrology GmbH
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A.1 Introduction

Computed Tomography (CT) reconstruction is of large interest not only for medi-
cal imaging, but also for non-destructive testing of industrial components [Gholizadeh
2016]. Conventionally, the output of CT reconstruction is a voxel grid, with each
voxel describing the density of the reconstructed object at the voxel's location. In non-
destructive testing however, objects consist of few distinct materials, allowing to extract
a surface mesh for each material instead, and a surface mesh is desired as output.

Conventionally, the rst step of mesh reconstruction is to reconstruct a voxel grid,
where each voxel stores a density value for the material at its position. In non-
destructive testing, Itered backprojection (FBP) is generally preferred for this step [Turbell
2001]. As a second step, the grid is then processed into a surface mesh. There are well
known algorithms for each of the two steps. However, simply chaining those together
independently is suboptimal.

To position the vertices of the mesh optimally, one would need to be able to evaluate
the density at arbitrary positions in the voxel grid. Nevertheless, as densities are
only available at discrete points in the grid, densities at any other positions must be
interpolated. This causes surfaces meshes to depend on their alignment to the grid.
The artifacts resulting from this often take the form of stair-like shapes. They are
particularly disruptive for manual analysis, where real ridges on the object are di cult
to discern from stair artifacts. Figure A.4 (a) shows an example of such artifacts.

Stair artifacts have di erent causes that have been studied in various previous pub-
lications. Binary volumes prohibit interpolation of vertex positions during marching
cubes, leading to strong aliasing which can be partially compensated for [Whitaker 2000,
Bade et al. 2007, Lempitsky 2010]. Surface defect detection has been demonstrated us-
ing various means such as neural networks [Tabernik et al. 2020, Wickramasinghe et al.
2020] and local binary patterns [Fekri-Ershad and Tajeripour 2017]. Soussen et al.
are able to reconstruct perfectly binary objects directly from projections [Soussen and
Mohammad-Djafari 2004].

As stair artifact are aliasing artifacts, smoothing and optimization strategies can be
performed on the mesh to reduce their e ect. Previous research has aimed at removing
aliasing artifacts through smoothing, which can be done context-dependently to smooth
stair artifacts while keeping features [Ohtake et al. 2002, Jones et al. 2003, Moench et al.
2011]. Similarly, constrained relaxation approaches also reduce stairs while leaving
features mostly intact [de Bruin et al. 2000]. Feature-aware alternatives that attempt
to remove artifacts while leaving sharp edges intact have also been proposed [Kobbelt

54



A.2 Method

et al. 2001]. However, staircase artifacts are treated as edges by those algorithms and
are preserved or even ampli ed. Various other mesh quality metrics can be de ned and
optimized for [Rangarajan and Lew 2017, Peng and Ji 2019].

An inherent problem of these strategies is their limitation to the grid-structured
voxel data or a mesh generated from it. We nd that in CT reconstruction, opti-
mization can be performed using the projection data directly, rather than interpolated
values from the grid. With FBP, density values can be reconstructed at arbitrary
points in space. We reconstruct any density values needed for the mesh extraction
from the projections using FBP. We show that projection-based mesh extraction im-
proves the quality of surfaces generated, even without smoothing. Our method is fairly
straightforward and can be fully performed on the GPU.

Additionally, we propose a vertex optimization approach that is invariant to shift,
scale, orientation, and the chosen threshold for the material segmentation. Thus, our
approach relies on a global threshold merely for segmentation purposes.

A.2 Method

The general procedure is as follows: We rst reconstruct the object as a voxel grid
using FBP. For this work, it is not relevant which FBP method is employed, so for
simplicity, we will choose the one proposed by Feldkamp et al. [Feldkamp et al. 1984].

Next, we nd a threshold attenuation density { or thresholds in case of multiple ma-
terials { for material segmentation. This can either be done manually or automatically
using some heuristic and a variety of heuristics exist that can perform this [Hartigan
and Wong 1979, Moon 1996]. Again, it is not relevant how the threshold is chosen and
any method may be used. We t a mesh structure into the voxel grid for each threshold
using marching cubes [Lorensen and Cline 1987].

Finally, we optimize this mesh by adjusting the positions of individual vertices.
The optimization strategy { described in more detail below { is iterative, although
convergence is typically reached within two to four iterations. Each step is performed
per vertex and independently from all other vertices. Therefore, a convergence criterion
can also be evaluated on a per vertex basis.

We rst perform mesh-optimization until convergence. Whenever that optimization
requires density information in between voxels, it interpolates that data from adjacent
voxels (voxel-based steps). Then, to get rid of stair-artifacts, we perform the same
optimization operation as in the voxel-based steps, except whenever it would interpolate
data from the voxel grid, it instead reconstructs that data without interpolation directly

55



Reducing Stair Artifacts in CT Reconstruction

from the projections. For that reconstruction, we employ the same algorithm that was
used for reconstructing the voxel grid, as FBP allows the reconstruction of individual
3D points without a regular grid. Note that any mesh optimization strategy can be
performed using this form of projection-based mesh extraction.

We propose a mesh optimization strategy that ts the projection-based mesh ex-
traction method well in several aspects. Our optimization strategy uses only six data
points per vertex, requiring relatively few extra points beside the voxel grid to be recon-
structed,; it allows to optimize and detect the convergence of vertex positions indepen-
dently; and it requires few iterations, which is particularly desirable as projection-based
steps are relatively expensive.

In an ideal reconstruction, voxels would be assigned the exact density value of the
material at their location. With homogeneous materials, a plot of the density along the
surface normal would show distinctly plateaus, separated by a sharp edge. However,
due to the discretization of projections, voxels near a surface are assigned intermediate
density values during reconstruction. These values form a slope between the plateaus.
We de ne the optimal position of the edge distinguishing between two cases. If the
plateaus can be determined, we choose that the mid-point density between two plateaus
represents the edge between materials (case A). At surface points, where the slope is
too long to determine the plateau densities, instead the edge is the point of steepest
gradient, i.e., the in ection point of the slope (case B).

In general, our iteration steps are structured as follows: First, the direction of
the gradient at the position of the vertex is computed. Next, six positions along the
gradient are chosen and the attenuation density at those positions is evaluated. Finally,
a new vertex position is determined from those values. For the rst few iterations, we
evaluate the density through linear interpolation from the voxels (voxel-based steps).
Due to the low cost of such iterations, we perform them until convergence. Finally,
either one or two iterations are performed without interpolation. We reconstruct the
densities directly from the projection images (projection-based steps).

For the computation of the gradient direction at each vertex, a 3D extended Sobel-
Iter is used on linearly interpolated data from the voxel grid. The gradient direction
of the vertex, although not always perfectly identical to the surface normal of the mesh
at that vertex, is henceforth considered to be the normal for the purpose of adjusting
the vertex position. The mesh optimization moves the vertex only along that gradient.
To perform the optimization, six auxiliary points are used, which also reside along that
gradient. Those points are P( 2), P( 1), P( 0:5), P(0:5), P(1), and P(2), with

P(x) = p+ nx; (A.1)
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Figure A.1: lllustration of auxiliary point positions (smaller, unconnected dots). Points
are placed along the gradient of triangle vertices (larger, connected dots) at a distance of
0.5, 1, and 2 voxel lengths.

where p and n are the position and normal gradient direction of the vertex respec-
tively, and the distance between two adjacent voxels is 1. Figure A.1l illustrates the
position of the six points. Note, that each of these variables would require two addi-
tional indices i and j, indicating the vertex and the iteration, respectively. However,
these indices are left out here for brevity. The more distant positions P( 2), P( 1),
P(1), and P(2) are used to calculate a local threshold. The nearer positions P(0:5)
and P(0:5) are then used to interpolate the new vertex positionpl*D) as

pl*Y = P(Xiso) (A.2)
. diso d 0:5

Xiso = mln(max(W 0:5; 0:5);0:5) (A.3)
0:5 0:5

Ao = max(dl;d2)+2m|n (d 1;d 2) (A4)

where d o5 is the density at the 3D position P( 0:5). The update step in Eq.(A.2)
through Eq.(A.4) picks the local minimum and maximum density values dmax and
dmin along the gradient. It then places the vertex at the position at the mid-point
betweendmnax and dmin , Using linear interpolation. The update is capped to 0.5 voxels
in Eg.(A.3) to prevent extrapolation.

We assume for our optimization method that objects are at least 1 voxel thick
and that the density function is monotonously increasing between P( 1) and P(1), if

57



Reducing Stair Artifacts in CT Reconstruction

there is a surface in between. These assumptions are sound, as otherwise the voxel
grid resolution would be too low to extract a surface. In case B, where the plateaus
are outside the range of P( 2) and P(2), we even assume that the density function is
monotonously increasing between P( 2) and P(2).

We implement our method on a single workstation PC with a Nvidia Quadro M4000
GPU and 128 GB of memory. We perform all computations on the GPU for acceler-
ation. The reconstruction itself is done using a conventional GPU implementation of
FBP [Papenhausen et al. 2011, Wedekind et al. 2018, Noel et al. 2010]. The mesh
generation is performed slice-wise using marching cubes. To avoid the overhead of
an additional memory transfer, voxel-based steps of the optimization method are per-
formed for each slice immediately after generation with marching cubes.

Once the mesh is fully generated, projection-based steps are performed. In each
step, rst the six auxiliary positions of each vertex are computed. Then, the attenuation
density at each of those positions is reconstructed as though each of those positions was
the center of a voxel. This reconstruction can use the same pipeline and projections as
the reconstruction of the voxel grid. Finally, the new vertex position is computed as in
Eq.(A.2) through Eqg.(A.4) and downloaded.

A.3 Results and Evaluation

We use two test cases for evaluation: a real data test case from X-ray scanned projec-
tions, and a ground truth object reconstructed from synthetic projections. We opted
to use spheres for evaluation, as stair artifacts particularly occur on nearly axis-aligned
surfaces and spheres are guaranteed to have such a surface in each axial direction. Both
test cases are reconstructed using Feldkamp et al.'s algorithm [Feldkamp et al. 1984] .

The object for the ground truth case is a perfect sphere reconstructed from synthetic
projections. It is sampled in a 1024 voxel grid using 1024 projections with a resolution
of 1024. Feldkamp et al.'s work [Feldkamp et al. 1984] introduces additional artifacts
at surfaces orthogonal to the axis of rotation. Thus, we exclude the top and bottom
spherical cap of the sphere with a polar angle 15from the ground truth comparison
(see Figure A.2). We compute the mesh using various methods and compare them to
a ground truth sphere as listed in Table A.1.

This allows several observations: Projection-based steps have signi cantly more
impact than voxel-based steps. The results of projection-based steps benet from
prior voxel-based steps. Adding voxel-based steps beyond the second has little im-
pact. Adding projection-based steps beyond the rst has little impact. Figure A.2
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Figure A.2: Rendering of the surface mesh for the ground truth comparison. (a):
Overview. (b): Mesh segment after marching cubes. Stair artifacts can be seen form-
ing rings on the sphere surface. (c): Mesh segment after one voxel-based step. Still slight
stair artifacts remain. (d): Mesh segment after one projection-based step. Stair artifacts

are reduced signi cantly

shows a visual comparison between the results of di erent methods.

The object for the second case is a ruby sphere attached to a carbon bre stick (see
Figure A.3). Our convergence criterion for this test case is that a vertex converged
if an iteration changed that vertex's position by less than one thousandth of a voxel.
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Table A.1: Ground truth comparison via root mean square error in voxel lengths. -
MC: marching cubes, EPx+y: Our method using x voxel-based steps andy projection-
based steps. Projection-based steps reduce RMSE faster than voxel-based steps as well as
converge to a better lower limit.

Method RMSE Method RMSE

MC 0.0899848| EP1+1 0.0184069
EP1+0 0.0290142|| EP2+1 0.0173780
EP2+0 0.0190012|| EP100+1 0.0173078
EPO+1 0.0277740|| EP2+20  0.0172742

Table A.2: Comparison of reconstructed object to perfect sphere via root mean square
error in voxel lengths. - MC: marching cubes, ER+y: Our method using x voxel-based
steps andy projection-based steps

Method RMSE Method RMSE
MC 0.0579747|| EP4+1 0.0344390
EP4+0 0.0355456

The voxel-based optimization fully converges after 4 iterations. The projection-based
optimization fully converges after 2 iterations (i.e., only the rst iteration caused any
greater change than one thousandth of a voxel).

We compare the surface to a perfect sphere, tted via Gaussian best t. We removed
the caps of the sphere from the comparison, using a 2@olar angle. Additionally, we
removed the section of the sphere that is connected to the stick. Figure A.3 and Table
A.2 show a visual and quantitative comparison of voxel-based and projection-based
optimization. Stair artifacts can be seen in the original mesh after marching cubes.
These artifacts linger slightly even after voxel-based optimization converged. A single
projection-based step removes any visible artifacts. Figure A.4 shows a test case where
the stair artifacts are more apparent for human observers.

We test the speed of our method with a 3136 576 1120 voxel grid and 1200
projections with 3008 2512 pixels. The object is a con guration of lamellas and
has a particularly high surface-to-volume ratio. We oriented and cropped the sampling
volume to minimize the number of voxels. This maximizes the high ratio of mesh
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Figure A.3: Rendering of the surface mesh for the real data comparison. (a): Overview.
(b): Mesh segment after marching cubes. Stair artifacts can be seen forming rings on the
sphere surface. (c): Mesh segment after four voxel-based steps. Still slight stair artifacts
remain. (d): Mesh segment after four voxel-based steps and one projection-based step

optimization time to voxel grid reconstruction time.

Table A.3 lists the timings of several steps of the reconstruction. The limiting
factor of projection-based steps is the reconstruction of the six auxiliary position for
each vertex. The update step itself is negligible (about 9 milliseconds). Overall, the
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Figure A.4: Rendering of the surface mesh for the real data comparison. (a): Mesh after
voxel-based steps until convergence, exhibiting stair artifacts. (b): Same as (a), followed
by one projection-based step, leaving no visible stair artifacts

Table A.3: Timings of several parts of the reconstruction process for an object with
exceptionally large surface area per volume.

Task Time
voxel grid reconstruction 275 s
initial mesh generation 12s
100 voxel-based steps 25s

1 projection-based step 26 s

reconstruction { excluding projection-based steps { took 279 seconds. Therefore, each
projection-based step increases the run time of the algorithm by only 9.3% of the
original duration.

A.4 Conclusion

We propose a method for reducing stair artifacts in surface meshes generated from CT
reconstruction. Our method removes the reliance on interpolated data for mesh opti-
mization and is applicable to any FBP type procedure and with any mesh optimization
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strategy. Our results show that the approach reduces stair artifacts both visually and
measurably.
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Feature-Sensitive Ring Artifact Correction
for Computed Tomography

In computed tomography (CT) reconstruction, ring artifacts emerge from incorrectly
normalized or defective detector elements. Correction algorithms often introduce blur
or do not correctly accommodate the behaviour of those artifacts. Normalization er-
rors stem from noise in the detector images during the normalization process and are
always present to some degree. We propose a method for correcting ring artifacts from
incorrectly normalized detector elements in the sinogram. Our approach compensates
for errors both in the individual gain as well as o set of pixel values. We reduce blur by
inferring gain and o set information for each pixel from its neighbors only in a subset
of all projections. We show with datasets from real measurements that our method
is e ective at mitigating the shortcomings of purely o set based approaches and ap-
proaches using all projections. Furthermore, our method can be e ciently implemented
compensating for most overhead times. Under usual circumstances, our method can be
implemented to function with no additional time overhead at all.

Markus Wedekind, Susana Castillo and Marcus Magnor
Computer Graphics Lab, TU Braunschweig, Germany

Journal article published in Journal of Nondestructive Evaluation (JONE) 2023, Vol-
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B.1 Introduction

In computed tomography (CT), objects are scanned using radiographic X-ray projec-
tions, which allow for reconstructing the object's shape and interior structures using
well-established formulas and methods. In practise, CT is aicted with a large variety

of errors in the input data, leading to various types of artifacts. Projections in CT are
captured by a detector composed of numerous detector elements { one for each pixel. If
the detector of the scanning device is imperfect, those defects produce erroneous pixel
information, which is then propagated into the volume image that is reconstructed
from a scan. As the detector follows the capturing trajectory, so do the defects, leav-
ing accumulated errors in the reconstructed volume, in a shape that depends on the
trajectory. For a circular trajectory, for example, the errors form concentric circles.
While other trajectories lead to di erent shapes of the resulting artifacts, the principle
problem remains the same, and such errors are commonly known as "ring artifacts".

Ring artifacts stem from the fact that di erent detector elements do not measure
x-ray radiation identically. Irrespective of the origin, these erroneous pixels are often
collectively called defect detector elements in literature [Rashid et al. 2012, Hasan et al.
2012], though they can be treated di erently. While errors stemming from defunct de-
tector elements are usually solved by disregarding their information and replacing it by
interpolation, errors coming from incorrectly normalized detectors allow for correction,
as they leave usable information in each projection. This work focuses on the latter.

In CT, normalization of the detector is necessary due to hardware limitations. Every
detector element, or pixel, exhibits a di erent gain as well as base response, where the
base response is the X-ray intensity reported by the pixel when no radiation reaches
the pixel, and gain is the increase in X-ray intensity reported per increase in radiation
reaching the pixel. A common method of normalizing the detector is to assume each
pixel's gain to be constant and therefore the relationship between radiation intensity
and pixel response to be linear. In that case the function mapping a pixel response to a
radiation intensity can be determined from two data points, such as a ood image with
maximum radiation intensity and a dark image with no radiation. However, as X-ray
images are inherently noisy, so are the ood and dark images, or any other images that
would be captured by other normalization methods, leading to normalization errors.
The e ect of noise can be reduced by averaging multiple images, but it can never be
fully eliminated and long normalization times are undesirable, as CT detectors' pixel
response functions change over time, thus requiring frequent re-normalization.

Several researchers perform ring artifact correction (RAC) in the reconstructed
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image by transforming it into polar coordinates and applying various methods of
smoothing, such as a Gaussian lIter [Wei et al. 2013], wavelet and Fourier decom-
position [Mdanch et al. 2009], or total variation minimization [Liang et al. 2017, Ji

et al. 2017]. Since the cause of the artifacts resides in the projections, other methods
more commonly seek to correct them in the sinogram, prior to reconstruction. Many
authors rst replace data from detector elements that are entirely dysfunctional and
then correct normalization errors [Rashid et al. 2012, Hasan et al. 2012]. Researchers
often classify the normalization errors of detector elements as defect or non-defect, and
correct defect elements using data from non-defect elements [Rashid et al. 2012, Hasan
et al. 2012, Yousuf and Asaduzzaman 2010, Anas et al. 2010]. For the correction of nor-
malization errors, a large variety of methods have been proposed, including sinogram
Itering [Yousuf and Asaduzzaman 2010, Titarenko 2016], adding a DC shift [Rashid
et al. 2012], morphological Iters [Hasan et al. 2012], multiplication with the inverse
mean pixel value [Eldib et al. 2017], the use of neural networks [Chang et al. 2020], and
variation-based regularization [Yan et al. 2016]. Yousufet al. perform ring correction in
the already Feldkamp-Davis-Kress (FDK) Itered projections [Yousuf and Asaduzza-
man 2010]. Alexeevet al. correct ring artifacts that occur speci cally with antiscatter
grids [Alexeev et al. 2019]. Crotonet al. combat normalization errors in phase contrast
tomography by correcting both gain and o set of each detector pixel [Croton et al.
2019]. This requires estimating the correct detector response for varying X-ray intensi-
ties, tting the measured detector response as a linear function of the correct response.
They do so by sweeping the X-ray beam across the detector and blurring the resulting
projections, using the blurred projections as the correct response. Their gain and o set
approach is more physically correct than a at o set as seen in other works, because
normalization errors stem from errors in the normalizing dark and ood projections,
leading to errors in the inferred gain and o set. However, their method requires addi-
tional projections to be captured and directing the X-ray beam is not possible in many
CT setups. We adopt their gain and o set based method and adapt the estimation
of the correct response to work with conventional CT-projections, without requiring
alterations to the acquisition process.

A problem of previous correction methods is that they indiscriminately employ
all projections of a measurement for estimation of the correct pixel response. While
this provides more data and thus less noise, some projections are inherently less t for
inferring a correct response of a pixel, speci cally projections with large local variations
near that pixel. We show that selectively omitting projections from the estimation
process sharply reduces the introduction of blur by the RAC. We devise a method that
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compensates for normalization errors using sinogram lItering with the main di erences
to previous work being: i) correction of every detector element rather than classifying
as defect/non-defect,ii) correction using gain and o set, andiii) pixel-wise omission
of unt projections for gain and o set estimation. We show that our algorithm can
be implemented inline, i.e., it can be performed during images acquisition, at the cost
of precision. By performing the compensation inline, any computational overhead of
applying the Iter can be hidden, therefore allowing reconstruction with no additional
time consumption.

B.2 Method

We aim for improving both the image quality as well as the computation time and
therefore incorporate the following considerations in our method.

B.2.1 Image Quality

Our approach is performed on the sinogram, i.e., the projections of the measurement
to be corrected. The general idea is to correct the gain and o set of each detector
element individually. To estimate the gain and o set, we need to do nothing more than
t a linear function into the dependency 'measured pixel response'! ‘correct pixel
response’. The tting itself can be done using simple linear regression. The problem
lies in the fact that the 'correct pixel response' is unknown and needs to be estimated.

To do this, we make use of the fact that for most projections, a pixel's correct
response is similar to that of its neighbors. A pixel may di er from its neighbors in
some projections due to noise or features of the object. But a pixel consistently being
brighter or darker than its neighbors would mean there is a tube or ring in the object,
exactly one pixel in size, positioned in such a manner that the thickest part of the ring is
projected precisely onto the same detector element in each projection. That is not only
improbable, it is also an object with features too small for reliable reconstruction. We
assume that any such rings are undesired in the reconstructed image. Our algorithm
operates in the following four steps:

Step 1: Determine projections to be used. Each detector elementp uses
its own subset Sp) of projections for correction. That subset is made up of those
projections where the pixel response op is likely to be similar to those of its neighbors,
i.e., projections with little local variation near p.

Let I(p;i) be the pixel response of detector elemenp in projection i and let
D(p;i) = log(I(p;i)) be the negative logarithmized response, which is commonly used
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for reconstruction. For the local variation, we look at p's eight neighbors and denote the
local di erence di ( p;i) in projection i as the greatest di erence between the D of two
opposing pixels in that 8-neighborhood. For noise robustness, we select the majority
of the projections to be in S). We only lter out those projections where di ( p;i) is
an outlier. We de ne that a projection is an outlier if its di is more than a standard
deviation greater than the average di .

Step 2: Estimate correct pixel response. For projections in S(p), we estimate
the correct pixel responsel of p to be the median of its eight neighbors. We compute
the medianD in D, rather than in I, and exponentiate thereafter to avoid a bias towards
lower I. The median of eight values has a greater variance than an average or weighted
average of the same values, assuming Gaussian noise. Nonetheless, we elect to use the
median, as it is a better estimator on non-linear slopes.

Note that by using neighboring pixel information as the 'correct pixel response’, we
introduce gain and o set errors that those detector elements had intop. Since those
errors stem from zero-average noise during the normalization, this process reduces
the error on average. In a sense, we are blurring gain and o set errors. Therefore,
projections must still be at- eld corrected beforehand as usual, to minimize the initial
gain and o set errors. The subset-based approach is used to reduce the risk of blurring
features of the projections as well.

While we estimate the correct pixel response using an 8-neighborhood, it is possible
to use larger median kernels, to apply a stronger RAC, i.e., a stronger blur to gain
and o set errors. However, farther neighbors are poorer predictors of's correct pixel
response. If a stronger correction is desired, we instead suggest iteratively repeating
the RAC with our small kernel size. For the gain and o set noise, this is equivalent to
a larger kernel, at a reduced risk of blurring features in the projections.

Step 3: Infer gain and o set. Gain and o set can be inferred through linear
regression using the data pairs of measured pixel response and correct pixel response
from Step 2. However, a small adjustment must be made to the linear regression
formula with regard to noise, in order to emend a minor bias.

Additionally, there is a special case where all data pairs of a detector element are
too close together to allow for linear regression. This is, for example, the case when
a pixel remains unattenuated throughout the measurement and only sees air in each
projection. Fortunately, in this case, one can fall back to merely correcting the o set of
that detector element, as any error in its gain will have negligible impact. The stability
of a linear regression depends on the variance of its data pairs. So to determine whether
linear regression is feasible, we can simply ensure the variance opl({) exceeds some
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threshold. Since pixel responses are normalized between O and 1, that threshold can
be data-independent. We chose a threshold of:0225, which corresponds to a standard
deviation of 0:15. In addition, the gain and therefore covariance of each (uncorrected)
detector element is approximately 1. So @ < Cov(l;1) < 1:1 can be added as a safety
check.

We observe noise both in | and inl. Linear regression assumes that either the x-
or y-axis is noisy, but not both. There are variants of linear regression that can work
with noise in both axes, but they are unnecessarily complex for this scenario, because
we know the ratio of the intensities of both noises. The ratio between the noise of one
pixel and the noise of the median of eight pixels is a constant = W With gain
and o set correction, the relationship between the brightness we should measure and
the brightness we measure is some lin&¥ = a+ mX. Assume our neighboring pixels
without noise describe the correct pixel response. Then each projection is a value
pair, measuring x for p's neighboring pixels andy = a+ mx for p. Both X and Y are
measured with noise. Let be the noise ofX and be the noise ofY, sothat x = X +
andy = Y+ . Assume and each have a mean of 0 and are uncorrelated to all
other variables. Let e=Var( ) be the variance of and d = Var( ) be the variance of

. Letthe mean of X be X = x= . Thenthe meanofY isY = y=a+ m . Thus,
towards calculating m, we start by considering:

Var(x) = Var(X) + e; (B.1)

Var(y) = Var(Y) + d: (B.2)

Substituting the Y with the line equation, Eg. B.1, and Cov(x;y) = mVar(X) in
Eq. B.2, we can derive:

_ Var(y) d,

: B.
Cov(x;y) (B.3)
Consideringr = g and given that e = Var(x)  Var(X), from Eq. B.3 we can obtain:

_ Var(y) Var(x) r L
T Cov(x;y) Cov(x;y) m

(B.4)

Renaming the rst two terms on the right side of Eq. B.4 as ¢, we can obtain the

gain m as:

P
+ 2+4
mz% (B.5)

With the gain m calculated, the o set can be determined as usual vica=y xm.

70



B.2 Method

Step 4: Correct pixel response. To correct each pixel value, its response If; i)
needs merely be put ax into y = a+ mx, wherem and a are the corresponding detector
element p's gain and o set respectively. y is the corrected pixel response. Note that
responses need to be corrected for all projections, not only those in )

B.2.2 Computation Time

To avoid additional time overhead from applying RAC, it is desirable to perform the
correction inline, i.e., during the acquisition of the projections. Naively, this is not
possible, as all projections are required for determining the gain and o set values. For-
tunately, the algorithm is already able to deal with only a subset of the projections and
none of the computations are very costly. This allows for a very simple inline adap-
tation, where the last few projections acquired are excluded from the subset $f for
each pixelp. This enables the computation of gain and o set values and the processing
of all projections acquired so far. The remaining projections can then be corrected
as soon as they are captured. The number of projections that need to be excluded
from S(p) depends on the acquisition time and the speed of the machine computing
the correction. Since our algorithm is trivially parallel, it can easily be implemented
on the GPU.

Inlining the algorithm becomes more di cult if the reconstruction is already inlined,
i.e., if reconstruction is performed during projection acquisition. If the reconstruction
is slower than the acquisition, it is impossible to fully hide the overhead of RAC. If the
reconstruction is faster, the di erence between acquisition time and reconstruction time
leaves margin for maneuver. It is possible to sacri ce scope of the RAC for performance.
Particularly, ring artifacts are most severe near the axis of rotation. By restricting RAC
to a region around the axis, one reduces both the number of pixels that need to be
corrected and the number of voxels that need to be reconstructed with the correction.
As the RAC itself is inherently fast, the reduction in the number of voxels is the major
advantage of this region of interest approach. It is possible to rst reconstruct the full
image without RAC and later perform a much faster region of interest reconstruction
using the corrected projections. This way, the full reconstruction needs not wait for the
RAC and the correction can use most projections to estimate gain and o set. As long as
the region on interest reconstruction is faster then the di erence between acquisition of
the remaining projections and reconstruction using the remaining images, this strategy
fully hides the RAC overhead, even for inlined reconstructions. Ring artifacts are more
severe in acquisition settings with high noise, which call for longer illumination times
to reduce noise. This means that problem sets where RAC is the most useful are also
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