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Abstract

In this work we propose a novel approach for real-
istic fire animation and manipulation. We apply a
statistical learning method to an image sequence of
a real-world flame to jointly capture flame motion
and appearance characteristics. A low-dimensional
generic flame model is then robustly matched to the
video images. The model parameter values are used
as input to drive an Expectation-Maximization al-
gorithm to learn an auto regressive process with re-
spect to flame dynamics. The generic flame model
and the trained motion model enable us to synthe-
size new, unique flame sequences of arbitrary length
in real-time.

1 Introduction

The motion of flames are governed by hydro-
dynamical forces. The interaction between laminar
and turbulent flow within flames can cause not quite
periodic, yet at the same time also not-yet truly
chaotic flame motion. These are the basic properties
of auto regressive processes(ARP). In this paper we
will use learning methods to train such an ARP that
captures the characteristic flame dynamics. We are
further proposing a generic flame model which we
robustly fit to recorded video sequences of flames.

The result will be a method to synthesize arbi-
trary long and unique flame sequences from our
trained model in real-time.

2 Related Work

Recent research into realistic flame modeling and
animation in computer graphics has been concen-
trating on physical models and on solving the
Navier-Stokes equations [4, 5, 6]. By careful model
parameter adjustment, the obtained results can be

very convincing [3]. However, fine-tuning the
model parameters towards some desired flame out-
put is tedious as the parameters’ physical interpreta-
tion does not directly relate to their impact on flame
animation and appearance. Another drawback of
physically based approaches is the computational
power needed to solve the underlying differential
equations which necessitates trading off animation
realism for real-time performance on standard hard-
ware.

To overcome having to solve the partial differen-
tial equations of the underlying physics, Schoedl et
al. [7] propose an image-based approach to flame
animation. Their idea is to segment a real-world
input video sequence into smaller time periods
that can be re-arranged to create new and possi-
bly longer sequences. However, the inevitable re-
currence of identical sub-sequences limits the sense
of realism of any newly generated longer sequence.
Also, for more turbulent flames, dividing the video
image sequence into concatenatable sub-sequences
appears difficult.

Our approach aims at overcoming both problems
by learning a model of the characteristic motion
and appearance of a flame. To the video images
of a real-world flame, we adapt a generic flame
model. From the evolution of model parameter val-
ues, an auto regressive process (ARP) is trained.
The learned ARP is able to drive the synthetic flame
animation in real-time, creating arbitrary long and
unique sequences.

The rest of the paper is structured as follows.
In Section 3 we describe our generic flame model
that can be matched automatically to the flame in
the video images. Section 4 introduces the learn-
ing framework that we employ to derive a statistical
model of flame motion and appearance. We present
real-world results from our experiments in Section 5
before we conclude in Section 6.
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3 Flame Model
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Figure 1: Overview of the generic flame model.
One flame is represented by the state vector x.

As input to our method, we record a real-world
flame over a period of time with a conventional
video camera, Fig. 5. Our sequences are recorded
at 1000 × 1000-pixel resolution, 12-bit linear dy-
namic range per pixel, and 40 frames per second. To
be able to make use of statistical learning methods
to capture the characteristics of flame motion and
intensity variations, the flame images must be trans-
formed to a low-dimensional, yet visually faith-
ful representation. Reducing the dimensionality is
a common pre-processing step in computer vision
and machine learning to concentrate on the rele-
vant features of the problem [2].An overview of the
generic flame model is depicted in Figure 1. We
propose a generic flame model that can be matched
automatically to the video images and from which
realistic flames can be rendered, Fig. 3.

Our flame model is based on prior knowledge
of general flame composition and consists of two
parts. The first part captures the deformation of
the flame by a set of shape parameter values. The
second part represents the visual appearance of the
flame as a linear combination of eigenflames which
are obtained from the input images, Section 3.2.
The model parameter values are derived without
manual intervention directly from the input video
images.

(a) (b)

Figure 2: Comparison between input images (a,
b left) and rendered model images (a,b right).
The flames are faithfully reproduced by the 26-
parameter model.

3.1 Deformation Parameters

As shape parameters, we rely on the geometric im-
age moments Mpq as defined by

Mpq =

∫ ∫
x

p
y

q
I(x, y)dxdy, (1)

where I is the gray valued image of the flame and x

and y are the coordinates. The order of the moment
is defined as p + q. An introduction to geometric
moments can be found here [8]. The parameters of
the deformation in our approach are estimated from
the normalization transformation.

We use moments up to the order 3 to normalize
the flame images. After the normalization process
the following properties hold

• all normalized images exhibit the average in-
tensity.

• the main axes of the gray-value distribution are
aligned with the image axes.

Making the (valid) assumption that the main axis of
the flame distribution truthfully represents the over-
all orientation of the flame, we are able to estimate
the height of the flame from the second-order mo-
ment. The total height of the flame is subdivided
into several slices. Each height slice is normalized
using the moments of this slice. This way, the de-
formation parameters path eccentricity and width of
flame is determined for each slice The estimated
height-slice parameters are used to center and nor-
malize each slice of the flame image. The final
step in parameter estimation consists of sampling
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Np path and Nw width parameters at equidistant
heights. As the result, flame shape is described by
Np + Nw + 1 (flame height) parameters.

During rendering, the normalization procedure is
reversed. To get a smooth deformation of the syn-
thesized normalized flames the sparsly sampled pa-
rameters are interpolated with a cubic spline. The
resulting deformation process is then the inverse
normalization transformation defined by the current
model parameters.

3.2 Eigenflames

Figure 3: The first three eigenflames of the recorded
sequence.

After the flame shape has been normalized as
described, we can now analyze flame appearance
over the entire video sequence. One crucial ob-
servation is that after normalization, the resulting
flame images are very similar. This is a necessary
pre-condition for a successful eigen-image analy-
sis [10]. As the result of our principal-component
analysis, we obtain a set of “eigenflames” that form
the basis of our “flame-space”, Fig. 3. Reduc-
ing the dimensionality of our flame representation
in a guaranteed least-squares error sense consists
of simply selecting those Ne eigenflames with the
largest eigenvalues as the basis for the sub flame-
space of our generic flame model.

During rendering, we obtain each new flame by
a linear combination of the selected eigenflames
weighted with the sampled parameters from the cur-
rent model parameters.

4 Learning the ARP

Having matched our generic flame model to the
recorded flame images, we are now in a position to

model how shape and appearance parameters evolve
over time. In this paper we model the underlying
temporal process of the observed parameters as an
auto regressive process.

In the following, we refer to the model parame-
ters derived from the input video sequence as xt.
Thus, xt is a vector of length Np + Nw + Ne + 1.
Note that at an time instant t, the flame is com-
pletely represented by xt.

We assume the temporal Markov property which
renders the model independent of any previous state
xt−k for k > K. This leads to the definition of the
ARP like follows:

xt =

K∑
k=1

Akxt−k + d + Bwt (2)

xt is the vector describing the state of the model at
time t. Ak and d are deterministic parameters of
the process and matrix B models the weighting of
the stochastic vector w where each component wi is
an independent random N(0, 1) variable. An ARP
is now sufficiently described by the set of parame-
ters λ = {A, d, B} with A = (A1A2...AK). The
learning process is then to estimate a parameter set
λ∗ that faithfully represents the flame dynamics.

Further, we assume that the state of the model xt

is not observed directly but is the result of a noisy
observation. This assumption reduces the influence
of errors in the estimation of the parameters in the
previous step.

In addition, we assume that the state of the model
xt is not observed directly but is the result of a
noisy observation. This assumption reduces the in-
fluence of errors in the estimation of the parameters
in the previous step. Since the state of the model
is hidden, using a Maximum-Likelihood approach
to estimate the parameters is not directly possi-
ble [11]. Instead, we use an iterative Expectation-
Maximization algorithm for learning the stochastic
dynamic process [9].

4.1 EM with Condensation

To learn the ARP, we rely on the condensation al-
gorithm [12]. The condensation algorithm is, in
essence, a particle filter approach which approxi-
mates a multivariate distribution. In the context of
learning an ARP, the condensation algorithm was
first applied in the Expectation step of the EM algo-
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rithm [13, 1]. We give a short outline of the learning
process here.

The EM algorithm is divided into two steps. The
first step consists of estimating the expected val-
ues of moments and auto correlations given an ARP
λi−1. In the second step, the expected values are
used to compute a Maximum-Likelihood Estima-
tion of a new ARP λi. Both steps are repeated until
a terminating criterion is met.

As mentioned above, the condensation algorithm
is used to estimate the expected values in the Ex-
pectation step. The number of particles used in
the computation is set to Nc. Because the ap-
proximation quality of the true multivariate distri-
bution increases with Nc, one has to find a reason-
able trade-off between computational complexity
and goodness-of-fit. In our experiments we found
that a value of Nc in the range of 50 to 300 yields
good results, Section 5.

4.2 Initialisation

Since the EM algorithm converges to a local opti-
mum, the learning results depend on a good initial
ARP λ0. We therefore relax the assumption of a
noisy observation process and restrict the initial in-
fluence of the parameters to the time axis, which
means the A0

k are diagonal matrices. Further with
the assumption that d0 = 0, we can estimate A0

k

directly from the input data. B0 is initialized as a
diagonal matrix with the standard deviations of the
observed parameters on the diagonal. Because very
large or small ranges of parameter values can cause
numerical instabilities during the learning, we scale
the input data to a standard deviation of one. After
the learning process, the parameters λ are rescaled
to reproduce values in the original range of the vari-
ables.

4.3 Synthesizing new flames

Having learned the ARP that represents the char-
acteristic dynamics of our flame, we can now use
it to generate new parameter values for our generic
flame model. This is done by repeatedly evaluating
(2) to create new xt. The obtained parameter val-
ues are then used to synthesize new flame renditions
from the flame model introduced in Section 3. Eval-
uating (2) can be repeated over arbitrary lengths of
time to create new, unique flame sequences. Fig-
ure 4 gives an overview of the process.

ARP

X

t−k

sample Flame Model

Figure 4: To generate a sequence of new flames,
simple sampling of the ARP is done. The obtained
x are used as input to our flame model. This yields
images for sampled flame parameters.

Figure 5: Acquisition setup

5 Results

The results presented here are based on a sequence
of flame images recorded with a 1 Megapixel cam-
era at 40 fps, Fig. 5. Recording the video se-
quence in the dark avoids background subtraction
of the transparent flame images. From the recorded
video sequence, images of flames consisting of
two or more disjoint plumes are discarded, because
our generic flame model, Section 3, cannot repre-
sent such (rather rare) flame appearances. From
the recorded video sequence, a sub-sequence of
100 flame images is later selected that shows a sin-
gle flame without topology changes, i.e., without
plumes. Fig. 6 depicts three images from the in-
put sequence. The flame model consists of Np =
Nw = 10 and Ne = 5 parameters, Section 3, yield-
ing in a total 26 parameters. As starting ARP, the
heuristic proposed in section 4.1 and K = 2 is used.
Nc = 200 particles for the condensation algorithm
are used. The iterative optimization routine is ter-
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Figure 6: Images from the input sequence.

minated if the likelihood does not increase during
three consecutive iterations. The current Matlab im-
plementation of the algorithm takes about 30 min-
utes on a 3 GHz Pentium4.

5.1 Synthesized flame sequences

Arbitrary new, unique flame sequences can be
synthesized from the learned model, Section 4.3.
Movies of the resulting synthetic flames can be
found on the project homepage1 . Fig. 7 depicts a
sample of synthetic flames. Note, however, that the
true quality of the proposed algorithm can be as-
sessed only from the animated flame. While a syn-

Figure 7: Novel flames created from the learned
model.

thetic flame with the same flickering and movement
characteristics as the original flame can be obtained
directly without any additional scaling or transfor-
mation of the parameters, our model additionally
gives control over flame appearance. For example,
the general path of the flame can be adjusted over
time by adding an offset to the path parameters, re-
sulting in a bent flame. This can be useful to in-
troduce the effects of external forces such as wind.
The same direct manipulations can be applied to the
flame height, width, and scale.

1http://mpi-inf.mpg.de/˜tstich/learning_
flames/

The current model relies on gray-valued flame
images indicating emissivity. Due to the nature of
flames we can introduce a transfer function to map
flame intensity to color. It is also easily possible to
extend the model to include the color of the input
images.

Objectively validating the accuracy of our results
is not easily possible. The degree of obtained re-
alism might be best evaluated by simply looking at
the synthesized images and movies.

6 Discussion and Future Work

In this paper we have introduced a novel approach
for the animation and modeling of flames. Un-
like previous physically-based or image-based ap-
proaches, our method relies on a statistical learn-
ing approach. We propose a general flame model
which can be robustly matched to recorded video
sequences. By learning the temporal characteris-
tics of the flame shape and appearance, we are able
to synthesize arbitrarily long, unique sequences in
real-time.

6.1 Future Work

Our compact representation of flame characteristics
can be extended to offer additional degrees of free-
dom in manipulating flame animations For exam-
ple, by learning different flames, continuous inter-
polation between laminar-flow flames and turbulent
flames becomes possible, yielding intuitive con-
trols over flame animation. Since the applied learn-
ing approach is capable of learning multi-mode dy-
namic systems, it can be used directly to model the
different dynamics, e.g., also depending on the in-
fluence of external forces on the flame.

In our current implementation we assume a sin-
gle flame without topology changes, i.e., plumes.
Using a separate ARP, the dynamics of plumes can
also be modeled. We are also planning to expand
the generic flame model to directly support color
flames by preserving the color of the eigenflames
and blending them into the synthesized image. Fi-
nally, we can apply our approach not only to 2D
video images but also directly to time-varying 3D
volume models [14]. This will allow integrating
learned flames into 3D virtual environments.
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