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Abstract. Most algorithms for dense 2D motion estimation assume
pairs of images that are acquired with an idealized, in�nitiv ely short
exposure time. In this work we compare two approaches that use an ad-
ditional, motion-blurred image of a scene to estimate highl y accurate,
dense correspondence �elds.
We consider video sequences that are acquired with alternating exposure
times so that a short-exposure image is followed by a long-exposure im-
age that exhibits motion-blur. For both motion estimation al gorithms we
employ an image formation model that relates the motion blur red image
to two enframing short-exposure images. With this model we can deci-
pher the motion information encoded in the long-exposure ima ge, but
also estimate occlusion timings which are a prerequisite for artifact-free
frame interpolation. The �rst approach solves for the motio n in a point-
wise least squares formulation while the second formulates aglobal, total
variation regularized problem. Both approaches are evaluated in detail
and compared to each other and state-of-the-art motion esti mation al-
gorithms.

Keywords : motion estimation, motion blur, total variation

1 Introduction

Estimating the dense motion �eld between two consecutive images has been a
heavily investigated �eld of computer vision research for decades [1, 2]. To ap-
proximate the actual 2D motion �eld, typically the optical 
 ow between consecu-
tive video frames is estimated. If regarded individually, however, short-exposure
images capture no motion information at all. Instead, traditional optical 
ow
methods reconstruct motion indirectly by motion-modeling the image di�erence.

Sampling theoretic considerations show that this approachis prone to tem-
poral aliasing if the maximum 2D displacement in the image plane exceeds one
pixel [3]. To prevent aliasing, multi-scale optical 
ow methods pre-�lter the image
globally in the image domain because the motion is a priori unknown [3]. This,
however, is not the correct temporal �lter: high spatial frequencies should be
suppressed only in those Fourier domain regions where aliasing actually occurs,
i.e., only in the direction of local motion.

There exists a simple way to achieve correct temporal pre-�ltering by expos-
ing the image sensor for an extended period of time [4]. In long-exposure images
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Fig. 1: Alternate exposure imaging: (a) exposure timing diagram of (b) a short-
exposure imageI 1 followed by (c) a long-exposure imageI B and (d) another
short-exposure imageI 2.

of a moving scene high image frequencies that can cause aliasing are suppressed
only in motion direction. Motion estimation from motion blu rred images is often
performed as one step of blind deblurring approaches [5]. Inpoor lighting con-
ditions, long-exposure times are necessary to obtain a reasonable signal to noise
ratio. Motion in the scene suppresses high image frequencies in motion direction
which deblurring approachs then try to reconstruct solving a severly ill-posed
problem.

Alternate exposure imaging combines short-exposure images that capture
high frequency content with long-exposure images that integrate the motion of
scene points (Fig. 1). Apart from capturing motion informat ion directly, long-
exposure images bear the advantage that occlusion enters into the image for-
mation process. A scene point and its motion contribute to a motion-blurred
image exactly for as long as the point is not occluded. Only recently have opti-
cal 
ow algorithms begun to address occlusion [6{9], assigning occlusion labels
per pixels. The moment of occlusion, however, cannot be easily determined from
short-exposure images.

Two approaches to motion and occlusion estimation from alternate exposure
images have been proposed in literature [10,11]. They are based on the same im-
age formation model that is equally valid for occluded and non-occluded points
and incorporates occlusion time estimation. Each of these approaches adds dif-
ferent additional assumptions to make motion estimation computationally man-
ageable. To compare the two approaches, we give a detailed description of the
assumptions and evaluate them on synthetic as well as on realtest scenes.

2 Related Work

The number of articles on optical 
ow computation is tremendous which indi-
cates the signi�cance of the problem as well as its severity [1, 2, 12]. Related
to our work, scale-space approaches [13] and iterative warping [14, 15] obtain
reliable optical 
ow results in the presence of disparitieslarger than a few pix-
els. Alternatively, Lim et al. circumvent the problem by emp loying high-speed
camera recordings [16]. None of these approaches, however,consider occlusion.
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In contrast, Alvarez et al. determine occlusion masks by calculating forward
and backward optical 
ow and checking for consistency [8]. Areas with large
forward/backward optical 
ow discrepancies are considered occluded and are
excluded from further computations. Xiao et al. propose interpolating motion
into occluded areas from nearby regions by bilateral �ltering [6]. This approach
is re�ned by Sand and Teller [7] in the context of particle video. Xu et al.
consider the in-
ow into a traget pixel as occlusion measure[9] (see also [17]).
While explicit occlusion handling is incorporated, the moment of occlusion can-
not be determined. The advantages of occlusion handling andocclusion timings
for image interpolation are demonstrated by Mahajan et al. [18]. Similar to the
alternate exposure approach they use a path-based image formation model. How-
ever, paths are calculated between two short-exposed images based on a discrete
optimization framework yielding only full pixel accuracy.

Motion estimation is also possible from a single, motion-blurred image. As-
suming spatially invariant, constant velocity motion, Yit zhaky and Kopeika de-
termine direction and extend of motion-blur via autocorrelation [19]. Their ap-
proach was extended to rotational motion by Pao and Kuo [20].Similarly, Rek-
leitis obtains locally constant motion by considering the Fourier spectrum of a
motion-blurred image [21].

The recent user-assisted approach of Jia [22] and the fully automatic ap-
proach of Dai and Wu [23] are both able to estimate constant velocity motion
by formulating a constraint on the alpha channel of the blurred image, shifting
the problem from motion estimation to the ill-posed problem of alpha-matte
extraction [24].

Motion estimation from a single motion-blurred image is also part of blind
image deconvolution approaches [5]. As blind deconvolution is, in general, ill-
posed, these approaches are restricted to spatially invariant point spread func-
tions (PSF) [5,25,26] or a locally invariant PSF [27,28].

Other deconvolution approaches use additional images to gain information
about the underlying motion as well as on the frequencies suppressed by the
PSF: Tico and Vehvilainen use pairs of blurred and noisy images to determine
a spatially invariant blur kernel after image registration [29]. Yuan et al. [30]
and Lim and Silverstein [31] assume small o�sets between theblurred and the
noisy image and include them into the spatially invariant blur kernel estimation.
Additionally, they use the noisy image to reduce ringing artifacts during deconvo-
lution. The hybrid camera of Ben-Esra and Nayar acquires a long-exposed image
of the scene, while a detector with lower spatial and higher temporal resolution
acquires a sequence of short-exposed images to detect the camera motion [32].
A recent extension of the hybrid camera permits the kernel tobe a local mix-
ture of prede�ned basis kernels, which can be handled by modern deblurring
methods [33].

The deconvolution approaches of Rav-Acha and Peleg use two motion-blurred
images with spatially invariant linear motion-blurs in di� erent directions to ob-
tain improved deconvolution results [34,35]. However, fora dynamic scene and a
static camera, di�erent motion-blur directions are hard to obtain. Therefore, Cho
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et al. use two cameras for motion blur estimation that are accelerated in orthogo-
nal directions [36]. The motion-from-smear approach of Chenet al. [37,38] as well
as the approaches of Favaro and Soatto [39] and Agrawal et al.[40] therefore em-
ploy images with di�erent degrees of motion-blur, i.e., di� erent exposure times,
making di�erent simplifying assumptions about the motion. These assumptions
range from constant motion [37] over object-wise constant motion [38, 39] to
motion computable from neighboring frames with the same exposure time [40].
Pixelwise varying motion and occlusion are not considered.

In our approach, we are interested in recovering high-quality, dense motion
�elds that may vary from pixel to pixel and that are accurate e nough to be used
for a broad range of applications. In addition, we are interested in adequate mo-
tion estimates also for occluded points and a well-founded estimate of occlusion
timings.

3 Image Formation Model

In order to exploit the information provided by the addition al long-exposure
image, we need an image formation model that relates the acquired images via
a dense 2D motion �eld. As input, we assume two short-exposure imagesI 1; I 2 :

 ! R, 
 � R2 which are taken before and after the exposure time of a
third, long-exposure input image I B : 
 ! R. An image formation model that
describes a motion-blurred imageB : 
 ! R in terms of I 1 and I 2 and the
unknown motion was introduced in [10]. It exploits that duri ng the exposure
time of the long-exposure images, a certain set of scene-points contributes to
the color of the motion blurred image at any point x 2 
 in the image plane.
Assuming that a scene-point is visible either inI 1 or I 2 the model

B (x; p1; p2; s) =
Z s(x )

0
I 1(p1(x ; t)) dt +

Z 1� s(x )

0
I 2(p2(x ; t)) dt: (1)

is established. p1(x ; � ) : [0; 1] ! 
 and p2(x ; � ) : [0; 1] ! 
 are spatially
varying, planar curves on the image plane withp1(x ; 0) = x and p2(x ; 0) = x
and s(x) 2 [0; 1] is the occlusion time that is well de�ned only at points where
occlusion actually takes place. In the case of no occlusion,any choice ofs yields
the same intensity B (x) and di�erentiating with respect to s yields

0 = I 1(p1(x ; s)) � I 2(p2(x ; 1 � s)) ; (2)

a generalization of the brightness constancy assumption used in optical 
ow
estimation.

The image formation also gives rise to the frame interpolation

I t (x) =

(
I 1(p1(x ; t)) if t � s(x)
I 2(p2(x ; 1 � t)) if t > s (x):

(3)
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for intermediate framesI t for any t 2 [0; 1]. This interpolation formulation allows
to interpolate occluded and disoccluded points correctly without the need for
explicit occlusion detection.

In the image formation model described so far, general motion curves were
used. To simplify computations and obtain a parameterization with the minimum
number of unknowns, a linear motion model is adopted so that

p1(x ; t) = x � t w1(x) and p2(x ; t) = x + t w2(x); (4)

where w j : 
 ! R2, w j (x) =
� w j; 1 (x )

w j; 2 (x )

�
for j 2 f 1; 2g. This turns out to be

a suitable approximation also for more general types of motion, Sect. 6. Since
for many applications a forward or backward motion �eld is needed, motion
curves are warped according to the estimated motion and occlusion parameters
to obtain a displacement �eld for I 1 and I 2, respectively.

4 Least Squares Approach

The image formation model for a motion-blurred image B considered in the
previous section yields a pointwise error measure for estimates of the motion
paths [10]. Given two short-exposure imagesI 1, I 2 and a long-exposure image
I B , i.e., the actual measurement, we can compare the blurred image I B to the
result B predicted by the model (1):

e(x; w1; w2; s) = B (x; w1; w2; s) � I B (x): (5)

In this distance measure there are 5 unknowns for every pixelx in the image
domain. The minimization of e with respect to these variables can have several
equally valid solutions, e.g., by letting s = 0 for an unoccluded point the back-
ward motion path w2 can be chosen arbitrarily. In the next section we give a
�rst approach to make the problem computationally manageable by introducing
additional assumptions. Di�erent additional assumptions which give rise to a
second approach are introduced in Sect. 5.

4.1 Additional Assumptions

In order to reduce the number of unknowns in the energy formulation, we �rst
consider a point that is neither occluded nor disoccluded during the exposure
interval. It is reasonable to assume that motion within one object changes only
slightly, so that we can approximate the forward and backward paths to be equal
w1 � w � w2.

For a non-occluded point all occlusion timess are equally valid so we can
additionally evaluate the integral for a �xed sequence 0� s1 < : : : < s N � 1.
Fixing the occlusion times not only renders the estimation of s super
uous, but
also provides us withN equations, each contributing to �nd the correct motion
path, i.e. the two remaining unknowns per pixel.
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If a point is occluded, forward and backward motion di�er. Th us optimization
under the assumption w1 � w � w2 is expected to lead to a comparably high
residual. Only for points with high residual, we assume di�erent forward and
backward motion paths. To enable computation of the occlusion time - a crucial
variable for occluded points - the assumption of locally constant motion paths
is made, so that the motion information can be inferred from neighboring non-
occluded pixels.

Applying the above assumptions, we now consider the resulting optimization
problem and its solution more speci�cally. An overview of the algorithm is shown
in Fig. 2.

Reject outliers

Step 1 Step 2

Initialize

For each level of the image pyramid

Minimize Eq.

Select sequence

For every marked pixel

Mark high residual neighborhoods

by superpixel similarity
Determine

Optimize for occlusion time

Frame Interpolation

Motion Fields

si 2 [0; 1]

w 1 6= w 2

w = 0

(7)

Fig. 2: The work
ow of the least squares approach assumes forward and back-
ward motion paths to be symmetric in the �rst step. Only in the second step
the possibility of occlusion is considered for points with ahigh residual. With
the motion paths and occlusion timings, images can be interpolated directly, or
traditional motion vector �elds for each pixel in the short- exposure images can
be determined.

4.2 Pointwise Optimization Problem

With the assumption w1 � w � w2, for a �xed sequence 0� s1 < : : : < s N � 1
and for eachi 2 f 1; : : : ; N g we consider the deviation of the measured motion-
blurred image from the model value for a given motion pathw 2 R2 using the
di�erentiable squared distance,

Fi (x ; w) =
�

I B (x) �
Z si

0
I 1(x � tw) dt �

Z 1� si

0
I 2(x + tw) dt

� 2

: (6)

If all the assumptions hold exactly, Fi = 0 for the true motion path and for all
i 2 f 1; : : : ; N g. Using di�erent values for s allows to restrict the solution space
for the symmetric motion path w.

Increasing the numberN of samples fors also increases the amount of compu-
tation. We keep N small, e.g.N = 5, and additionally include the di�erentiated
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version, Eq. (2), for s = 1
2 as FN +1 (x ; w) =

�
I 1(x � 1

2 w) � I 2(x + 1
2 w)

� 2
, with

FN +1 = 0 for the true motion path.
We now try to �nd a w 2 R2 that minimizes the pointwise energy

ELS (x ; w) =
N +1X

i =1

Fi (x ; w) : (7)

Dennis and Schnabel [41] describe several numerical methods to solve this non-
linear least squares problem. We use a model-trust region implementation of
the well-known Levenberg-Marquardt algorithm because of its robustness and
reasonable speed. The path integral over the images is calculated using linear
interpolation for the image functions I 1 and I 2. The derivatives of the func-
tion F = ( F1; : : : ; FN +1 )T are determined numerically. We solve this non-linear
optimization problem on a multi-scale image pyramid. In order to attenuate
the impact of local noise, we iterate the optimization and smooth intermediate
results by replacing motion paths di�ering more than 0:25 pixels from the mo-
tion paths of the majority of its 8 neighbors by the average motion path of the
majority.

4.3 Occlusion Detection

In occluded regions we expect the pointwise energyELS in Eq. (7) to remain
high as the symmetry of the pathsw1 � w � w2 is invalid. We therefore mark
a pixel and its immediate eight neighbors as possibly occluded, if ELS exceeds
a threshold TE . Instead of setting the threshold TE absolutely and thus also in
dependency ofN , we choose a percentage of occluded points, e.g. 10%, and set
TE to the corresponding quantileTE = Q:90 of all optimization residuals in the
image.

For an occluded/disoccluded pixel, there are two motion paths and the occlu-
sion time necessary to describe the gray value in the blurredimage. We extrapo-
late forward and backward motion paths in the occluded regions from neighbor-
ing non-occluded regions. Given estimates for the motion paths, we determine
the occlusion time on the basis of these estimates.

Considering a possibly occluded point we build two clustersCa and Cb from
the motion paths of probably unoccluded points in a neighborhood with a ra-
dius of r = 20 pixels. With the center of these clusters, we obtain two motion
paths. We use superpixel segmentation [42] to determine which motion path is
appropriate for which image. Let Six be the superpixel of I i (x), Sia and Sib

the union of superpixels in I i containing the pixels that contribute to Ca and
Cb respectively and d(�; �) the superpixel distance also de�ned in [42]. The su-
perpixel of an occluded point and the superpixels containing the background
motion should belong to the same object in the �rst short-exposure image and
thus the superpixel distance between them is expected to be small or zero. In
the second image, the superpixel of the occluded point belongs to the foreground
and is therefore expected to be similar or equivalent to the superpixels of the
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foreground motion in this image. More generally, if the inequality

d(Six ; Sia ) + d(Sjx ; Sjb ) < d (Six ; Sib ) + d(Sjx ; Sja ) (8)

holds for i = 1 and j = 2 or for i = 2 and j = 1 we assign the motion ofCa to
w i and that of Cb to w j . Else we deduce that the point is not occluded after all
and assign the motion path with the smallest residual in Eq. (7).

Given motion paths w1 and w2 only the occlusion time s remains to be
estimated. We minimize

Es(x ; s) =
�

I B (x) �
Z s

0
I 1(x � tw1) dt �

Z 1� s

0
I 2(x + tw2) dt

� 2

(9)

by a straightforward line search algorithm as described in [43].

4.4 Parameter Sensitivity

The above algorithm depends on the choice of the intermediate timings si and
of the occlusion thresholdTE . We test the parameter sensitivity on the basic
test scenesquare (Fig. 6, �rst row) where the foreground translates 10 pixels
horizontally and the background translates 15 pixels vertically. We evaluate the
average angular error (AAE) and the average endpoint error (AEE) between
known ground-truth motion and the displacement �elds obtai ned from the esti-
mated motion paths [2] to measure the impact of the parameter.

In the �rst experiment, we vary the number N of intermediate values for
s while keeping all other parameters �xed, i.e., using a 6 level image pyramid,
3 iterations on each scale and an outlier threshold of 0:25 pixels. To obtain
optimal cover for any length of the motion paths, we distribute the si equally in
the interval [0; 1], i.e., si = i � 1

N � 1 for i 2 f 1; : : : ; N g.

N 2 3 4 5 6 7 8 9 10
time [sec] 7529 7612 7621 7797 7846 7912 8065 8139 8180
AAE [ � ] 7.81 6.78 6.82 6.24 6.68 6.62 6.50 6.49 6.51
AEE [px] 2.28 1.90 1.85 1.73 1.82 1.81 1.77 1.74 1.76

Table 1: Increasing the numberN of equi-distant intermediate values for the
occlusion times s also increases the computation time (3:06 GHz processor,
non-optimized, pointwise MATLAB code). Fixing the thresho ld for occlusion
detection TE = Q:90, the smallest average angular error (AAE) and the smallest
average endpoint error (AEE) are obtained forN = 5.

If the number N of the equidistant intermediate values for s is chosen 3
or larger it has only a small in
uence on the resulting error, Tab. 1. Also, as
the pointwise optimization implementation works with a min imum number of
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function evaluations, the impact of N on the total computation time is small
compared to the total computation time. Apart from determin ing the number
and the spacing of thesi , the number N also in
uences the weight of the color
constancy assumption in FN +1 . As a trade-o� between the equations Fi ; i 2
f 1 : : : N g based on the motion-blurred image and the equationFN +1 based on
the short-exposure images,N = 5 results in the smallest angular error and the
smallest endpoint error.

TE Q:95 Q:90 Q:85 Q:80 Q:75 Q:70 Q:65 Q:60 Q:55 Q:50

AAE [ � ] 6.96 6.24 6.90 6.88 6.84 6.83 7.32 7.40 7.75 7.76
AEE [px] 1.96 1.73 1.82 1.80 1.78 1.78 1.91 1.92 2.02 2.04

Table 2: Fixing the number N = 5 of intermediate values for s, the smallest
average angular error (AAE) and the smallest average endpoint error (AEE) are
obtained for TE = Q:90, i.e., when considering 90% of the pixels as non-occluded.

In the next experiment, we �x N = 5 and change the number of points
that are considered as occluded by settingTE to the corresponding quantile.
Considering up to 30% of the pixels as occluded has only a small impact on the
AAE and AEE, Tab. 2. Figs. 3c and 3d show occlusion maps forTE = Q:90 and
TE = Q:75, respectively, using the color code in Fig. 3b. While in the �rst case
mainly truly occluded points are assigned an occlusion time, many unoccluded
points obtain an occlusion label in the second case. Their motion estimate is
disabled in the superpixel comparison. Nevertheless, someoccluded points are
still not detected in the case TE = Q:75. Their arbitrary motion estimate is
considered in the superpixel comparison. Changing the balance from correct
motion estimates to arbitrary motion estimates, an occlusion threshold that
is too conservative deteriorates the quality of the motion estimation. Still the
interval where the motion estimation is robust is quite large.

5 Total Variation Approach

Considering the di�erence between a recorded motion-blurred image and the
blurred image predicted by the image formation model gives apointwise error
measure for the path vectors and the occlusion time. As the solution to this
problem is not unique for all image points, additional assumptions were intro-
duced in the last section. Yet, these assumptions impose newrestrictions onto
the motion. This section considers di�erent, less restrictive assumptions on the
motion paths by considering the similarity of path vectors and occlusion times
for neighboring pixels [11].
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Fig. 3: (a) The color map used to display 
ow �elds in this work . (b) Where
de�ned, occlusion timings are encoded with a continuous scale between green
for s = 0 and red for s = 1, else they are set to blue. Evaluating the scene
squares(Fig. 6), thresholding the optimization residual for occlusion detection
considers mainly truly occluded points (c) for T = Q:90 but does not detect all
occluded points. (d) Setting T = Q:75 considers also many non-occluded points
as occluded but still does not detect all occluded points.

5.1 Additional Assumptions

In natural images spatially neighboring pixels often belong to the same real-world
object and therefore exhibit similar properties such as color, texture or motion.
For the underdetermined pointwise error function, Eq. (5), we can therefore look
for the solution of the pointwise problem that is most similar to the solution of
neighboring pixels. We can achieve this by adding a regularization term to the
pointwise error functional. Regularization is a typical way to estimate solutions
of under-determined problems [44] and often applied in optical 
ow estimation
to overcome the aperture problem [1,2]. For image points belonging to the same
objects, the spatial gradient of the motion �eld is assumed to be small.

Yet, at object boundaries, motion changes abruptly and the spatial gradi-
ent of the motion �eld is large. As demonstrated in previous work [45], using
the total variation as a regularizer for 
ow �elds yields pro mising results. While
the total variation for a steep monotonous function and a smoothly increas-
ing, monotonous function with the same endpoints is the same, the customary
squared norm of the gradient punishes large deviations froma constant function
much severer than a gradual change (Fig 4). Total variation regularization of
the motion �eld allows piecewise constant vector �elds which is in accordance
with our understanding of only slightly deforming scene objects moving with
individual velocities.

5.2 Global Optimization Problem

The central part of the optimization problem is, as before, the pointwise com-
parison of the recorded motion-blurred imageI B and the result B predicted by
the image formation model. We consider the data-term with a robust penalizer
� � (x) =

p
x2 + � where � = 10 � 3, i.e., we consider

G1(x ; s;w1; w2) = � � (B (x) � I B (x)) : (10)
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Fig. 4: The total variation of the steep function f and the continuously increasing
function g are equal. The squared value of the gradient ofg is much smaller than
the squared value of the gradient off . Thus total variation regularization models
the assumption of object-wise smooth motion �elds better than regularization
with the squared value of the gradient.

Introduced to motion estimation by Black and Anandan [46], robust penalizers
like � � are a di�erentiable version of the absolute value and allow for accurate
motion estimation also in the presence of outliers and deviations from the as-
sumptions.

As in Sect. 4.2, we also include the di�erentiated version and consider it as
an additional data-term

G2(x ; s;w1; w2) = � � (I 1(x �
1
2

w1) � I 2(x +
1
2

w2)) : (11)

Integrating the weighted sum of the pointwise errors over the image domain, we
obtain the data-term

Edata (s;w1; w2) =
Z



G1(x ; s;w1; w2) + 
 G 2(x ; s;w1; w2) dx (12)

with 
 � 0. Regularizing both path vectors as well as the occlusion time with
their total variation results in the �nal energy functional

ET V (s;w1; w2) =
Z



G1 + 
 G 2 + �

2X

i =1

(jr w1;i j + jr w2;i j) + � jr sj dx (13)

where �; � > 0 are two free parameters of the approach. This energy func-
tional interconnects the pointwise error measure given byG1 and G2 via the
regularization terms so that now a global minimization has to be performed.
The absolute value considered in the total variation is not di�erentiable and we
therefore adopt a minimization scheme that is presented in the next section.
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5.3 TV- L 1 Minimization

Our minimization scheme is based on the primal-dual algorithm used for TV-L 1

optical 
ow [45]. We brie
y review the method here and show how we adopt the
framework to minimize our more complex energy functional inthe next section.

For the very general case of minimizing a total variation energy of the form

E(u) =
Z



�  (� (u)) +

kX

i =1

jr ui j dx (14)

where for a constant � > 0, a scalar function  : R ! R+ , a k-dimensional
function u = u(x) = ( u1; : : : ; uk )> on the domain 
 and � (u) = � (u; x) a
pointwise error term, an auxiliary vector �eld v = v(x) = ( v1; : : : ; vk )> on 
 is
introduced and the approximation

E � (u; v ) =
Z



�  (� (v )) +

1
2�

ku � vk2 +
kX

i =1

jr ui j dx (15)

is considered instead. If� is small, v will be close to u near the minimum, and
thus E will be close toE � . The key result of [45] is that Eq. (15) can be minimized
very e�ciently using an alternating scheme that iterates between solving a global
minimization problem for each ui , keepingv �xed

argmin
u i

Z




1
2�

(ui � vi )2 + jr ui j dx; (16)

and a minimization problem for v with �xed u

argmin
v

Z



�  (� (v )) +

1
2�

ku � vk2 dx; (17)

which can be solved pointwise. Details and proof of convergence can be found
in [45,47].

Eq. (16) searches for a di�erentiable, scalar �eld ui that is on the one hand
close to the �xed �eld vi but has on the other hand small total variation. Cham-
bolle has introduced a very elegant, quickly computable andglobally convergent
solution to this problem, which we will also employ in our minimization frame-
work [47].

In Eq. (17) we use the alternate exposure image formation model and its
di�erentiated version as data-term � (v ). In the next section we show in more
detail, how we employ the minimization scheme in our framework.

5.4 Implementation

In our case, we employ some small modi�cations adapted to ourproblem of
minimizing the energy in terms of w1, w2 and s. First, we employ the above
scheme, i.e., iterating between Eq. (16) and Eq. (17), by considering u = w1,
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Solve pointwise problem Eq.

Solve denoising problem Eq.

Initialize

For each level of the image pyramid

For a number of warps

Compute error from current estimates

For a number of iterations

For each unknown

Frame Interpolation

Motion Fields

w 1 ; w 2 ; s

w 1 = 0 ; w 2 = 0 ; s = 0 :5

(17)

(16)

Fig. 5: The work
ow of the total variation approach determin es forward and
backward motion paths and occlusion times iteratively.

u = w2 or u = s, respectively, to solve for each of the unknowns given a �xed
approximation of the others. As the thresholding scheme of [45] is not directly
applicable to our non-linear data-term we apply a descent scheme for Eq. (17),
pro�ting from the use of the di�erentiable function � � .

In order to speed up convergence, we implemented the algorithm on a scale
pyramid of factor 0:5, initializing with s = 0 :5 for the occlusion timing, and
w1; w2 = 0 on the coarsest level. On each level of the pyramid we compute the
remaining error with the current estimates and use this error to solve for s, w1

and w2. For each variable an instance of Eq. (16) and Eq. (17) has to be solved
(Fig. 5).

For Eq. (16), we employ the dual formulation detailed in [45], Proposition 1,
using 5 iterations and a time step of� = 1

8 . For all experimental results with
the total variation algorithm we use a 5-level image pyramid, 10 error-update
iterations and 10 iterations to solve Eq. (17) and Eq. (16). Suitable values for
the parameter � , � , 
 and � were found experimentally. For normalized intensity
values we found� 2 (0; 1], �; � 2 (0; 0:1] and 
 2 [0; 0:5] to be suitable value
ranges. An evaluation of the sensitivity of the algorithm on the parameter choice
was performed in [4] and showed that the algorithm yields high quality results
quite independent from the actual value of the parameters. Working on the
320� 225 pixel test scenesquare (Fig. 6) the computation time of 191 seconds
on a 3:06 GHz processor is independent of the parameters.

6 Comparison of Di�erent Motion Estimation Algorithms

To evaluate motion �eld estimation with alternate exposure imaging we con-
sider synthetic test data as well as real-world recordings.For synthetic scenes
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with known ground-truth motion �elds we estimate motion �el ds with our algo-
rithms as well as with related approaches [7,16,45]. We interpolate intermediate
frames using estimated motion paths and occlusion timings and compare them
to ground-truth images and images interpolated with ground-truth motion.

We also show results for real-world recordings. The recordings were made
with a PointGrey Flea2 camera that is able to acquire short- and long-exposure
images alternatingly.

6.1 Motion Fields for Synthetic Test Scenes

We consider synthetic test scenes containing di�erent kinds of motion. The scene
square(Fig. 6, �rst row) combines 10 pixels per time unit horizonta l translational
motion of the square with 15 pixels per time unit vertical motion of the back-
ground on a 225� 320 pixels image.

The 300� 380 pixels sceneBen (Fig. 6, second row) contains 14 pixels per
time unit translational motion in front of a static backgrou nd.

The scenewindmill (Fig. 6, third row) contains 7 � per time unit rotational
motion approximately parallel to the image plane in front of a static background
on 800� 600 pixels images. In the 512� 512 pixels images of thewheelscene,
(Fig. 6, fourth row) the wheel in the background is rotating 7� per time unit
while the foreground remains static. The challenge of the 800� 600 pixels images
in the scenecorner (Fig. 6, �fth row) is out-of-plane rotation of 10 � around an
axis parallel to the vertical image dimension, while the 320� 240 pixels images
of the scenefence (Fig. 6, sixth row) contain translational motion of the same
extent as the moving object's width.

To obtain the motion-blurred image I B we render and average 220� 500 im-
ages. The �rst and the last rendered image represent the short-exposure images
I 1 and I 2. Ground-truth 2D motion is determined from the known 3D scene
motion.

First of all, we test our pointwise least squares approach from Sect. 4 and the
total variation approach from Sect. 5 on the synthetic datasets. We compare the
results to state-of-the-art optical 
ow algorithms, [7,16,45]. For fair comparison,
we provide the competing optical 
ow algorithms also with th e short-exposure
image I 1:5, depicting the scene halfway betweenI 1 and I 2. We estimate the
motion �elds between I 1 and I 1:5 as well as betweenI 1:5 and I 2. The two results
are then concatenated before comparing them to the ground-truth displacement
�eld. As optical 
ow works best for small displacements [16], the error of the
concatenation is considerably smaller than estimating themotion �eld between
I 1 and I 2 directly.

We choose the algorithm of Zach et al. [45], because it relieson the same
mathematical framework as our total variation approach. However, our method
uses a long-exposure image instead of a higher frame rate of short-exposure
images. We also compare to the algorithm of Sand and Teller [7] on three images,
because both our methods and their approach consider occlusion e�ects while
estimating motion.
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As our algorithms are based on signal-theoretical ideas to prevent temporal
aliasing, we incorporate a comparison to the algorithm of Lim et al. [16] that
requires high-speed recordings as input. We simulate the high-speed camera with
intermediate images such that motion between two frames is smaller than 1 pixel.

Tab. 3 shows that the total variation algorithm has the smallest average
angular error (AAE) for all test scenes. Also, in all test scenes, except for the
rotational motion parallel to the image plane of the sceneswindmill and wheel,
the total variation algorithm has the smallest average endpoint error (AEE),
Tab. 4. The rotation within the image plane directly violate s the assumption of
linear motion paths in the image formation model, so here thealternate exposure
algorithm is outperformed by the TV- L 1 optical 
ow which does not model
the motion paths in the intermediate time between the frames. However, in
the corner scene with out-of-plane rotation and severe self-occlusion, the total
variation algorithm is able to produce the most accurate motion �elds in average
angular error as well as in average endpoint error.

The least squares approach shows a higher numerical error than the total
variation approach in all test cases. Though not competitive to the highly ac-
curate approach of Zach et al. [45] the least squares approach outperforms the
anti-aliased approach of Lim et al. [16] in all but the fence scene. In thefence
scene the least squares approach fails to assign correct motion to the large oc-
cluded areas, as nearly all moving points in the image are occluded or disoccluded
betweenI 1 and I 2. For the test scenes with planar motion, the least squares algo-
rithm achieves results competitive to the occlusion aware optical 
ow algorithm
of Sand and Teller [7], while the motion �eld for the out-of-plane rotation of the
corner scene with the changing motion at the occluded points is lessaccurate.

Visual comparison of the motion �elds (Fig. 6) shows, that the small numer-
ical error of the total variation approach is due to several reasons: While the
algorithm of Limet al. [16] returns noisy motion �elds (Fig. 6d) the algorithm of
Sand and Teller [7] tends to over-smooth motion discontinuities (Fig. 6e). The
TV- L 1 optical 
ow algorithm [45] assigns outlier motion vectors to occluded
points (Fig. 6f). The quality of the least squares alternate exposure algorithm

AAE [ � ] Ben squarewindmill wheelcorner fence
Sand, Teller [7] 8.42 6.48 6.78 13.39 6.40 19.12
Zach et al. [45] 5.81 2.25 4.87 2.59 5.05 19.44
Lim et al. [16] 9.01 12.19 49.63 27.29 38.40 34.17
AEI, least squares 6.31 6.24 8.64 4.19 12.87 34.41
AEI, total variation 4.27 1.70 4.56 2.21 4.57 12.97

Table 3: Comparison of di�erent motion estimation methods for six synthetic
test scenes: the motion �elds computed using the total variation approach to
alternate exposure imaging (AEI) consistently yields a smaller average angu-
lar error (AAE) than the least squares approach and competitive optical 
ow
algorithms given three images [7, 45] or sequences of temporally oversampled
images [16].
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(a) I 1 (b) I B (c) Ground-truth (d) Lim et al. [16]

Fig. 6: (a) Short-exposure imagesI 1 and (b) motion blurred images I B were ren-
dered so that (c) the ground-truth motion �eld is known in each of the scenes
(from top to bottom) square, Ben, windmill , wheel, corner and fence. For com-
parison motion �elds are calculated with several di�erent algorithms. (d) The
algorithm of Limet al. [16] needs a high number of input images and returns
noisy motion �elds. (e) While the approach of Sand and Teller [7] is prone to
over-smoothing, (f) the approach of Zach et al. [45] assignsunpredictable motion
�elds to occluded points. (g) Spurious assignments at occlusion boundaries and
insu�cient regularization in textureless regions deteriorates the quality of our
least-squares approach. (h) The total variation approach to alternate exposure
images shows the most promising motion �elds of all approaches.
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(e) Sand, Teller [7] (f) Zach et al. [45] (g) Least squares (h) Total variation

Fig. 6: Continuation of the �gure on the preceding page.
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AEE [px] Ben squarewindmill wheelcorner fence
Sand, Teller [7] 0.91 5.72 2.95 1.27 2.85 3.36
Zach et al. [45] 0.59 0.62 1.69 0.60 1.27 14.75
Lim et al. [16] 1.46 4.88 7.69 1.82 7.73 5.23
AEI, least squares 0.99 1.73 5.47 1.02 6.30 12.64
AEI, total variation 0.57 0.52 2.16 0.61 0.92 2.62

Table 4: For the six synthetic test scenes, the average endpoint error (AEE) of
the total variation approach to alternate exposure imaging is among the small-
est in comparison to competitive optical 
ow estimation algorithms given three
images [7,45] or sequences of temporally oversampled images [16].

su�ers considerably from noisy motion path detection and spurious motion as-
signments at non-detected occluded points (Fig. 6g). In contrast, the total vari-
ation approach to alternate exposure imaging stands out dueto sharp motion
boundaries and appropriate motion assignment at occlusionborders (Fig. 6h).

As the explicit occlusion detection of the pointwise approach and the im-
plicit occlusion detection of the global optimization approach are hard to com-
pare visually (Fig. 7) we compare the results via frame interpolation under the
consideration of occlusion, Eq. (3).

(a) (b) (c) (d)

Fig. 7: Shown for the scenesBen and Ball : Occlusion timings of the least squares
approach are determined only where the optimization residual exceeds a thresh-
old (a) and (b). With the total variation approach occlusion timings are de-
termined for every pixel, but are only well-de�ned at occlusion boundaries (c)
and (d). Easier comparison of occlusion timings can be obtained by considering
frame interpolation (see Fig. 9).

6.2 Frame Interpolation for Synthetic Test Scenes

We evaluate the estimated motion �elds and occlusion timings of the alternate
exposure imaging in frame interpolation. For comparison wealso interpolate
intermediate frames betweenI 1 and I 1:5 using the method introduced by Baker
et al. [2] and using blending of forward and backward warped images. None of
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the two methods considers occlusion. We compare the interpolated frames to
the ground-truth intermediate images. Fig. 8 gives an overview of the sum of
squared di�erences (SSD) for all test scenes. Note that though the least squares
algorithm has a higher AAE/AEE than the optical 
ow algorith m of Zach et
al. [45] the interpolation error for some of the images, e.g.in the sceneBen,
is considerably smaller than using the optical 
ow algorithm with any of the
two interpolation methods. The interpolation with the moti on paths from the
total variation approach consistently shows better interpolation results than the
optical 
ow based interpolation. Especially for translati onal motion, both, the
least squares and the total variation algorithm occasionally obtain a smaller
SSD than interpolation with ground-truth motion. This is du e to the fact that
inaccuracies in the motion �elds can be balanced by the successful handling of
occlusion boundaries (Fig. 9).

6.3 Real-World Recordings

We also test our methods on real-world recordings. We use thebuilt-in HDR
mode of a PointGrey Flea2 camera to alter exposure time and gain between
successive frames. By adjusting the gain, we ensure that corresponding pixels of
static regions in the short-exposure and long-exposure images are approximately
of the same intensity. With the HDR mode we are able to acquireI 1, I B and I 2

with a minimal time gap between the images. The remaining gapis due to the
�xed 30 fps camera frame rate and the readout time of the sensor. As for the
synthetic test scenes, we also record a number of real test scenes with di�erent
challenges. Thereby, all images are recorded with the same PointGrey Flea2
camera and a resolution of 640� 480 pixels.

The scenejuggling (Fig. 10 �rst row) contains large motion of a small ball,
that additionally vanishes from the �eld of view of the camera. To ensure that the
short-exposure images contain no or only little motion-blur, their exposure time
is set to 6:02 ms. However, the camera can only process an image every 33:33
ms. Using only short-exposure images, this would lead to 27:31 ms of unrecorded
motion between sharp images. For our method, we record a long-exposure image
with an exposure time of 39:65 ms. With our camera setup we measured a
remaining gap betweenI B and the succeeding short-exposure image of 0:48 ms
which is due to readout time of the sensor and other hardware constraints. I B

reduces the gap and provides us with temporally anti-aliased information.
The same camera setting was used for thewalking scene (Fig.10, second row)

where a person walks by on a street and the leg moves in the order of magnitude
of its width. The scenesmodel train 1 and 2 (Fig.10, third and fourth row) are
also recorded with the same camera setting. Challenges in these scenes are the
moving shadows and the highlight on the wagons that violate the assumption
that motion is the only reason for brightness changes in the scene.

To test the 
exibility of the approach to di�erent foregroun d and background
motions, the scenetracking (Fig.10, �fth row) was recorded with a camera fol-
lowing the motion of the person in the foreground, i.e., objects in the background
have a relative motion to the camera according to their depth. For the waving
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Fig. 8: The sum of squared di�erences (SSD) between interpolated images and
ground-truth images. The dashed green (circled) line showsthe SSD for forward
interpolation with optical 
ow [45], while the continuous g reen (circled) line
shows the SSD for forward-backward interpolation using thesame optical 
ow.
Red (crossed) dashed and continuous lines indicate the SSD for forward inter-
polation [2] or forward-backward interpolation, respectively, using ground-truth
motion �elds. The SSD obtained using least squares optimization for motion
paths from alternate exposure imaging is indicated by the blue dashed line (dia-
monds) and the SSD obtained using total variation regularization for the motion
paths is indicated by the blue continuous line (squares).
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(a) (b) (c) (d)

Fig. 9: (a) Interpolation at t = 0 :25 with the method proposed in [2] and
(b) blending of forward- and backward-warped images show artifacts at occlu-
sion boundaries even when ground-truth motion �elds are used, because oc-
clusion information is not available. (c) Thresholded occlusion detection in the
least squares approach to alternate exposure imaging failsto detect occlusion at
some boundaries and exhibits remaining artifacts. (d) Interpolation with total
variation regularized motion paths and occlusion timings reduces artifacts at
occlusion boundaries.
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scene (Fig.10, sixth row) we use exposure times of 20:71 ms and 124:27 ms,
resulting in measured gaps of 12:45 ms and 0:48 ms, respectively. This scene
provides di�erent motions, i.e., that of the hands moving in opposite direction
and the static background and the occluded texture of the eye.

The motion �elds estimated with the least squares and the total variation
approach are also shown in Fig. 10. While motion �elds estimated by the least
squares approach are mainly dominated by noise, closer inspection shows that
in places where motion actually occurs it is often detected correctly, for example
the ball 
ying out of the image in the juggling scene. Only the large, sparsely
textured regions in the background do not provide enough information for the
pointwise approach, so thatany noise in the image is able to produce pronounced
incorrect motion estimates.

The results of the total variation approach look more promising. Although
the background often provides only little texture, motion i s generally estimated
correctly. In the walking scene, the total variation approach is not only able
to detect the motion of the leg moving approximately as far asits width, but
also the motion of the hand faithfully. In the scenesmodel train 1 and 2 the
total variation approach shows robustness to moving shadows and the highlights
on the last wagon. In the tracking scene both algorithms detect the motion of
the dark backpack in front of the the dark background correctly, and the total
variation algorithm additionally is able to faithfully det ect the motion of both
hands. In the waving scene, the total variation algorithm is able to cope with
the motion and the occluded texture.

7 Discussion

In this section we �rst discuss the advantages and disadvantages of the two
approaches to alternate exposure motion estimation, i.e.,of the least squares
approach, Sect. 4, and the total variation approach, Sect. 5. Then we compare
both to optical 
ow approaches that consider only short-exposure images.

7.1 Comparison of the Two Alternate Exposure Approaches

The least squares approach to alternate exposure imaging isable to estimate
motion paths, forward/backward motion �elds and occlusion timings from a set
of three alternate exposure images. It makes some additional assumptions, e.g.
symmetry, on the motion paths but requires no further regularization such as
a smoothness constraint. The resulting error functional can be evaluated point-
wise. Occlusion is detected by thresholding the optimization residual. For oc-
cluded pixels, motion paths are inferred based on superpixel comparison, but
neighboring pixels are not considered in motion path assignment. Although the
assumption of symmetric forward and backward motion paths is actually only
satis�ed if an object moves parallel to the image plane we also evaluate the
algorithm on test scenes with more complex motion. In some ofthe synthetic
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(a) (b) (c) (d) (e)

Fig. 10: The built-in HDR mode of PointGrey cameras is able toalter exposure
time and gain between succeeding frames so that (a) short, (b) long and (c) short
exposures can be successively acquired at comparable brightness and with mini-
mal temporal gap between frames. Motion �elds for the real-world scenes (from
top to bottom) juggling, walking, model train 1, model train 2, tracking and wav-
ing are estimated with (d) the least squares approach, Sect. 4 and with (e) the
total variation approach, Sect. 5.
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scenes it outperforms some modern optical 
ow algorithms [7, 16], that are de-
signed to handle occlusion or deal with temporal aliasing. As no regularization
is necessary and the approach solves ambiguities by additional assumptions, the
resulting motion �elds seem visually quite noisy but are of reasonable accuracy.

In the real-world test-scenes, the least squares algorithmturns out to be very
susceptible to noise and inaccuracies in the gain correction of long- and short-
exposure images. This is partially due to the pointwise estimation that assigns
large motion to noisy pixels, especially in regions with little texture. Additionally,
using a squared error term weights every outlier between theN + 1 equations
very heavily, occasionally pushing it far from the desired solution to satisfy the
contribution of one noisy pixel.

The total variation approach requires regularization to solve the ambiguities
of the image formation model for unoccluded points but makesno further as-
sumptions. Considering spatial gradients in the regularization requires to solve
for the motion paths of all pixels simultaneously so that a more sophisticated
solution-framework has to be applied. Occlusion time estimation is incorporated
into the optimization process, so that a separate occlusiondetection step is no
longer necessary. Due to the regularization, the estimatedmotion �elds look
visually more pleasing and a desirable �ll-in e�ect of motion into textureless
regions occurs, while over-smoothing is prevented by the choice of the total vari-
ation as regularizer. Numerical evaluation for synthetic scenes shows that the
estimated motion �elds are indeed more accurate than comparable state-of-the
art optical 
ow algorithms [7, 16, 45]. Due to implicit occlu sion handling, the
total variation approach can also deal with objects where every moving pixel is
an occluding pixel - a situation like in the fence scene where the least squares
approach fails. The images interpolated using the motion paths and occlusion
timings of the total variation approach have also more exactocclusion borders
than using the least squares approach, where undetected occlusion borders occa-
sionally corrupt the interpolation. Finally, the total var iation approach estimates
convincing motion �elds also for real-world recordings.

7.2 Limitations and Advantages from Alternate Exposure Imagi ng
in Image Based Motion Estimation

Motion �eld estimation from alternate exposure imaging shares some of the
limitations inherent to all optical 
ow methods. Like in all purely image-based
methods, motion in poorly textured regions cannot be detected robustly. This
can be seen in the black background of thewaving scene (Fig. 10).

Also common to all optical 
ow methods, we assume that motionis the only
source of change in brightness, disregarding highly re
ecting and transparent
surfaces from the calculations.

Furthermore, we made the assumption that the short-exposure images are
free of motion blur. Practically this is true if motion durin g the short exposure
time is smaller than half a pixel.

Image noise is also a common problem in motion estimation. While the least
squares approach is indeed susceptible to noise, the use of asuitable penalizer for
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the data-term and the total variation regularization deals with noise successfully.
Additionally, for non-occluded points the total variation algorithm can choose
the occlusion timing s so that noise with zero mean in the path integral can
cancel out much better than in the customary comparison of two single pixels.

In contrast to most optical 
ow methods, we are able to include occlusion
explicitly into our image formation model. With the total va riation approach
arbitrarily large occlusion as well as disocclusions can behandled under the
assumption that a scene point changes its state of visibility only once. This
assumption on the visibility state infers that, e.g. for a static background point
an occluding object can move at most as far as its width beforethe background
point reappears.

Our image formation model works with motion paths instead ofdisplacement
�elds. While motion paths can theoretically have arbitrary forms, the assumption
that they are linear allows for a simple parametrization. Actually, linear motion
paths imply that the displacement of all pixels on the path is uniform and of
constant speed. But as motion paths are allowed to vary for neighboring pixels,
the approach can successfully handle also much more complexmotions.

Finally, while recording the alternate exposure sequence,we replace one
short-exposure image with a long-exposure image. To show the sequence to a
viewer uninterested in motion detection, the long exposed frame may simply be
skipped, or, to ensure a su�cient frame rate, intermediate images can be easily
and quite faithfully interpolated with the proposed method .

8 Conclusion

Alternate exposure imaging has been introduced to record anti-aliased motion
information as well as high frequency content of a scene. From an image forma-
tion model connecting a long-exposure image with a preceding and a succeeding
short-exposure image via motion paths and occlusion information, two algo-
rithms can be derived that estimate motion �elds as well as occlusion timings.
The �rst algorithm is able to perform the estimation without any regularization,
that is usually necessary to solve the aperture problem in optical 
ow estima-
tion. Although competitive on synthetic data, the lack of regularization makes
the pointwise least squares approach susceptible to image noise and gain mal-
adjustment in real-world recordings. In contrast, the total variation approach
is not only more accurate than state-of-the-art optical 
ow on synthetic scenes,
but it also shows convincing performance on real-world scenes. Notably, it is
able to handle occlusion situations where the state-of-the-art in optical 
ow -
based on two successive images - is destined to fail. In our experiments, we also
observed that accuracy of the motion �eld is not the most important issue for
frame interpolation. With our estimated motion �elds that c ontain some resid-
ual error, together with occlusion timings, we are able to obtain interpolated
frames that have a smaller numerical error than interpolation with ground-truth
motion. In addition, the interpolated frames also look perceptionally convincing,
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as, in contrast to traditional interpolation, our algorith ms are able to reproduce
occlusion borders correctly by making use of the estimated occlusion timings.
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